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Abstract—The CCSDS-123 is a standard for lossless compres-
sion of multispectral and hyperspectral images with applications
in on-board power constrained systems such as satellites and
military drones. This work explores the low-power heterogeneous
architecture of the Nvidia Jetson TX2 by proposing a parallel
solution to the CCSDS-123 compressor on embedded systems,
reducing development effort, compared to the production of
dedicated circuits, while maintaining low energy consumption.
This solution parallelizes the predictor on a low-power graphics
processing unit (GPU) while the encoders exploit the heteroge-
neous multiple cores of the CPUs and GPU concurrently. We
report more than 16.6 Gb/s for the predictor and 1.4 Gb/s for
the whole system, requiring less than 6.3 W and providing an
efficiency of 245.6 Mb/s/W.

Index Terms—Low Power Graphics Processing Units (GPU),
Parallel Programming, Multispectral and Hyperspectral Image
Compression, Lossless Compression, CCSDS-123

I. INTRODUCTION

COMPRESSION algorithms such as the consultative com-
mittee for space data systems (CCSDS)-123 [1] are

usually incorporated in satellites and military drones that
generate multispectral and hyperspectral images (MHIs). How-
ever, these systems impose severe energy restrictions, making
field-programmable gate arrays (FPGAs) suitable candidates
for onboard MHI compression.

The CCSDS-123 is a MHI compression standard composed
of two main parts: a predictor and an entropy encoder. The first
part uses an adaptive 3D prediction model which calculates
the difference between observed and predicted values, out-
putting mapped prediction residuals (MPRs) (δz(t)) with low
entropy [1]. The predicted values are calculated by their neigh-
boring samples and by P neighboring bands. Those MPRs
can be encoded by two types of entropy coders, producing
variable length codewords: the sample-adaptive entropy coder,
encoding MPRs independently for each spectral band, and
the block-adaptive entropy encoder [1] that encodes blocks
of 8, 16, 32 or 64 residuals. The latter applies four encoding
algorithms to each block and selects the method which yields
a better compression ratio.

In this work we exploit a low-power GPU board [2] to paral-
lelize the CCSDS-123 standard, producing an hybrid (central
processing unit (CPU) + GPU) approach. The solutions are
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subject to tests that compare parallel execution times with the
serial counterparts. Also, the energy analysis is performed,
measuring the power used by the board over the algorithm’s
execution time.

II. RELATED WORK

Prior works [3]–[9] present implementations in FPGAs,
GPUs and CPUs. Table I shows the results for these im-
plementations. Space grade FPGAs provide flexible and high
performance solutions at low-power with tolerance to space
radiation(Virtex 5QV [3], [4], [10]). In [3], it is proposed a
low complexity architecture with little hardware occupancy,
achieved through the identification of parameters that affect
performance. Although low energy consumption was obtained,
compression times increased compared to [8], [9]. In another
work [4], older FPGA devices did not provide enough memory
resources to run the algorithm efficiently. The authors in [10]
accomplished high throughput performance without using ex-
ternal memory but incurring in higher energy consumption. A
more recent work [11] using a low-power Nvidia Jetson TX1,
obtained the best energy efficiency described in literature of
139.4 Mb/s/W when compared to CPUs and GPUs.

TABLE I: Results for parallel implementations of the CCSDS-123 in
distinct platforms, adapted from [4]. *Higher is better.

Platform Language D
(bit)

Throughput*
(Mb/s)

Power
(W)

Efficiency*
(Mb/s/W)

V-5 SX50T [7] VHDL 13 520 0.70 742.86
V-7 XC7VX690T [4] VHDL 16 3510.4 5.30 662.34
V-4 XC2VFX60 [4] VHDL 16 1856 0.95 1953.68
V-5QV FX130T [3] VHDL 16 180.80 2.35 769.36

V-4 LX160 [3] VHDL 16 179.2 1.49 120.27
2x GTX 560M [5] CUDA 12 4279.56 <150.001 28.53

GTX 750ti [6] CUDA 12 4818 <60.001 80.3
Jetson TX1 [11] CUDA 12 1394 <10.001 139.4
i7-2760QM [5] OpenMP 12 1534.68 <45.001 34.1

Our serial version C 16 3.65 5.62 0.65
Our parallel solution CUDA 16 1118.8 4.56 245.62

1This denotes the TDP given by the manufacturer.

By using Nvidia’s GPU, the authors in [6] concluded that
of all parameters, three had the highest impact in execution
time and compression capability: the number of bands used in
prediction (P ), the prediction neighborhood (column-oriented
or neighbor-oriented) and prediction mode (full mode or
reduced mode). It was found that as the number of bands used
in the prediction increases, throughput performance decreases,
but compression ratio increases. Consequently, there is a trade-
off between compression ratio and throughput performance.
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In [5], by using a general purpose graphics processing unit
(GPGPU) approach to explore spectral and spatial parallelism
of the algorithm, the execution times obtained were superior
to the ones developed using open multi-processing (OpenMP).
The authors exploited the high data reuse and the high speed
of GPU memory to obtain better performance compared to
the OpenMP version. Overall, most FPGA-based solutions
achieve better throughput performance and energy-efficiency,
while requiring less power. Still, our approach achieves higher
throughput performance compared to some FPGAs.

III. PARALLEL PREDICTOR

The proposed approach uses the GPU to parallelize the pre-
dictor. However, this component presents data dependencies in
the calculation of weights, as shown on the Weights Kernel in
Fig. 1. The weights calculation can only be parallelized by
band, while the other kernels are parallelizable by sample.
For this reason, it is proposed a parallel predictor using three
kernels: a Pre-Weights Calculation Kernel, a Weights Kernel
that encapsulates the data dependency loop and a Post-weights
Kernel producing the MPRs.
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predicted
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Weights vector
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predicted error

Prediction
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sample
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Fig. 1: Proposed CCSDS parallel predictor diagram. The current
switch position represents the diagram for intra-prediction (P = 0),
while the diagram for inter-prediction (P > 0) is represented by the
two switches in the opposite position.

When the predictor runs on the reduced mode and does
not use any bands for prediction (P = 0), the weights vector
is considered as zero [1], therefore, any operations with this
vector are redundant and the kernel can be simplified, as
represented in the current configuration of Fig. 1.

Increasing the number of bands used in the prediction (P )
decreases the predictor’s throughput performance due to a
significant increment of execution time [6]. Since using inter-
band prediction does not increase significantly the compres-
sion capability [1] and increases the predictor complexity,
the solutions developed will use P = 0. The solution for
the predictor uses shared memory, vectorized accesses and
streams.

IV. PARALLEL ENCODERS

There is a higher conceptual effort concerning the paral-
lelization of the encoders compared to the predictor. This fact
is aggravated due to the encoders outputting variable-length
codewords. The approach taken for the encoders is to assign
parts of the bitstream generation to vacant CPU cores, in order
to obtain a balanced workload distribution. After the bitstream
generation, the data is concatenated to form the compressed

Fig. 2: Proposed parallel sample adaptive encoder. Each core encodes
a specific number of bands. Phase 1 is composed by the codeword
generation in each core. Phase 2 represents the codewords concate-
nation and starts after phase 1 finishes.

image. The objective is that each core takes roughly a similar
time to execute a variable amount of data. The GPU is not
used in the bitstream generation and concatenation due to
data transfers between host and device and data dependencies
present in the bitstream generation, which would increase the
overall time.

A. Sample adaptive entropy encoder

Fig. 2 depicts the proposed parallel sample adaptive encoder,
which achieves band-level parallelism by encoding each band
independently. Each core encodes an arbitrary number of
bands and, after all cores finish processing the MPRs, one
core combines all bitstreams into a single bitstream.

B. Block adaptive entropy encoder

The block adaptive encoder is based on CCSDS-121 [1],
which encodes blocks of MPRs. The proposed solution sug-

Fig. 3: Parallel CCSDS block adaptive encoder. Phase 1 is comprised
by the second extension and zero block methods, executing on the
Denver 2 CPU, and by the sample splitting, running on the GPU. As
phase 1 ends, phase 2 generates bitstreams in each core of the two
available CPUs. After phase 2 ends, in phase 3, all bitstreams are
merged into a final one.
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gests three phases. In phase 1, three different encoding meth-
ods are applied to those blocks, as shown in Fig. 3. The best
compressed block from those methods is selected and inserted
in the final bitstream. The sample splitting is executed on the
GPU, using shared memory and streams, since it takes longer
to process compared to the zero block and second extension
methods, which are executed in the Denver 2 CPU to assure
a faster processing time. After phase 1 selects the method for
each block, the loads are distributed over the available cores
in order to generate the bitstream. As in the sample adaptive
encoder, when all the cores finish generating the correspondent
bitstream, they are merged by one of the cores.

V. EXPERIMENTAL RESULTS

All the experimental results were executed on a Jetson TX2
equipped with a dual-core Denver 2 (L1 19 2KB/core, L2 2
MB) and a quad-core ARM Cortex-A57 (L1 80 KB/core, L2
2 MB) running at 2 GHz.

The European Space Agency (ESA) released a serial
version of the CCSDS-123 [12]. All speedups are calcu-
lated from the ESA version, which was compiled using gcc
(flags: -march=native -O2). The runs were executed using
the command taskset –cpu-list and nice -n. Execution times
were obtained using one Denver 2 CPU core by running
clock getime() from the time.h C library. The tests were
conducted with the recommended compression parameters
from annex C in [1], with P = 0 and B = 1.

The results obtained for the predictor explore the use of
shared memory, vectorized memory accesses (128 bits) and
streams on the GPU. The use of texture memory was consid-
ered but did not produce superior results. Fig. 4 shows the
execution time and speedups compared to the corresponding
serial versions for P = 0. Due to the simplified kernel, it is
possible to achieve speedups as high as 193. For P > 0 the
predictor has data dependencies within bands, which increase
the execution time compared to the intra-band prediction.
However, for inter-band prediction, speedups between 5 and
15 were obtained for the same images, with 0 < P < 16.
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Fig. 4: CCSDS predictor implemented on the GPU with P = 0 for
different images. The speedup line is compared to the serial version.

The results for the proposed sample adaptive encoder are
depicted in Fig. 5. The parallel solution can be divided in
two phases: the Denver 2 and the ARM in phase 1, running

at the same time to generate the bitstreams for each band,
and the second phase, comprised by the bitstream merging.
Speedups shown in Fig. 5 are higher than 5, with the exception
of the CASI image. This image has a reduced number of bands,
turning the implementation inefficient due to unbalanced loads
of the cores. An alternative version using the GPU achieved
speedups of approximately 3.5 for the AVIRIS images, 1.75
for the CASI image and 1.07 and 1.08 for the CRISM images,
respectively. Such low speedups are not significant. For this
reason and due to data transfers between host and device and
data dependencies in bitstream generation, a hybrid solution
is not considered for this encoder.

Fig. 5: Detailed execution times for the CCSDS-123 sample adaptive
encoder running on the CPU for hyperspectral images. Phase 1 is
composed by the ARM and Denver 2 bars. Phase 2 is the bitstream
concatenation. The bands executed in each core are: AV. Hawaii,
D=48, ARM=32; AV. Yellowstone, D=48, ARM=32; CASI, D=4,
ARM=16; CR. frt00010f86, D=120, ARM=76; CR. frt00009326,
D=120, ARM=76.

Fig. 3 describes the concurrent implementation of the block
adaptive encoder. In the first phase of the figure, the blocks of
residuals are processed to verify which method produces the
shortest codeword of the three methods. The most demanding
is Sample Splitting, representing more than 50% of the total
execution time of the serial encoder in comparison with the
other two methods. This method is executed on the GPU, using
one thread per block, achieving higher speedups for the sample
adaptive entropy encoder.

For the remaining methods, in comparison to the ARM
CPU, the Denver 2 CPU accomplishes higher performance
and, for that reason, the other two methods are executed
on a Denver 2 core. The bitstream generation is assigned
to the available cores in the second phase. Each residual
block is encoded by the method which produced the shortest
codeword calculated in the previous phase. In order to balance
workloads, experimental results show that the MPR blocks
must be divided roughly by 10% for each ARM CPU core
and 30% for each Denver 2 CPU core. After this phase, one
Denver 2 core merges the generated bitstreams into one.

Fig. 6 shows that a good workload balancing was obtained
in the CPU cores, for the block adaptive entropy encoder, with
the difference being approximately 100 ms (10%), and overall
speedups ranging from 8.5 to 10.9.
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Fig. 6: Block adaptive encoder execution times for the CCSDS-123
using hyperspectral images. Phase 1 is composed by the sample
splitting, second extension and zero block. Phase 2, represents the
ARM and Denver 2 execution phases. Phase 3 merges the bitstreams
into a single one.

VI. THROUGHPUT AND ENERGY-EFFICIENCY ANALYSIS

The Jetson TX2 comes with built-in power monitors capable
of measuring six different rails. The tests were executed using
a bash script that takes power measurements at a certain
frequency. The manufacturer recommends low measuring fre-
quencies (a second or more) since reading internal nodes too
frequently, incurs in an excessive amount of energy consumed.
However, some tests run in less than a second. For those cases,
the sampling frequency is increased and the difference between
the two states is subtracted to the power measurements in tests
executed using higher sampling rates.

To optimize power efficiency, the Jetson TX2 possesses 5
power modes. The only two modes valid for parallelization
are Max-N and Max-P All core modes. The other modes do
not have all cores activated. All tests, until this point, were
executed in Max-N mode but in [2], it is noted that running
in MAX-P All cores mode, produces maximum energetic
efficiency under less than 15 W.

In order to calculate the overall performance, the pre-
dictor and the encoder must be combined. The best result
achieved is for the airborne visible/infrared imaging spectrom-
eter (AVIRIS) Hawaii image using the block adaptive encoder.
Table II shows the combination using the two power modes.

As shown in Table I, our proposed solution is the best in
terms of energy efficiency compared to CPUs and GPUs.

VII. CONCLUSIONS

The proposed parallel solution for the CCSDS-123 standard
reaches throughput performance above 1 Gb/s and surpasses
the literature in terms of energy efficiency. The use of low-
power embedded GPUs provides a significant improvement
to the predictor. Compared to FPGAs, if we relax power
constraints in the system design, GPUs can take advantage

TABLE II: Overall power performance for AVIRIS Hawaii using the
predictor (P = 0) and the block adaptive encoder for MAX-N and
MAX-P power modes. *Higher is better.

Predictor
power
Mode

Encoder
power
mode

Power
(W)

Time
(s)

Throughput
(Mb/s)

Efficiency *
(Mb/s/W)

Energy
(J)

MAX-N MAX-N 6.276 0.806 1398.144 222.776 5.058
MAX-N MAX-P 4.646 0.997 1130.256 243.275 4.632
MAX-P MAX-N 6.142 0.816 1380.672 224.792 5.012
MAX-P MAX-P 4.555 1.007 1118.800 245.620 4.587

due to higher flexibility and lower development effort, which
significantly increases competitiveness. Furthermore, it must
be noted that the gap between FPGAs and GPUs is decreasing
in terms of efficiency. As future work, we want to employ arti-
ficial intelligence [13], [14] to optimize resources, voltage and
frequency scaling use in order to achieve higher performance.
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