
Vol.:(0123456789)1 3

Journal of Real-Time Image Processing 
https://doi.org/10.1007/s11554-020-01014-6

ORIGINAL RESEARCH PAPER

Fast and energy‑efficient approximate motion estimation architecture 
for real‑time 4 K UHD processing

Roger Porto1,2  · Murilo Perleberg1 · Vladimir Afonso1,2 · Bruno Zatt1 · Nuno Roma3,4 · Luciano Agostini1 · 
Marcelo Porto1

Received: 22 March 2020 / Accepted: 27 August 2020 
© Springer-Verlag GmbH Germany, part of Springer Nature 2020

Abstract
Approximate computing techniques exploit the characteristics of error-tolerant applications either to provide faster imple-
mentations of their computational structures or to achieve substantial improvements in terms of energy efficiency. In video 
encoding, the motion estimation (ME) stage, including the Integer ME (IME) and the Fractional ME (FME) steps, is the most 
computational intensive task and it is highly resilient to controlled losses of accuracy. In accordance, this article proposes 
the exploitation of approximate computing techniques to implement energy efficient dedicated hardware structures targeting 
the motion estimation stage of current video encoders. The designed ME architecture supports IME and FME and is able to 
real-time process 4 K UHD videos (3840 × 2160 pixels) at 30 frames per second, while dissipating 108.92 mW. When run-
ning at its maximum operation frequency, the architecture can process 8 K UHD videos (7680 × 4320 pixels) at 120 frames 
per second. The solution described in this article presents the highest throughput and the highest energy efficiency among all 
state-of-the-art compared works, showing that the use of approximate computing is a promising solution when implementing 
video encoders in dedicated hardware.

Keywords Approximate computing · Approximate adders · SAD · Motion estimation · Video coding · HEVC · Energy-
efficiency

1 Introduction

With the advent of high spatial and temporal resolution 
video streaming, possibly supporting 3D contents and rep-
resentations, video coding becomes a key technology in the 
multimedia applications domain. On the other hand, there 
is nowadays an important academic and industrial effort to 

increase video coding efficiency (bitrate versus image qual-
ity). The state-of-the-art High Efficiency Video Coding 
(HEVC) standard [1], the Chinese Audio Video Standard 2 
(AVS2) [2], the recently released AV1 encoder from Alli-
ance for Open Media (AOM), [3] and the Versatile Video 
Coding (VVC) [4], which will be the next generation of ISO 
and IEC standard, are some examples of this effort.

On the other hand, multimedia applications are increas-
ingly migrating to battery-powered devices, such as smart-
phones, digital cameras, virtual reality appliances, and oth-
ers. In this scenario, not only the video coding efficiency 
must be highly considered, but also the encoding throughput, 
the power dissipation and the energy consumption must be 
regarded as fundamental key aspects. In fact, considering 
the very high computational effort that is already required 
by current video encoders, dedicated hardware designs have 
been extensively used to allow energy-efficient real-time 
processing of video contents and this is the focus of this 
work.

 * Roger Porto 
 recporto@inf.ufpel.edu.br

1 Video Technology Research Group (ViTech), Group 
of Architectures and Integrated Circuits (GACI), Graduate 
Program in Computing (PPGC), Federal University 
of Pelotas (UFPel), Pelotas, Brazil

2 Sul-Rio-Grandense Federal Institute of Science 
and Technology (IFSul), Pelotas, Brazil

3 Instituto Superior Técnico (IST), Universidade de Lisboa 
(ULisboa), Lisboa, Portugal

4 Instituto de Engenharia de Sistemas e Computadores, 
Investigação e Desenvolvimento em Lisboa (INESC-ID), 
Lisboa, Portugal

http://orcid.org/0000-0001-7367-1575
http://crossmark.crossref.org/dialog/?doi=10.1007/s11554-020-01014-6&domain=pdf


 Journal of Real-Time Image Processing

1 3

To overcome this demand, approximate computing has 
been regarded as a highly promising approach to achieve 
substantially improved energy efficiency [5, 6]. It exploits 
the characteristics of error-tolerant applications, i.e., appli-
cations that are resilient to a minor loss of accuracy or 
to numerically imprecise partial results. In the particular 
domain of video encoding, the introduction of a limited 
amount of numerical imprecision in the implementation 
of several video coding algorithms often results in almost 
imperceptible visual artifacts [7], mostly because of the 
error-tolerant characteristics of the adopted encoding tools.

Motion Estimation (ME) stands out in this context, being 
one of the most complex and energy demanding operations 
in a video encoder [8]. ME consists in a best match search 
of each block of the current frame inside one or more previ-
ously processed reference frames. The current frame block 
is denoted as current block and the blocks evaluated in the 
reference frames are called candidate blocks. The method 
that defines how the search is done is denoted as search algo-
rithm. To reduce the complexity, the search is only imple-
mented in a circumscribed region of the reference frames 
(search area). The used criterion to define the best match 
among all the considered candidates is denoted as distor-
tion metric and the Sum of Absolute Differences (SAD) is 
the most used one, especially when dedicated hardware is 
considered.

The current video coding standards support multiple 
block sizes and the ME step must be applied for each one of 
these block sizes. The Full Search (FS) is the optimal search 
algorithm since all candidate blocks inside the search area 
are evaluated. The FS requires a prohibitive computational 
effort and many fast search algorithms [9, 10] were proposed 
in the literature intending to surpass this FS limitation reach-
ing almost optimal results. Finally, current video encoders 
also allow the use of a fractional motion estimation (FME) 
to increase the ME efficiency, since the ME over integer 
positions (IME) is often not able to capture the best match-
ing between two frames (integer positions). These fractional 
positions are obtained by interpolating neighboring integer 
positions [1].

In accordance, the ME complexity is a function of: (1) 
the used search algorithm, (2) the number of supported 
reference frames, (3) the number supported block sizes, 
(4) the support of FME, (5) the size of the search area, and 
(6) the used distortion metric. As such, ME can be imple-
mented using several different configurations, varying the 
block sizes, using different formats, or various search algo-
rithms. This enables the exploration of solutions that are 
non-optimal in terms of coding efficiency but leads to good 
coding efficiency results and less energy consumption, 
which is essential for many current applications, notably 
those supported by battery powered devices. Moreover, 
the arithmetic operators used in the SAD calculation are 

also resilient to simplifications. As an example, the carry 
chain can be easily shortened or truncated, resulting in 
an operator that is faster and dissipates less energy. Thus, 
since ME is basically a search procedure for the block of 
the previously processed frames that is the most similar 
to the block under consideration, and the choice of a non-
optimal matching does not cause any inconsistency in the 
encoder process [8].

In current literature, there are several architectural solu-
tions for ME that present various simplifications to reduce 
complexity and allow an efficient hardware design. In [11], 
an efficient ME design with a joint algorithm and architec-
ture optimization is proposed. A predictive integer ME algo-
rithm selects the most probable search directions and steps 
through statistical analysis to reduce the number of search 
points. An optimized fractional ME algorithm is also pre-
sented. The work presented in [12] is a VLSI implementa-
tion of a FME design in High Efficiency Video Coding for 
ultrahigh-definition video applications. It proposes a bilinear 
quarter pixel approximation, together with an appropriate 
search pattern, to reduce the complexity of the interpola-
tion and of the fractional search procedure [12]. A highly 
parallel motion estimation architecture for HEVC encoder is 
presented in [13]. It has 16 processing units operating in par-
allel to calculate the SAD values of all possible block sizes. 
Under a different perspective, the ME presented in [14] uses 
a modified reference data access skip technique to reduce the 
memory bandwidth in a ME. In [15], a low-power HEVC 
ME algorithm and architecture for consumer applications are 
presented. The proposed algorithm and architecture use sub-
sampling, data reuse, pixel truncation, and adaptive search 
range techniques to reduce the computational power [15]. 
Finally, in [16], a low-power motion estimation VLSI archi-
tecture is proposed based on a novel method of calculating 
the SAD, by reusing calculations. However, none of these 
works are focused on reducing the energy consumption, 
which is the main concern of current VLSI design, espe-
cially for mobile application. Moreover, none of these works 
exploit the use of an approximate operator to improve the 
energy efficiency of the arithmetic calculation, by exploring 
the error resilience of the motion estimation process.

In this context, this article proposes a novel energy-effi-
cient motion estimation architecture based on the usage of 
approximate Lower-Part-OR Adders (LOA) [17], together 
with an algorithm level approximation that reduces the num-
ber of supported block sizes. The designed architecture is 
able to process 4 K UHD video in real-time at 30fps. The 
evaluations in terms of encoding efficiency of the approx-
imate computing techniques used in this work were con-
ducted using the reference software of the HEVC encoder. 
The designed architecture is fully compliant with the HEVC 
standard, but it can be easily adapted to be also compli-
ant with other current video encoders, like AV1, AVS2, and 
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VVC. This solution was based on two previous works of our 
group [18, 19].

The main contributions of this work are described as 
follows:

• A set of algorithm simplifications in the ME module, by 
reducing the amount of supported block sizes, based on 
experimental results considering the coding efficiency 
and hardware characterization.

• The usage of different approximate adders to implement 
the ME SAD tree, with a multi-variable analysis includ-
ing coding efficiency, area, power, and delay.

• An energy-efficient ME architecture supporting integer 
and fractional motion estimation which employs the two 
previous contributions.

All these contributions are supported on several analyses 
that will be presented in the following sections of this article.

2  Approximate computing approaches 
for motion estimation

There are many possibilities to apply approximate comput-
ing techniques to reduce the energy consumption [1, 5]. In 
the case of motion estimation, it is possible to apply approxi-
mate computing both at the algorithm level and at the arith-
metic operator level, aiming the energy-efficient hardware 
design.

2.1  Algorithm level

Algorithm level simplifications have been the most com-
monly used approaches to alleviate the ME computational 
demands. In particular, there are several simplification 
opportunities to reduce the energy consumption. One pos-
sible approach is to consider fast search algorithms [9, 10]. 
This type of search procedures performs fewer comparisons 
than the FS algorithm. Nevertheless, it still leads to good 
results.

Another alternative to obtain energy reduction is to use 
some subsampling technique like pixel subsampling or block 
subsampling [20, 21]. As in the previous case, the reduction 
in energy consumption is obtained by reducing the number 
of samples that are used in the calculations.

Also on algorithm-level approximations, it is possible to 
perform simplifications in the evaluated block sizes. Video 
coding standards specify that a large variety of block sizes 
may be evaluated at ME. For example, the HEVC defines 
24 different block sizes to be evaluated, considering sym-
metrical and asymmetrical block sizes [1]. It is possible to 
simplify this task by performing motion estimation only 

for some block sizes, maintaining the compliance with the 
standard.

These three opportunities to apply approximate comput-
ing at algorithmic level can significantly reduce the required 
computational effort and the resulting energy consumption, 
but at a cost of some eventual degradations in the encoding 
efficiency. As such, these solutions must be carefully applied 
by considering this tradeoff and compromise.

2.2  Approximate adders

Arithmetic operators significantly influence the overall 
performance of a digital system [22] and they are not only 
mainly responsible for the delay but are also the main cause 
of energy consumption in combinational circuits, mostly 
due to carry propagation chains [23]. Approximate comput-
ing approaches are usually used to mitigate this problem, 
by shortening or truncating the carry chain. The resulting 
operator becomes faster, and its energy consumption gets 
reduced, at the cost of the introduction of a certain level of 
imprecision in the results.

Several approximate adders have been proposed in the 
literature. Some examples are the Accuracy-Configurable 
Adder [24], Carry Cut-Back Adder [25], Error-Tolerant 
Adder [26, 27], Generic Accuracy Configurable Adder [28], 
Lower-Part-OR Adder [17], among others.

The Accuracy-Configurable Adder (ACA-II) [24] and 
the Carry Cut-Back Adder (CCB) [25] are segment-based 
approximate adders. While the first employs three overlap-
ping sub-adders to reduce the carry chain, the CCB cuts 
the carry propagation chain at lower-significance positions, 
using the carry propagation only at the high-significance 
stages.

Error-Tolerant Adders (ETA) are proposed in [26, 27]. 
The first one is the ETA-I [26], classified as an approximate 
full adder. This operator splits the addition into two, by only 
applying approximate computing techniques in the lower 
part, where all bits are checked from left to right. The ETA-
IV [27] is also a segment-based approximate adder with 
non-overlapping sub-adders. Specialized units generate the 
carries from one stage to another.

In [28], a Generic Accuracy Configurable Adder (GeAr) 
is proposed. The GeAr adder can be configured by specify-
ing the number of sub-adder units and, for each sub-adder, 
the number of prediction bits, the number of sum bits, and 
the bit width. Once again, overlapped areas are used.

The Lower-Part-OR Adder (LOA) [17] splits the addition 
into two smaller parts. The upper-part performs a regular 
and precise addition with the most significant bits. On the 
other hand, the computation of the least significant bits is 
simplified, and the carry chain propagation is eliminated 
by applying bitwise OR to the inputs. An extra AND gate 
is used in the most significant bits of the imprecise part to 
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generate a carry-in for the upper-part, in order to decrease 
the imprecision [17].

3  Experimental evaluation

As it was previously mentioned, several modifications can 
be done in the encoding tools to reduce their computation 
complexity and energy consumption. These modifications 
are mandatory in battery-powered devices, such as smart-
phones. However, any encoding tool modification may affect 
the coding efficiency and the resulting image quality. As 
such, the whole set of modifications proposed in this article 
shall be carefully evaluated. This evaluation is presented in 
this section. First, the ME constraints are evaluated in terms 
of the number of supported block sizes. Then, the performed 
evaluations to define the approximate operator that will be 
applied in the SAD computation module are presented.

The evaluations were performed with the HM 16.15 
HEVC reference software regarding the Common Test Con-
ditions [29], which recommends a set of 24 video sequences 
for tests, where each sequence must be encoded using the 
four Quantization Parameters (QP): 22, 27, 32, and 37. Most 
of the video sequences have 8-bit samples, but in the case of 
10-bit source videos, each sample is converted to an 8-bit 
value before encoding [29]. This is automatically done by 
the reference software, which contains routines to handle 
this conversion. On the whole, 60 frames of each sequence 
were used in this evaluation, which means that than 2.1 bil-
lion of luminance samples were considered. Only luminance 
samples were considered because the motion estimation 
is applied only over luminance samples. Furthermore, all 
evaluations were performed using the Main Profile (low-
complexity profile) and considering the Random Access 
(RA) temporal configuration. The reason we chose RA 
instead of another temporal configuration is because it is a 
more realistic configuration, especially for video streaming. 
Finally, the coding efficiency was evaluated by considering 
the BD-rate, which is a metric that measures the percent-
age variation in the bit rate for the same objective image 
quality [30]. The ASIC synthesis results were reached using 
the Cadence Encounter RTL Compiler tool targeting TSMC 
40 nm standard-cells [31] technology.

3.1  Algorithmic approximation evaluation

The conducted evaluation in terms of algorithmic approxi-
mations targeted the future hardware design. This evalua-
tion was firstly presented in [19], a previous work of this 
research team.

The presented results considered only the four HEVC 
square-shaped block sizes, since they are the most frequently 
used and are the most representative sizes considering the 

average values used for these video sequences. The eval-
uations showed that these four sizes together are used to 
encode, on average, 50.06% of the pixels or, in other words, 
these four sizes are more used than the other 20 available 
sizes together.

The HM 16.15 allows the use of two search algorithms: 
Full Search (FS) and Test Zone Search (TZS). Considering 
the prohibitive computational effort required by FS, the TZS 
was used in this work. Modifications were also introduced 
in TZS [32] implementation to reduce even more its com-
plexity. TZS applies a four-step search: (1) Motion Vector 
Prediction, which defines the start point for the next step; (2) 
Initial Search, where an expansion is done in a diamond or 
square pattern; (3) Raster Search, where a sub-sampled full 
search is applied over the best result of previous step, and 
(4) Refinement, where a new diamond or square search is 
done around the best result of the previous step. In this work, 
only the Zero predictor was maintained in the first step, and 
the Raster step was deactivated. Therefore, the search area 
cannot be moved to a distant region of the collocated block 
position inside the reference frame. To ensure an efficient 
memory usage, the bidirectional prediction was also deac-
tivated, and the number of reference frames was limited to 
one frame only. Moreover, the SAD distortion criterion was 
adopted for both IME and FME steps. Besides the SAD, the 
Sum of Absolute Transformed Differences (SATD) distor-
tion metric is also supported in TZS. The HEVC reference 
software default configuration for TZS uses SAD in IME 
and SATD in FME. Since our focus is a fast and energy-
efficient design for motion estimation, the SAD was used in 
both: IME and FME, and this choice is consistent with the 
majority of related works. These modifications in the TZS 
were essential to allow the design of a high throughput and 
low-power architecture for the complete ME.

All constraints were evaluated by varying different opera-
tion points, where each operation point is characterized by a 
different combination of the four square-shaped block sizes 
(single block sizes were not evaluated). Therefore, these 
combinations result in 11 distinct operation points.

The first evaluation considered the coding efficiency 
and the energy consumption of these 11 operation points, 
in order to identify which points are the most suitable to 
be implemented in a fully optimized hardware architecture.

A hardware design was developed for each of these 11 
operation points to allow the evaluation of the reached hard-
ware results, as presented in [19]. By varying the operation 
point of the developed hardware, different coding efficiency 
compromises can be reached, also impacting in energy con-
sumption and in other hardware results. Since this is a multi-
variable optimization problem, we first applied a Pareto Effi-
ciency Analysis [33] by considering these two objectives 
(coding efficiency and energy consumption) of each of the 
11 operation points.
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The energy consumption was estimated by considering 
the processing of one CTU (Coding Tree Unit, basic encod-
ing unit in HEVC [1]). Its evaluation was obtained through 
the ASIC synthesis of the architecture and by considering 
the frequency value that is required to process HD 1080p 
video sequences at 30 frames per second.

When considering this set of 11 operation points, the 
BD-rate varies from 13.79% (when using all four block 
sizes) to 29.68% (when only using the 32 × 32 and 64 × 64 
block sizes). The energy consumption varies from 11.36 µJ 
(when using all four block sizes) to 5.32 µJ (when only using 
16 × 16 and 32 × 32 block sizes).

Figure 1 presents the Pareto Frontier of the 11 evaluated 
operation points. Each of the 11 cases is represented by a 
black dot, and the legend shows the block sizes adopted in 
each operation point. The four cases traced by the dotted 
green line represent the Pareto Frontier, that is, the four opti-
mal operation points, since no other point presents better 
results in both objectives. As one can observe, the case that 
uses all block sizes  (C10) is the one that reaches the best 
BD-rate value, but it is also the one that consumes the larger 
amount of energy. Still, the case that uses only the 16 × 16 
and the 32 × 32 block sizes  (C3) is the one that reaches the 
smallest energy consumption, with a considerable impact 
in BD-rate.

Therefore, the four operation points of the Pareto Fron-
tier  (C0,  C3,  C6, and  C10) were used as the starting point 
of our research. In particular, the four operation points are 
compared once more, but considering now a multi-variable 
scenario, including: (1) power dissipation, (2) BD-rate, (3) 
delay, (4) area, and (5) Power-Delay Product (PDP).

Figure 2 shows the result of this multi-variable compari-
son in the form of radar charts, where the best solution is the 
case that presents the smallest gray area. The values in the 
charts are normalized. As one can observe, the best results 
that were obtained in almost all evaluated variables are the 
case  C0, which presents the smallest gray area. Thus, the 

 C0 operation point was selected to be used in the proposed 
architecture. This operation point causes an average BD-rate 
loss of 16.17% and an average BD-PSNR loss of − 0.37 dB, 
considering all evaluated video sequences. This experiment 
also showed that the operating modes with fewer blocks may 
lead to a reduction of computational effort without a sub-
stantial impact on coding efficiency.

In particular, the choice of the  C0 operation point repre-
sents a power of 91.30 mW, an area of 4775 Kgates, a delay 
of 20.97 ns, a PDP of 1.91 nJ, and a BD-rate of 16.17%. 
When compared with the  C10 operation point (which has the 
largest gray area—see Fig. 2), the operation point  C0 pro-
vides a power reduction of 66%, an area reduction of 69%, 
and a PDP reduction of 65%, with a slight increase in delay 
(4%) and BD-rate (17%). It is important to note that, since 
the BD-Rate is a relative metric, these percentages indicate 
how much the bitrate must be increased in order to maintain 
the same objective video quality (PSNR). If we consider 
the loss of quality for the same bitrate, we must observe the 
effect in BD-PSNR. The BD-PSNR indicates a quality loss 
of -0.37 dB for the C0 operation point. This means that for 
the same compression rate, the designed architecture sup-
porting the C0 operation point will have a PSNR 0.37 dB 
lower than the original PSNR. The BD-PSNR values were 
obtained from the same evaluation performed to obtain BD-
rate values.

3.2  Approximate adders evaluation

A second evaluation task considered the identification of 
the approximate adder topologies that are the most suitable 
to be used in the ME architecture for the  C0 operation point 
presented in the last subsection (supporting 8 × 8 and 16 × 16 

Fig. 1  Pareto Efficiency in the rate-energy space

Fig. 2  Multi-variable comparison of Pareto-based optimal operation 
points
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block sizes). In this case, the idea is to use the approximate 
adder in the SAD calculation which is the most intensive 
operation in ME, intending to provide the highest reduc-
tion of the energy consumption and hardware resources. 
To attain this objective, a set of 8-bit approximate addition 
functions was described in C +  + and evaluated. Each adder 
was evaluated by using 99,840 luminance samples, extracted 
from the first frame from a class D-type test video sequence 
(BasketballPass_416 × 240_50.yuv). A total of 26 versions 
of the six previously presented 8-bit operators were evalu-
ated. From these first analyses, the best configurations for 
these approximate adders were identified: (1) ACA-II with 
three overlapping sub-adders with four bits each; (2) CCB 
with two sub-adders with four bits each and one bit at the 
cut-back definition; (3) ETA-I with three precise and five 
imprecise bits; (4) ETA-IV with three sub-adders (three, 
three, and two bits) using two and three bits in the first and 
second carry generations, respectively; (5) GeAr using two 
overlapping sub-adders with five bits each; and (6) LOA 
with three precise and five imprecise bits.

Then, these six approximate adders were embedded in 
the motion estimation encoding tool of the HM 16.15 HEVC 
reference software, to evaluate their impact on the coding 
efficiency (in terms of BD-rate). The approximate operators 
were only inserted in the first stage of the SAD computation 

modules, in order to avoid accumulated error effects. This 
first operation corresponds to the subtraction that is needed 
to generate the SAD absolute differences. The average 
results of this evaluation are presented in Table 1 and they 
were obtained by encoding the 20 test video sequences, 
using the four QP values recommended in the Common Test 
Conditions (CTC) [29], and using the Low Delay P Main 
configuration. According to the values presented in Table 1, 
the best results were obtained with LOA and ETA-IV.

The next experiment was conducted to obtain a hardware 
characterization of the approximate adders. The operators 
were described in VHDL and synthesized to ASIC.

These experimental results were compared with those 
obtained for the ripple-carry (RCA) precise adders, by con-
sidering the increase (or decrease) in terms of (1) power 
dissipation, (2) delay, (3) area, and (4) Power–Delay Product 
(PDP). The decision on the RCA adder is justified because 
it is commonly used as a reference in many works in the lit-
erature, such as [17, 23, 26], and [28]. If we use a fast adder, 
the effects of using approximate adders can be masked in 
the results. Therefore, we decided to use the RCA adder as 
the precise operator in our comparisons. The multi-varia-
ble comparison of the approximate arithmetic operators is 
depicted in Fig. 3 in the form of radar charts. The BD-rate 
results were also included. One can notice that the LOA 

Table 1  BD-rate results for the 
considered adder structures

Adder ACA-II CCB ETA-I ETA-IV GeAr LOA

BD-rate (%) 7.5 2.8 2.5 0.2 3.9 0.8

Fig. 3  Multi-variable comparison of approximate adders
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operator reached the best performance, since it presented the 
best result in almost all axes and also the smallest gray area 
among all evaluated operators. Consequently, the LOA was 
selected to be used in the energy-efficient ME architecture. 
The architecture of a LOA operator is presented in Fig. 4.

The choice of LOA results in a consumed power of 
105 µW, an area of 65 cells, a delay of 693 ps, a PDP of 
72.77 pJ, and a BD-rate of 2.5%. When compared with the 
CCB adder (which has the largest gray area in Fig. 3), LOA 
reduces the power in 16%, the area in 5%, the delay in 26%, 
the PDP in 38%, and the BD-rate in 36%.

4  Energy‑efficient approximate HEVC 
motion estimation architecture

This section presents the developed energy-efficient 
approximate IME/FME architecture, which implements an 
approximated solution for the ME encoding tool, accord-
ing to the constraints and operation points defined in 
Sect. 3.1. In addition, this architecture also considers the 

approximated SAD computation, by using the approximate 
operator defined in Sect. 3.2.

The processing structure is based on the ME architec-
ture proposed in [19]. The same architectural template 
was used, but the new architecture was simplified since 
only two block sizes are supported now  (C0 only processes 
blocks with size 8 × 8 and 16 × 16 samples). The original 
version supports four block sizes: 8 × 8, 16 × 16, 32 × 32, 
and 64 × 64 samples. Then, the SAD unities were replaced 
with the ones using imprecise adders. The architecture 
adopts the modified TZS algorithm to perform the IME 
step, while the interpolation filters, defined by the HEVC, 
were implemented to perform the FME step. This archi-
tecture has several dedicated modules to maintain a high 
throughput, where each module has an instance of the IME 
and FME units to process one block size.

According to the evaluations presented in Sect. 3, the 
case that results in the best tradeoff in the multi-variable 
comparison is the  C0 case, which processes blocks with 
size 8 × 8 and 16 × 16 pixels. In accordance, these two 
block sizes were adopted in this architecture. Aiming the 
processing of high-resolution videos, some of these mod-
ules were also replicated. This results in four modules to 
deal with the 8 × 8 blocks and two modules to deal with 
the 16 × 16 blocks. All these modules can work in parallel 
to encode the video.

The complete ME architecture is represented in Fig. 5, 
where all TZS and FME modules for the two block sizes 
adopted in this work are presented. Each module processes 
a predefined block group. When each FME module fin-
ishes its execution to process a candidate block, the global 
control unit copies the result to a SAD table. This table 
stores the SAD value and the motion vector related to that 
SAD and releases the stored values only when all modules 
finish the CTU processing.

Although memory access is a major concern when 
designing video encoders in hardware, this problem was 

Fig. 4  Lower-part-OR adder structure

Fig. 5  Complete ME architecture
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not focused in this article. The architecture proposed in this 
article, when integrated in a complete encoder, can be eas-
ily adapted to use an optimized memory system applying 
the solutions published in the literature, like the use of an 
internal memory to store the entire search area [34], the use 
of Level C reuse schemes [35], and the use of an additional 
memory for the FME interpolated positions [12]. Thus, IME 
and FME could operate simultaneously with other encoder 
modules minimizing the number of accesses to the external 
memory.

In the next subsections, the hardware solution of these 
two ME steps is explained in detail. Then, Sect. 4.3 explains 
the approximated SAD computation.

4.1  Modified TZS implementation

The designed hardware unit to perform the IME step is based 
in the architecture presented in [19] and it was divided into 
the control and the operative parts. The control part selects 
the candidate blocks to be compared, according to a modi-
fied TZS algorithm. This modified TZS only implements 
the zero predictor in the prediction step, and the raster step 
was disabled, which makes the search area to be prede-
fined around the current block, ensuring a regular memory 
communication. Moreover, all TZS expansions of the first 
search and refinement steps always receive 16 candidate 
blocks from memory and the total number of expansions 
was decreased from 7 (in the original TZS) to 5 (in this 
modified version). These simplifications are detailed in [19]. 
The control part also deals with the stop conditions of each 
TZS step, as it will be better explained below.

The operative part of the IME unit performs the com-
parison of the 16 candidates selected by the control part 
in parallel, producing the motion vector corresponding to 
the best candidate block according to the adopted similarity 
criterion, in this case, the SAD criterion. The processing 
is made one line per clock cycle, so this unit is designed 

to process in parallel one line of all 16 candidate blocks 
selected by the control unit.

To ensure the real-time processing of UHD videos, the 
comparison between each candidate block and the current 
block is made using a specialized Search and Comparison 
Unit (SCU), to process each of the adopted block sizes. The 
architecture of each SCU is represented in Fig. 6, along 
with its three steps. The first step includes the SAD trees, 
responsible for calculating the SAD value of one line from 
the current block with one line of his candidate block. The 
SAD tree architecture, along with the proposed approximate 
operator, will be better presented in Sect. 4.3.

After the SAD trees processing, the obtained SAD value 
is accumulated by the SAD accumulators, while the SAD 
trees process the remaining block lines. The architecture of 
each SAD accumulator is presented in Fig. 7a. This archi-
tecture stores a new value at the start of the processing of a 
new block and sums the input value with the stored value in 
the remaining block lines. Hence, when the SAD tree con-
cludes the processing of the last line of the processed block, 

Fig. 6  Architecture modules: a 
TZS module; b FME module

Fig. 7  SCU modules: a SAD accumulator; b SAD comparator
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the value on each SAD accumulator corresponds to the SAD 
value of the evaluated candidate block.

Finally, at the end of the processing of the last line of the 
considered block, the SAD comparator step processes the 
SAD values produced by all accumulators along with their 
motion vectors. It compares all SAD values, two by two, 
and when it finishes its processing the comparator outputs 
the smallest SAD value and the respective motion vector. 
Due to the introduced pipeline stages, the comparator needs 
four cycles to process the SAD values from the 16 candidate 
blocks. Figure 7b presents the SAD comparator of two SAD 
values.

The control part of the modified TZS is also responsible 
for the implementation of a stop condition. The original TZS 
could freely go through all blocks of the SA while the refine-
ment step finds a smaller SAD value in a new iteration. This 
is a problem when considering real-time processing, since 
the number of cycles that are needed to obtain the best can-
didate block will be undefined and depending on the video 
data. Hence, to ensure real-time throughput, the control part 
of the IME limits the number of candidate blocks evaluated 
by each module to 240 candidates. According to previous 
evaluations presented in [19], 93.33% of the TZS executions 
use less than 240 candidate blocks.

The 8 × 8 TZS module requires 148 clock cycles to pro-
cess the 240 candidates and this module is the bottleneck of 
the complete architecture, defining the reached throughput, 
as will be discussed in Sect. 5.

4.2  Fractional motion estimation implementation

The FME unit is fully compliant with the HEVC encoders 
and it is used to improve the motion estimation by interpo-
lating some new blocks at fractional positions (of ½- and 
¼-sample in HEVC) around the best IME result. After the 
interpolation, one of those new fractional candidates is 
selected as the best ME candidate. The FME interpolators 
used in this architecture were defined by the HEVC, but the 
filters can be adapted to also support other encoders.

The FME process was divided into two units, as presented 
in Fig. 6b. The first one is the Interpolation Unit, which 
generates the new candidate blocks at fractional positions. 
The second one is a SCU, used to evaluate the interpolated 
candidates and select the one that is more similar to the 
current block.

The interpolation unit has a multiplexer to select the sam-
ples that will be passed to the filters and to interpolate the 
fractional samples. The samples can be provided either from 
the best IME candidate block, or from an internal buffer. 
After that, a set of filters is used to interpolate the new sam-
ples at fractional positions around the position of the input 
block. Then, this architecture generates and evaluates all 48 
possible fractional blocks.

There are three types of filters used to interpolate the new 
blocks, and their use depends on the position of the frac-
tional sample. Specific details of these filters can be found 
in [36]. After the filters’ implementation, the Fractional 
Buffer of the interpolation unit is used to store the horizon-
tal fractional samples, since the horizontal samples can be 
used as input to the interpolation of the diagonal samples. 
Moreover, a clipping operation is applied at the outputs of 
the filters to maintain all samples with 8-bit values, which 
will be processed by the SCU. Therefore, all outputs of the 
interpolation unit have values between 0 and 255.

Figure 8 presents an integer sample and the fractional 
samples that can be interpolated around it, according to 
HEVC. As one can notice, these samples can be categorized 
into three groups, according to the sample displacement in 
relation to the integer sample: horizontal, vertical or diago-
nal. Therefore, the generation of the fractional samples was 
also divided according to the sample displacement.

The processing starts by generating the horizontal sam-
ples, so the filters receive as input one horizontal line of the 
best IME block at each clock cycle, and they will gener-
ate the new samples that will compose six new horizontal 
fractional blocks. These horizontal blocks are stored in an 
internal buffer. Later, the vertical samples are generated, so 
the interpolation unit receives one vertical column of the 
best IME block at each clock cycle. This processing gener-
ates the samples used to compose six new vertical fractional 
blocks. Finally, the diagonal samples are generated by using 
the horizontal samples stored in the internal buffer, one col-
umn at each clock cycle. The diagonal samples are used to 
compose 36 new diagonal fractional blocks around the best 
IME block.

At the end of the processing of each fractional samples 
category, the generated blocks are sent to the SCU for evalu-
ation. The SCU performs the evaluation in a similar way 
that was used in the IME computational part. Twelve SAD 
Trees are used to compute the SAD value of the candidates 
being evaluated. The SAD of each candidate is stored in 
one of the 48 SAD Accumulators, while the interpolation 
unit computes the remaining candidate blocks. When all 48 
candidate blocks are generated, the values of the 48 SAD 

Fig. 8  Fractional samples according to their position with the integer 
samples
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Accumulators are passed to the Comparator, which will 
define which the fractional candidate block has the smallest 
SAD value and this SAD value is sent to the output together 
with the respective fractional motion vector.

Since all 48 possible fractional blocks are generated 
and evaluated by FME unit, the number of clock cycles 
to complete the FME processing is constant but depends 
on the block size and on the pipeline stages of the FME 
architecture.

It is important to note that IME and FME run in par-
allel, one of which is idle until the other ends. The 8 × 8 
FME requires 63 clock cycles to process each processing 
unit (PU), while the 16 × 16 FME requires 104 clock cycles. 
The IME does not have a specific data throughput rate. It 
depends on the refinement decisions of TZS. However, the 
8 × 8 IME requires from 31 to 148 clock cycles to process 
one PU, while the 16 × 16 IME consumes from 56 to 272 
clock cycles per PU.

4.3  Approximate computing SAD architecture

As previously mentioned, the SAD Trees are responsible to 
compute the SAD value of each line being processed. The 
SAD Trees of both IME and FME architectures were imple-
mented with approximate adders, as presented in Fig. 9.

Several pipeline stages were used between the adders, in 
order reach higher throughputs. In the first pipeline stage, 
the approximated LOA operators were used to obtain the 
difference between the candidate block (Rn inputs) and the 
current block (Cn inputs).

In the next pipeline stages, the SAD values of the samples 
are added two by two. To achieve this, RCA adders were 
used to accumulate the SAD values of the whole candidate 
block line, so the result of each SAD Tree is the SAD of 
each candidate block related to the current block. The choice 
of RCA operators is justified because we wish to evaluate 

the throughput impacts with the use of LOA and the use of 
some fast adder in the other SAD Tree levels could mask 
these results. The use of RCA also contributes to reduce the 
hardware consumption since fast adders require much more 
logic than RCAs.

The LOA operator was only adopted in the first pipeline 
stage of the SAD Trees, which are 8-bit wise. The reason 
for this choice, as previously discussed, is to avoid the error 
accumulation resulting from cascaded LOA operators.

5  Synthesis results and comparisons 
with related works

The complete ME architecture was synthesized with 
Cadence Encounter RTL Compiler tool using TSMC 40 nm 
standard cell library, which is the technology available in our 
university. The synthesis effort was defined as “strong” and 
the use of clock gating was enabled.

Concerning the power estimation, the Encounter RTL 
Compiler tool was set to the default switching activity. After 
that, the energy efficiency was defined as the ratio between 
the spent energy (given in Joules) to process a dataset and 
the number of samples that comprise such dataset. To sim-
plify this evaluation, this dataset corresponds to the num-
ber of samples that are processed per second. The energy 
consumed in one second was obtained using the average 
power dissipation reported in Watts (Joules per second), by 
Cadence Encounter RTL Compiler tool.

5.1  Synthesis results

Table 2 summarizes the reached synthesis results. Three 
different target operating frequencies setups were consid-
ered. The first configuration considered a target frequency 
of 145 MHz. With this operation frequency, the architecture 
can achieve real-time processing of UHD 4 K (3840 × 2160) 
videos at 30 frames per second. This configuration requires 
1541 Kgates while dissipating 108.92 mW. The energy effi-
ciency of the developed design at this frequency is 0.44 nJ/
sample. The second target frequency was 580 MHz, allow-
ing the processing of UHD 8 K (7680 × 4320) videos at 30 
frames per second. At this frequency the power dissipation is 
256.5 mW and the energy efficiency is 0.26 nJ/sample. The 
third synthesis was performed at the maximum frequency of 
2330 MHz. At its maximum frequency, the architecture can 
process UHD 4 K videos at 480 frames per second or UHD 
8 K videos at 120 frames per second and dissipates 585.90 
mW, with an energy efficiency of 0.15 nJ/sample.

Considering these three synthesis results, one can 
observe that the higher the throughput, the higher the energy 

Fig. 9  Block diagram of a SAD tree
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efficiency. The best energy efficiency result is 0.15nJ/sample 
which was obtained at the maximum operation frequency.

5.2  Comparison with related works

Table 2 also presents a comparison of the designed archi-
tecture with related works. It is not easy to do a complete 
and fair comparison with related works, since these works 
considered different technologies and focused in different 
processing rates. Besides, the related works consider differ-
ent types of encoding tools, like the support for fractional 
motion estimation (FME) and integer motion estimation 
(IME), the number of evaluated CTU sizes, the used search 
algorithms, and others. Unfortunately, it is not easy to fairly 
compare solutions that support different encoding tools. The 
higher the supported CTU sizes or the higher the search 
algorithm complexity, the greater will be the required level 
of hardware parallelism or the higher will be the required 
operating frequency (or both) to achieve real-time process-
ing at a given video resolution, and the higher will also be 
the consumed energy. The FME use (or not) also contributes 
to this relation. Then, each published architecture targets 
some type of application with support of a specific group of 
tools, hindering a completely fair comparison.

It is important to highlight that, from the works presented 
in Table 2, only the work presented in [11] and our design 
are complete solutions for motion estimation considering 
both IME and FME. However, the work in [11] does not 
present its results of dissipated power nor its energy con-
sumption characterization [11]. Thus, it is also not possi-
ble to determine the energy efficiency to perform further 
comparisons.

The solution presented in [12] has slightly higher energy 
efficiency than that presented in our work. However, that 
work deals only with the FME while the architecture pre-
sented in this article has the complete ME solution, includ-
ing FME and IME and the IME is much more complex than 
FME. Even supporting the FME only, the solution in [12] 
can reach a throughput 4 × lower than that reached with our 
architecture.

The works [13–16] present solutions for IME only. 
Among these three solutions, only [15, 16] presents power 
results, making possible to determine its energy efficiency. 
Compared to [15], our solution is 28% more energy effi-
cient and works at 42% lower frequency when running 
with the same target of performance (3840 × 2160@30fps). 
Besides, our architecture can reach a maximum throughput 
16 × higher than that reached in [15]. When comparing our 
architecture with the one presented in [16], the resulting 
energy efficiency is quite similar, but our solution can reach 
a maximum throughput almost 4 × higher than that reached 
in [16]. The works [13, 14] did not present power results, 
but our architecture is able to reach the same processing 

rate at an operation frequency almost 5 × lower than [13] 
and 2.4 × lower than [14], which is a strong indication that 
our solution reached lower power and higher energy effi-
ciency than these two works. Other important comparison 
is related with the throughput, since our architecture reached 
a maximum throughput of 16 × higher than those reached 
in [13, 14].

Concerning the BD-rate losses, it is important to point 
out that energy-efficient hardware implementations of 
video encoders only are possible if some simplifications 
are considered in the coding tools. In our case, besides the 
simplifications found in other hardware designs targeting 
video applications, we have the introduction of imprecision 
through approximate computing techniques. Thus, quality 
losses are expected to achieve the desired energy efficiency.

Finally, the architecture presented in this article has the 
highest maximum throughput among all related works. 
Moreover, the proposed architecture presents the best result 
in terms of energy efficiency among the related works, even 
when compared to those that only implement FME or IME. 
These results showed that the use of approximate computing 
and imprecise operators are promising solutions to imple-
ment energy-efficient video encoders in dedicated hardware.

6  Conclusions

This article presented an energy-efficient approximate 
motion estimation architecture supporting both the inte-
ger and fractional ME. This architecture is fully compliant 
with the HEVC standard and it can be easily adapted to be 
compliant with other current encoders, like AV1, AVS2, 
and VVC (only adaptions in the FME interpolation filters 
are required). This architecture explores approximation at 
algorithmic level, where the supported set of block sizes 
was limited, and other minor hardware friendly simplifica-
tions. The architecture also explores approximation at the 
arithmetic operator level, by using imprecise LOA adders in 
the SAD calculations to improve the energy efficiency. The 
designed ME architecture is able to real-time process 8 K 
UHD videos (7680 × 4320 pixels) at 120fps when running 
with its highest frequency.

Several preliminary evaluations and analyses supporting 
the development of this architecture were presented in this 
article. The reached results showed a power dissipation of 
108.92 mW and an area of 1541 Kgates when focusing in 
a throughput to process 4 K UHD videos (3840 × 2160 pix-
els) at 30 frames per second. The area results did not show 
reductions when compared with related works, as could be 
expected. This occurs because we used a higher parallelism 
level to reach the throughput required to process HD videos 
in real-time.
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The architecture presented in this article reached the high-
est maximum throughput among all related works. Moreo-
ver, it offers the best result in terms of energy efficiency, 
even when compared to those state-of-the-art architectures 
that only perform FME or IME.

Considering the reached results we can conclude that the 
use of approximate computing at algorithmic and at arith-
metic operator levels can be a powerful tool for dedicated 
hardware designs targeting energy-efficient high-resolution 
video encoders.
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