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Abstract

Prompted by their high computational capabilities and memory bandwidth, Graphics Pro-

cessing Units (GPUs) have been increasingly used to accelerate the execution of many scientific

applications. In fact, in the quest for exascale computing, energy-efficiency is a fundamental

goal in High-Performance Computing (HPC) systems. Dynamic Voltage and Frequency Scal-

ing (DVFS) is one of the most used techniques to improve the energy-efficiency of these types

of systems, as it allows placing devices into lower performance states when the computational

demands are lower, opening the opportunity for power/energy savings. However, effectively

using DVFS relies on the existence of accurate methods of predicting how changes in the de-

vice state, namely the Voltage-Frequency (V-F), affects the performance/power of the executing

applications. Hence, this Thesis studies two different approaches of how to best apply DVFS,

specifically: workload classification and GPU predictive models. The first one allows identify-

ing the impact of DVFS on the performance and power consumption of different types of GPU

benchmarks on real hardware. It also helps analyzing how the proposed classification method-

ologies can be used to optimize energy consumption and/or the energy consumption vs. per-

formance trade-off. On the topic of GPU predictive models, two different types of DVFS-aware

GPU models are proposed, namely: counter-based power consumption model and assembly-

based performance/power/energy models. While the former uses statistical regression to infer

the relationship between a set of performance counters, the V-F levels of the GPU domains and

the application power consumption, the latter is able to model the three output metrics (perfor-

mance/power/energy) across different V-F levels based on the sequence of assembly instructions

in the application code. All the proposed contributions are extensively validated on real hard-

ware, namely on multiple different GPUs from the most recent architectures, using a collection

of applications from widely used benchmark suites and achieving accurate results, ultimately

opening new opportunities to improve the energy-efficiency of GPUs.
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Resumo

Motivadas pelas suas elevadas capacidades computacionais e largura de banda da memória,

as Unidades de Processamento Gráfico (GPUs) são já comummente usadas para acelerar a ex-

ecução das mais diversas aplicações científicas. Para se atingir o nível de desempenho habit-

ualmente designado de exascale é de extrema importância procurar técnicas que aumentem a

eficiência energética dos sistemas computacionais de larga escala (HPC). Destes, a técnica de

Escalonamento Dinâmico da Tensão e Frequência (DVFS) é uma das mais usadas, uma vez que

permite colocar os dispositivos em níveis de desempenho inferiores, sempre que os requisitos das

aplicações o permitam, abrindo a oportunidade de se atingir ganhos de potência/energia. No en-

tanto, para poder utilizar correctamente a técnica de DVFS é necessária a existência de métodos

que permitam prever de que forma a alteração do estado do dispositivo, nomeadamente da ten-

são e frequência (V-F), irá afectar o desempenho/potência das aplicações a executar. Esta Tese,

em particular, estuda duas diferentes abordagens compatíveis com DVFS: classificação de apli-

cações e modelos de predição em GPUs. A primeira abordagem permite identificar o impacto

que o uso de DVFS tem no desempenho e consumo de potência de diferentes tipos de aplicações

em GPUs reais. Os métodos de classificação propostos podem então ser usados para optimizar

o consumo de energia de aplicações de GPU ou até realizar optimizações mais cuidadosas, bal-

anceando os ganhos energéticos com as perdas de desempenho previstas. Relativamente aos

modelos de predição propostos, foram estudados dois tipos de modelos, nomeadamente: mod-

elo de potência baseado em contadores e modelos de desempenho/potência/energia baseados

no código PTX. Enquanto que o primeiro usa regressão estatística como forma de inferir a re-

lação entre os contadores de desempenho medidos, os níveis de V-F da GPU e o consumo de

potência da GPU, o segundo tipo de modelos é capaz de modelar as três métricas à saída (de-

sempenho/potência/energia), para diferentes níveis de V-F baseado apenas na sequência de in-

struções do código fonte das aplicações. Todas as contribuições foram largamente validadas em

dispositivos reais, nomeadamente em diversas GPUs das mais recentes arquitecturas disponíveis,

recorrendo a várias colecções de benchmarks habitualmente utilizadas, tendo-se obtido resulta-

dos precisos e, em última análise, identificado oportunidades para se obter ganhos energéticos

significativos.
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General purpose accelerators, such as the Graphics Processing Units (GPUs), have already

gained a firm presence in most modern High-Performance Computing (HPC) systems. In partic-

ular, General-Purpose GPUs (GPGPUs) are commonly used to increase the performance of appli-

cations from many commercial and scientific domains, characterized by a set of time-consuming

functions with massive data-level parallelism. This growing presence can be observed in Fig-

ure 1.1, which shows the evolution, since 2006, of the number of accelerators in the List of the

500 most powerful commercially available computer systems in the world (TOP500 [top500]). In par-

ticular, in the most recent version of the list (November 2019), there were 145 (out of 500) sys-

tems equipped with some kind of accelerator, out of which 137 (i.e., 95% of the systems featuring

general-purpose accelerators) are actually using GPUs.

As an example, the Summit supercomputer (number one system of November’2019 Top500

list), uses a total of 27 648 NVIDIA Volta GPUs to achieve a peak performance of almost 200

petaflops. To provide such performance, it requires a power supply of 13 MW, which corresponds

to an estimated cost of 17 million dollars per year (on power supply alone) [nvidia:summit].

The magnitude of such values highlights the importance of effective mechanisms to improve

the energy efficiency of these systems, as a mere 5% decrease in the energy consumption could

generate savings of around 1 million dollars. Such mechanisms can even have a significant impact

outside the HPC domain, since a recent study found that video gaming represents 5 000 million

dollars per year in energy expenditures across the United States [Mills2019] or 34 TWh/year

(corresponding to 24 Mt/year of associated carbon-dioxide emissions, equivalent to that of 85
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1. Introduction

million refrigerators or over 5 million cars). They also found out that, when in gaming mode,

the GPU uses from 45% to 77% of the total system energy, meaning that even in those cases,

energy-efficiency mechanisms can lead to very significant (energy/monetary) savings.

This widely spread usage of GPUs intensifies the importance of finding reliable mechanisms

that ensure the maximum efficiency of the computing system, both in terms of performance and

(more importantly) energy consumption [Vijayaraghavan2017]. Among several existing tech-

niques, frequency scaling is one of the most used, as it allows placing device components into

lower performance states [herbert2007analysis]. In most GPU devices, the in-device switching

regulators also adjust the applied voltage when the operating frequency is changed, resulting in

the technique that is frequently called Dynamic Voltage and Frequency Scaling (DVFS). DVFS

is already widely adopted in both personal computing devices and HPC systems [intel:turbo].

When carefully applied to match the needs of the executing applications, it provides significant

energy savings, at an often meaningless performance cost [herbert2007analysis, mei2013measurement,

ma2012greengpu, ge2013effects, da2015dvfs].

Accordingly, significant research efforts are being put forth in the investigation of DVFS in

the GPU domain. However, in order to efficiently apply this type of power management tech-

nique, accurate models are required, to predict how the performance and power consumption

scale when different GPU Voltage-Frequency (V-F) configurations are applied. This is partic-

ularly important since different GPU resource usages can lead to quite distinct performance,

power and energy consumption scaling behaviours in the presence of voltage or frequency scal-

ing [zhuravlev2010addressing, Che2010, mei2017survey].

As an example, applications that perform a large number of operations for each amount of

loaded data (more compute-intensive) are often less sensitive to memory access latency, thus al-

lowing the GPU to operate at lower memory clock speeds with meaningless impact on the appli-

cation performance. On the other hand, applications that perform very few computations (more

communication- or memory-intensive) typically require higher memory bandwidth and lower laten-

cies (higher memory clock rates), but are less sensitive to core frequency variations. Although

the resulting performance of the former type of applications is more likely to scale proportionally

with the frequency of the cores, this behaviour is not guaranteed for the latter set of applications.

Additionally, most standard applications fall somewhere between these two extremes, increasing

the complexity of application characterization. The impact of DVFS on different types of applica-

tions is further detailed in subsections 2.2.1 and 2.2.2.

Consequently, being able to characterize the executing applications is an extremely important

step to optimize the energy-efficiency of GPUs, as it allows identifying the best strategy to ex-

ploit DVFS opportunities and maximize energy savings. In particular, the most common way

to identify the characteristics of the executing application is by analyzing the usage patterns of

the multiple GPU components during its execution. This will then allow predicting how DVFS af-

4



fects the application performance and power consumption. There are, however, different possible

approaches that can be used to find the best V-F configuration for each executing application.

The first approach is through application classification, i.e., grouping together applications

with similar performance and/or power consumption behaviours when DVFS is applied. Al-

though some previous works have already addressed the topic of workload classification, e.g., [zhuravlev2010addressing,

yi2006evaluating], they have mostly focused on Central Processing Units (CPUs). Moreover, de-

spite the several interesting research efforts that have been conducted in this field, it has been

shown that simply porting such approaches to the GPU domain does not usually wield accurate

results [adhinarayanan2015automated, abe2012power, ge2013effects]. Some previous studies on

workload characterization in the GPU-domain have tried to use Principal Component Analysis

(PCA) and hierarchical clustering [kerr2009characterization, Che2010, adhinarayanan2015automated].

However, while the PCA approach has the advantage of reducing the dimensionality of the prob-

lem, usually by transforming a large number of features into a smaller number of principal com-

ponents, it makes the understanding of each resulting class harder (from the computing archi-

tecture perspective) and does not necessarily result in an accurate energy-aware classification.

Moreover, a lot of works depend on GPU simulators and performance counters that are non-

existent in real hardware devices (e.g., [nath2015crisp]), rendering these approaches impossible

to replicate in real systems. Furthermore, most existing GPU simulators are based on the NVIDIA

Tesla [nvidia:tesla] and Fermi[nvidia:fermi] microarchitectures, which have already been fol-

lowed by Kepler [nvidia:kepler] (2012), Maxwell [nvidia:maxwell] (2014), Pascal [nvidia:pascal]

(2016), Volta [nvidia:volta] (2017) and Turing [nvidia:turing] (2018).

An alternative approach towards DVFS consists in the development of accurate performance

and/or power consumption models that allow predicting the GPU behaviour under different

voltage and frequency scenarios. The general approach to create the performance [hong2009analytical,

baghsorkhi2010adaptive, abe2012power, song2013simplified, nath2015crisp, wu2015gpgpu, ardalani2015cross]

and power [ma2009statistical, hong2010integrated, nagasaka2010statistical, chen2011statistical,

abe2012power, song2013simplified, rhu2013locality] models usually involves either a regres-

sion model or some machine learning methodology. In the particular case of GPU power, some

works have proposed models that predict the power consumption only at a fixed GPU config-

uration [hong2010integrated, leng2013gpuwattch, song2013simplified] , i.e. not predicting the

consequent changes in power consumption caused by DVFS. More recent works partially tackle

the DVFS prediction problem [abe2014power, wu2015gpgpu, Majumdar2017], by focusing on

power prediction at different frequency configurations, although achieving non-negligible accu-

racy errors (ranging from 10% up to 24%). However, none ot these approaches considers the

non-linear scaling of the GPU voltage with the operating frequency. Due to their implementa-

tion simplicity, previously proposed regression based models usually follow linear approaches,

therefore struggling to capture any non-linear behaviours inherent to the GPU architecture, and

5



1. Introduction

leading to large prediction errors [mei2017survey]. On the other hand, advanced neural-networks

and other machine-learning approaches may wield better results at the cost of requiring a large

amount of training data, often resulting in output models of much higher complexity.

As a summary, multiple previous works have shown the importance of DVFS and its potential

to attain significant energy savings. However, properly using this technique requires information

from both the executing application and the underlying architecture. This information can be

obtained from two different types of approaches: i) application classification, and ii) predictive

models. While detailed performance and power consumption prediction models may ultimately

produce rather accurate results, using application classification, specifically into a small number

of classes, can often be a convenient and viable approach to identify energy-savings opportunities,

ultimately rendering both approaches viable.

It is important to note that, since very early on in the development of this research work, it

was observed that the vast majority of GPU devices used in HPC are from NVIDIA (see Fig-

ure 1.1, where it can be seen that by November of 2019, 95% of the used accelerators are NVIDIA

GPUs). Hence, this Thesis focuses mostly on NVIDIA GPUs, and their evolution across differ-

ent generations. Nevertheless, rather equivalent results could be obtained with GPUs from other

manufacturers (e.g. AMD).

1.1 Thesis Statement

Driven by the growing importance of GPUs, in either HPC systems and in more consumer

driven situations, the main goal of this Thesis is to find mechanisms to manage the GPU DVFS

technique, therefore allowing to improve the energy-efficiency levels of GPU devices, by fitting

the GPU operation (specifically, the V-F configuration) to the needs of the executing applications.

1.2 Objectives

To this end, in an attempt to find the V-F configuration that maximizes the energy-efficiency

of the device, this Thesis aims at studying the two following approaches:

• Classification of GPU applications, specifically regarding the effects of DVFS on their per-

formance and power consumption, allowing an easy identification of which applications

can benefit from DVFS, in terms of energy savings.

• GPU predictive modeling, allowing the prediction of the performance, power and/or en-

ergy consumption across an ample range of frequency and voltage configurations for the

multiple GPU domains (core and memory).
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1.3 Contributions

According to the previously enumerated set of objectives, the main contributions of this thesis

can be separated into three main topics: i) GPU application classification, ii) GPU run-time

power modeling, and iii) GPU static modeling.

1.3.1 Classification of GPU Applications

The produced contributions in the area of GPU application classification can be considered as

follows:

• Analysis of the impact of DVFS on the performance and power consumption of different

types of GPU benchmarks on real hardware.

• Proposal of a novel application-classification scheme based on GPU performance and power

metrics. It allows characterizing the impact of DVFS on the execution of different types of

applications, for a wide range of GPU operating frequencies. It is validated using commonly

used benchmark applications on multiple real GPU devices.

• Breakdown of how the proposed classification methodologies can be used to optimize: i)

the energy consumption; ii) the energy v.s. performance trade-off; and iii) the exploitable

energy-savings ranges in multi-kernel scenarios.

1.3.2 GPU Run-Time Power Modeling

The contributions regarding (DVFS-aware) GPU power modeling are based on measured per-

formance events and are the following:

• Development of an open-source microbenchmark suite, specifically designed to stress the

individual GPU components that are the most relevant to the GPU power consumption.

• Empirical analysis and disclosure of the performance events that characterize the utilization

of the considered GPU components.

• Proposal of a novel DVFS-aware run-time GPU power model, able to predict the GPU power

consumption (decoupling it at the level of each GPU component) at different frequency

and voltage configurations. The model makes predictions based on performance events

gathered at a single configuration. To the best of the author knowledge, this is the first truly

DVFS-aware power model, by being able to estimate how the GPU voltage scales with the

operating frequency on modern GPU devices1.

1The complete source (microbenchmark suite and tool that constructs the DVFS-aware GPU power model) is publicly
available online at the following address: https://github.com/hpc-ulisboa/gpupowermodel.
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1. Introduction

• Extensive validation of the estimated power consumption models in multiple usage scenar-

ios (fixed-frequency, DVFS, scaling-factors, power decoupling), including the evaluation of

the results obtained from exporting an estimated model from one GPU to a different one.

The validation was performed with a wide range of commonly used benchmarks on com-

mercially available GPU devices from multiple NVIDIA architectures, namely the Kepler,

Maxwell and Pascal microarchitectures.

1.3.3 GPU Static Modeling

The contributions regarding the (DVFS-aware) GPU static modeling, based on the application

source code, are the following:

• Proposal of a novel deep learning network, implemented using recurrent neural blocks

(LSTMs), which takes the sequence of PTX assembly code of a GPU kernel and encodes

it into a latent space representation that characterizes how the kernel utilizes the GPU com-

ponents.

• Three new GPU static predictive models: i) performance scaling, ii) power consumption

scaling, and iii) energy consumption scaling, which can predict how the execution time,

power consumption and energy consumption of an application change for different V-F

configurations, based solely on the application PTX assembly code (i.e., no execution of the

application is required)2.

• Extensive validation of the proposed models with real applications, by comparing the pre-

dicted performance/power/energy scaling-factors with the measured values on four differ-

ent GPU devices (from Maxwell, Pascal, Volta and Turing microarchitectures). The models

can be used in different ways, out of which two are analysed, namely, for finding the mini-

mum energy V-F configuration and for finding the set of Pareto-optimal configurations.

1.4 Publications

The scientific contributions of this work were published in two international conferences and

three scientific journals. Table 1.1 includes the rankings of the publication venues for the jour-

nal articles included in Part II, according to the SCImago Journal Rank (SJR), available at https:

//www.scimagojr.com, for the most appropriate of the available dates. Since the SJR does not

attribute any quartile to the considered conference proceedings, the Computing Research and Ed-

ucation Association of Australasia (CORE) conference ranking from http://portal.core.edu.

au/conf-ranks/ was considered instead. A list of the publications follows, along with a descrip-

tion of the contributions of each:
2The complete source of this framework is publicly available online at https://github.com/hpc-ulisboa/

gpuPTXModel.
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1.4 Publications

Venue Subdiscipline Ranking Year
Parallel Computing Hardware and Architecture Q2 2017

International Symposium
0803 - Computer Software A* 2018on High-Performance

Computer Architecture (HPCA)
IEEE Transactions on Parallel Hardware and Architecture Q1 2019and Distributed Systems

IEEE Access Engineering (miscellaneous) Q1 2019

Table 1.1: Rankings of the venues where the articles included in Part II were published, according
to the SCImago Journal Rank (SJR). Q1 refers to the first quartile within a subdiscipline based
on a citation index. Notice that no quartile had been attributed to “International Symposium
on High-Performance Computer Architecture”, so the CORE conference ranking was included
instead, where A* refers to the top 4% in a discipline area.

• João Guerreiro, Aleksandar Ilic, Nuno Roma and Pedro Tomás. “Performance and Power-

Aware Classification for Frequency Scaling of GPGPU Applications”, in Proceedings of the Inter-

national Workshop on Algorithms, Models and Tools for Parallel Computing on Heteroge-

neous Platforms (HeteroPar). Springer, 2016, pp. 134-146.

– In this article, a new methodology for classifying GPU applications is proposed, based

on two different algorithms that can classify applications regarding the effects of GPU

core frequency scaling in their performance and power consumption.

• João Guerreiro, Aleksandar Ilic, Nuno Roma and Pedro Tomás. “DVFS-aware application

classification to improve GPGPUs energy efficiency”, in Parallel Computing, Volume 83, pp. 93-

117, April 2019. [Online]. Available: https://www.sciencedirect.com/science/article/

pii/S0167819118300243.

– This article extends the HeteroPar’2016 work, proposing a new classification method-

ology that is more suitable for more recent GPU devices, namely from the Maxwell and

Pascal family of GPUs. The approach correlates the applications characteristics and the

GPU architecture features with their resulting execution time and power consumption

changes when the frequencies of the GPU domains are scaled.

• João Guerreiro, Aleksandar Ilic, Nuno Roma and Pedro Tomás. “GPGPU Power Modeling

for Multi-Domain Voltage-Frequency Scaling”, in Proceedings of the International Symposium

on High-Performance Computer Architecture (HPCA). IEEE, 2018, pp. 789-800. [Online].

Available: https://ieeexplore.ieee.org/document/8327055.

– A novel GPU power consumption estimation model with core and memory frequency

scaling is proposed in this article. Based on the GPU components utilization during

the execution of applications, the model allows the prediction of the power consump-

tion of each component, as well as estimating how the voltage of each domain scales

with its operating frequency. In order to construct such an accurate model, a suite of
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microbenchmarks is proposed, specifically developed to model the unknown charac-

teristics of the GPU device.

• João Guerreiro, Aleksandar Ilic, Nuno Roma and Pedro Tomás. “Modeling and Decoupling

GPU Power Consumption for Cross-Domain DVFS”, in IEEE Transactions on Parallel and Dis-

tributed Systems, Volume 30, Issue 11, pp. 2494-2506, November 2019. [Online]. Available:

https://ieeexplore.ieee.org/document/8716300.

– This work expands on the HPCA’2018 work, not only by extending the previously pro-

posed model (using several more GPU components), but also by providing an exten-

sive focus on different usage scenarios of the devised model (e.g., fixed frequency pre-

dictions, DVFS predictions, scaling-factor predictions, per-component power break-

down and the effects of hardware changes), ultimately resulting in more accurate GPU

power predictions.

• João Guerreiro, Aleksandar Ilic, Nuno Roma and Pedro Tomás. “GPU Static Modeling using

PTX and Deep Structured Learning”, in IEEE Access, Volume 7, Issue 1, pp. 159150-159161,

November 2019. [Online]. Available: https://ieeexplore.ieee.org/document/8890640.

– This work presents a novel GPU modeling methodology able to provide accurate pre-

dictions on how the GPU execution time, power and energy consumptions of applica-

tions scale when DVFS is applied, without requiring their execution. To that end, the

proposed methodology uses the PTX code generated by the compiler. The proposed

approach works at the kernel level and considers the specific sequence of instructions.

It uses a recurrent encoder architecture (based on LSTM blocks) to model how the

pattern of instructions stresses the GPU components and a set of decoder models to

evaluate how these utilization patterns contribute to different performance, power and

energy scalings.

1.5 Open-Source Tools and Benchmarks

Some of the described communications were accompanied by the development of open-source

tools which are publicly available online, namely:

• gpowerSAMPLER. Available online at: https://github.com/hpc-ulisboa/gpowerSAMPLER.

– This is a command line tool for monitoring the power consumption on a GPU device

for a given application implemented along with the research presented in [Guerreiro2018].

By using the NVML library, the tool samples the GPU power consumption with a spec-

ified sampling period.

• gpmTOOL. Available online at: https://github.com/hpc-ulisboa/gpupowermodel.
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– This is a command line tool for modeling the power consumption of a GPU device.

The tool implements the iterative heuristic algorithm proposed in [Guerreiro2018]

and [Guerreiro2019], to determine the unknown characteristics of GPU devices in or-

der to estimate the GPU power consumption across an ample range of frequency and

voltage configurations for the multiple GPU frequency domains. By providing an in-

put file with details of the execution of different applications on a specific GPU device,

the tool is able to model the characteristics of the different architecture components.

The tool can also estimate how the cores voltage scales with their frequency. From the

resulting model, it is possible to estimate the power consumption of any new applica-

tion for different V-F configurations, by providing the utilization rate of the modeled

GPU components.

– The repository also includes a suite of CUDA microbenchmark applications, which

were used in [Guerreiro2018] and [Guerreiro2019] to characterize the considered GPU

components, namely the INT, FP32, FP64, SF, CF units, the L2-cache, the shared mem-

ory and the DRAM. Each application was designed to stress a specific GPU component,

making it possible to isolate each component contribution to the GPU power consump-

tion.

• gpuPTXModel. Available online at: https://github.com/hpc-ulisboa/gpuPTXModel.

– This is a command line tool that allows creating DVFS-aware GPU static models based

solely on the sequence of PTX instructions in the kernel code. The proposed models,

published in [Guerreiro2019a], were implemented using recurrent neural networks

(LSTM-based), and take into account the sequence of GPU assembly instructions. They

can be used to accurately predict changes in the execution time, power and energy con-

sumption of applications when the V-F of different GPU domains (core and memory)

are scaled.

1.6 Dissertation Organization

The main body of this dissertation is presented as a compilation of the communicated manuscripts.

For this reason, the dissertation is divided in two parts, organized in the following way:

• Part I - DVFS Modeling for Energy-Efficient GPU Computing: Preamble

– Chapter 2 - Background and Related Work: This chapter provides a brief presenta-

tion of the required background information as well as a summary of the most rel-

evant state-of-the-art works. First, the main characteristics of GPU architectures are

presented, followed by a brief presentation of the PTX assembly language, the CUDA

programming model and a description of the NVML and CUPTI libraries. Afterwards,
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an overview of the effects of DVFS on the applications performance and power con-

sumption is provided, motivating the work presented in the remaining chapters. Fi-

nally, an overview of other related research works is presented, with special interest to

those that address the topics of DVFS, workload classification, performance and power

consumption predictive models and energy-efficiency on GPUs.

– Chapter 3 - Summary of Publications: This chapter presents a high-level description

of the four selected articles that were compiled in Part II, highlighting to the reader the

most relevant aspects and contributions.

– Chapter 4 - Conclusions and Future Work: This chapter draws the main conclusions

taken from the developed work and presents some planned future directions.

• Part II - DVFS Modeling for Energy-Efficient GPU Computing: Selected Publications

– Chapter 5 - DVFS-Aware Application Classification to Improve GPGPUs Energy Ef-

ficiency

Published in Parallel Computing, Volume 83, pp. 93-117, April 2019.

– Chapter 6 - GPGPU Power Modeling for Multi-Domain Voltage-Frequency Scaling

Published in Proceeding of the International Symposium on High-Performance Com-

puter Architecture (HPCA), 2018, pp. 789-800.

– Chapter 7 - Modeling and Decoupling GPU Power Consumption for Cross-Domain

DVFS

Published in IEEE Transactions of Parallel and Distributed Systems, Volume 30, Issue

11, pp. 2494-2506, November 2019.

– Chapter 8 - GPU Static Modeling using PTX and Deep Structured Learning

Published in IEEE Access, Volume 7, Issue 1, pp. 159150-159161, November 2019.
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2. Background and Related Work

In order to understand the evolution of the state-of-the-art regarding DVFS and the quest for

improving GPU energy-efficiency, this chapter starts by providing a brief overview of the archi-

tectures of modern GPU devices. Afterwards, the GPU programming model is briefly presented,

followed by the description of the libraries and tools that can be used to obtain runtime infor-

mation on the GPU and the executing applications. To further motivate the importance of DVFS

as a technique to improve the energy-efficiency of GPU devices, this chapter also presents an

analysis of the effects of frequency scaling on both the performance and power consumption of

different types of applications. Finally, a round-up of previous state-of-the-art works on the topics

addressed throughout this dissertation is provided, with a special focus on those concerning the

two considered approaches: i) classification of GPU applications; and ii) GPU predictive models

(performance and power/energy consumption).

2.1 Graphics Processing Units (GPUs)
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(b) Theoretical Peak FP64 Performance.
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Figure 2.1: Comparison between peak FP32/FP64 performance and memory bandwidth of GPUs
and CPUs over the years. CPU data is for a single socket. Professional GPUs include the NVIDIA
Tesla range and ATI/AMD FireGL/FirePro and Instinct ranges. Consumer GPUs include the
NVIDIA GeForce and Titan ranges and the ATI/AMD Radeon range.

Most of the initial research on GPU architectures targeted the topic of computer graphics accel-

eration, with a special emphasis on the gaming industry. This led these devices to be labeled as the

de facto real-time graphics processors (hence the name Graphics Processing Unit). However, due

to the increasing design complexity and evermore requirements for additional programming sup-

port, significant architecture changes have been introduced throughout the years. Ultimately, this

has resulted in a high-performance fully-programmable co-processor, which largely surpasses

the modern CPUs in terms of arithmetic throughput and memory bandwidth, as illustrated by

Figure 2.1. The figure presents the evolution of the peak Floating Point (FP) performance (FP32

and FP64) and memory bandwidth, from 2007 until 2019 (as of November 2019), for a differ-

ent range of accelerators, namely for the NVIDIA and AMD (previously ATI) consumer grade

(Geforce/Titan and Radeon) and professional grade (Tesla and FirePro/Instinct) GPUs, as well

as for the Intel Xeon-Phi. Each point in the plots corresponds to the device with the best perfor-
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2.1 Graphics Processing Units (GPUs)

mance/memory bandwidth available at the end of that calendar year. Besides the accelerators,

this figure also includes the characteristics of the Intel Xeon CPUs, allowing the comparison be-

tween the different accelerators and the available top of the CPU line.

The reasoning for the observable gap between GPUs and CPUs arises from the need to render

graphics applications. In particular, GPUs have become specialized in performing arithmetically-

intensive and highly-parallel computations. That is, GPU architectures usually have more tran-

sistors devoted to data processing rather than data caching and control flow. This makes their

range of usability much wider than just graphics applications, by being the ideal processor to

accelerate data parallel applications, as they can use Thread Level Parallelism (TLP) to exploit

the inherent Data Level Parallelism (DLP) of many types of workloads. For this reason, GPUs

have become increasingly more relevant in modern HPC systems, as it was previously observed

in Figure 1.1. More recently, the architecture of GPUs has even started to include units specialized

in deep learning processing, specifically the tensor cores [Raihan2019] in the most recent NVIDIA

Volta [nvidia:volta] and Turing [nvidia:turing] microarchitectures.

2.1.1 GPU Architecture

Initial attempts of using GPUs with non-graphical applications date back to 2003 and required

the use of graphics Application Program Interfaces (APIs), forcing the programmers to have a

deep knowledge of the graphics processing pipeline, in addition to the GPU architecture. Hence,

these programs had to be written using high-level shading languages, such as DirectX, OpenGL

and Cg, which greatly increased the program complexity (e.g., [Yamagiwa2007]). Additionally,

there was no support (at the time) for double precision operations, which meant several scientific

applications could not be ported over to GPU devices.

These circumstances prompted NVIDIA to create a more general architecture, called the G80 [nvidia:g80],

which was launched in late 2006. Shortly after, NVIDIA released a novel programming model,

called Compute Unified Device Architecture (CUDA) [nvidia:cuda], that offered a C-like pro-

gramming environment, able to migrate massively parallel kernels to GPU devices and making

GPU programming available to a whole new range of developers (the programming model is

further detailed in subsection 2.1.2).

The G80 architecture was the first of many architectures compliant with the CUDA program-

ming model. Since 2006 NVIDIA has released seven new microarchitectures: Tesla [nvidia:tesla]

in 2006, Fermi [nvidia:fermi] in 2009, Kepler [nvidia:kepler] in 2012, Maxwell [nvidia:maxwell]

in 2014, Pascal [nvidia:pascal] in 2016, Volta [nvidia:volta] in 2017 and the most recent Tur-

ing [nvidia:turing] in late 2018. The experimental results obtained throughout this Thesis were

obtained using several GPUs from the Kepler, Maxwell, Pascal, Volta and Turing microarchitec-

tures, as the Tesla and Fermi are already obsolete.

By taking this experimental environment in consideration, the rest of this subsection summar-
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Figure 2.2: NVIDIA Titan Xp (Pascal family) chip block diagram, with 30 SMs.

ily presents the main design concepts of the NVIDIA Pascal microarchitecture, highlighting the

main differences with the other four microarchitectures (the older Kepler and Maxwell, and the

more recent Volta and Turing), whenever they exist. Figure 2.2 presents the Pascal microarchi-

tecture of GPUs, specifically a Titan Xp GPU (used during the experimental evaluations). The

organization of the more recent GPU generations is mostly similar to what is presented in the di-

agram, with the more significant changes appearing inside the Streaming Multiprocessors (SMs).

The architecture of the SMs is presented in Figure 2.3, which illustrates two examples cor-

responding to SMs from the Pascal and Volta microarchitectures. It is inside the SMs that the

majority of instructions (both graphics or general-purpose related) are executed. While Kepler

GPUs had 192 cores per SM, Maxwell and Pascal SMs have 128 cores organized in four process-

ing blocks of 32 cores (see Figure 2.3a). These (CUDA) computational cores have fully pipelined

Integer (INT) and 32-bit Floating Point (FP32) units. More recently, with the release of the Volta

generation of GPUs, NVIDIA separated the INT and FP32 instruction pipelines, allowing both

instructions to be executed simultaneously in a SM (the same happens with Turing GPUs). This

results in the SM presented in Figure 2.3b, where the independent 64 INT and 64 FP32 units of

each SM can be seen.

Besides the CUDA cores, the processing blocks in the Titan Xp SM (Figure 2.3a) also include:

one 64-bit Floating Point (FP64) unit to execute double-precision arithmetic operations (1:32 ratio

vs. FP32); eight Special Function (SF) units to execute transcendental instructions, such as sin,
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2.1 Graphics Processing Units (GPUs)
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Figure 2.3: SMs of different NVIDIA microarchitectures.

cosine, square root, etc.; and eight Load/Store Units (LDST) to process data requests. On the other

hand, in the Volta SMs (Figure 2.3b), each processing block has eight FP64 units, resulting in 32

FP64 units per SM (1:2 ratio vs. FP32). Actually, the number of FP64 units per SM can fluctuate

between different series of GPUs (even inside the same microarchitecture). As an example, the

Pascal consumer grade family of GPUs (e.g. the Titan Xp), has a single FP64 unit for each group

of 32 FP32/INT cores, since they are gaming oriented. In contrast, the professional HPC-oriented

family of GPUs (e.g. the Tesla P100), has 16 FP64 units for each group of 32 FP32/INT cores.

Since the Fermi generation, the FP32 and FP64 units implement the IEEE 74-2008 floating-point

standard, providing Fused Multiply-Add (FMA) instructions. Additionally, another new feature

of the Pascal family of GPUs is the FP32 units ability to process both 16-bit and 32-bit precision

instructions and data (where the 16-bit Floating Point (FP16) operation throughput is up to twice

the one of FP32).

Each of the four processing blocks inside the SMs also has its own dedicated resources for

scheduling (i.e., warp scheduler and dispatch units) and instruction buffering. In Kepler, Maxwell

and Pascal GPUs (Figure 2.3a), the warp schedulers (one per processing block) can dispatch up

to two warp instructions per clock. On the other hand, in the more recent Volta and Turing

generations (Figure 2.3b), each warp scheduler is associated with only a single dispatch unit,

reducing to one the number of warps possible to be issued per clock. Each instruction issued by

the Dispatch Unit is executed in parallel by a group of 32 threads (called the warp), selected by the
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warp scheduler (warpsize is 32 in NVIDIA GPUs and 64 in AMD GPUs).

Regarding the memory hierarchy, the Fermi and Kepler families of GPUs have a configurable

shared memory and L1 data cache, i.e., depending on the workload it is possible to split the

allocation of memory between the L1 and shared memory differently. In contrast, the Maxwell

and Pascal GPUs have a dedicated shared memory (see Figure 2.3a). It is interesting to note that,

in the more recent Volta and Turing microarchitecture, the L1 data cache is again combined with

the shared memory, as it was done in older GPUs (see Figure 2.3b). Additionally, the L1 cache of

these newer devices (starting with Maxwell GPUs) can also serve as texture cache, depending on

the workload. In Maxwell and Pascal GPUs (Figure 2.3a) the Texture/L1 cache and four texture

filtering units are shared by pairs of processing blocks, while the shared memory is common to

all processing blocks in the SM. On the other hand, in Volta and Turing GPUs (Figure 2.3b), the

combined shared memory/L1 data cache (also used for texture operations) are shared by all four

processing blocks.

Looking again outside the SMs, these can be paired with a PolyMorph Engine, which handles

graphics related computations (e.g., vertex fetches, tesselation, viewport transformations, vertex

attribute setup and perspective correction). The combination of the two elements results in what

is called the Texture/Processor Cluster (TPC). TPCs can also be grouped together and combined

with the raster engine, which is used for other graphics operations (e.g., triangle setup, rasteriza-

tion and Z-cull), resulting in the Graphics Processing Clusters (GPCs). The modular nature of this

design allows that within the same microarchitecture, GPUs can have a vastly different number

of GPCs and therefore SMs. As an example, in the Pascal family of GPUs, the GTX 1030 has only

3 SMs, while the considered Titan Xp has 30.

Finally, outside the GPCs, there is the L2 cache and the PCI Express Host Interface and Gi-

gaThread Engine. The considered Titan Xp GPU has a 3MB unified L2 cache, which can service

the load, store and texture operations. Close to the L2 cache, there are 96 Raster Operations (ROP)

units (grouped in 12 groups of eight), which can be used for pixel blending, anti-aliasing and

atomic memory operations. The PCI Express Host Interface is used to read the CPU commands,

whenever there is a section of a workload that is required to be executed on a GPU device. Af-

terwards, the GigaThread Engine fetches the desired data from system memory and copies it to

the framebuffer (facilitated by the memory controllers). The GigaThread Engine also creates and

distributes the blocks of threads (more on this in subsection 2.1.2) to the multiple SMs, which are

the principal architectural elements of NVIDIA GPUs.

The experimental evaluation setup that was used throughout this thesis consisted mainly in

seven GPUs, presented in Table 2.1, from the Kepler (Tesla K40c), Maxwell (GTX Titan X, GTX 980,

GTX 960), Pascal (Titan Xp), Volta (Titan V) and Turing (Tesla T4) NVIDIA microarchitectures. All

NVIDIA GPUs have two distinct frequency domains: core (or graphics) and memory. The older

Tesla K40c GPU has a single memory and three core non-idle frequency levels, which can be
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Table 2.1: Summarized description of the used GPUs.

Tesla T4 Titan V Titan Xp GTX Titan X GTX 980 GTX 960 Tesla K40c

Base architecture Turing Volta Pascal Maxwell Kepler

Compute capability 7.5 7.0 6.1 5.2 3.5

Number of SMs 40 80 30 24 16 8 15

Threads per warp 32 32 32 32 32 32 32

Per SM

Max threads 1024 2048 2048 2048 2048 2048 2048

FP32/INT Units 64+64 64+64 128 128 128 128 192

FP64 Units 2 32 4 4 4 4 64

SF Units 32 32 32 32 32 32 32

Shared Memory
up to 96K up to 96K 96K 96K 96K 96K {16,32,64}K

(bytes)

L2-Cache Size (bytes) 4M 4.5M 3M 3M 2M 1M 1.5M

Global Memory Size (bytes) 16G 12G 12G 12G 4G 4G 12G

Memory Bus Width (bits) 256 3072 384 384 256 128 384

Memory Bus type (bits) GDDR6 HBM2 GDDR5X GDDR5 GDDR5 GDDR5 GDDR5

Memory frequencies (MHz) {5001} {850} {4705, 5705} {810, 3300, 3505, 4005} {3505} {3004}

Core frequencies range (MHz) [300:1590] [135:1402] [582:1911] [135:1164] 1126 [666:875]

Base memory frequency 5001 850 5705 3505 3505 3505 3004

Base core frequency 585 1200 1404 975 975 975 875

TDP (W) 70 250 250 250 165 120 235

selected using a user-level interface. On the other hand, the GTX Titan X GPU (Titan Xp GPU)

can scale the core operating frequency between different levels within the 595-1164 MHz (582-

1911 MHz) range, and the memory frequency in 3 (2) non-idle levels. Additionally, at the lowest

memory frequency of the GTX Titan X, i.e., 810 MHz, the GPU allows to further downscale the

core frequency into lower levels, down to 135 MHz. Finally, the considered Volta and Turing

GPUs do not allow changing the memory frequency, but still allow a wide range of allowed

core frequencies. In all the considered GPU devices, the default frequency state corresponds

to a dynamically managed frequency state, denoted as Auto-boost [nvidia:autoboost], used to

boost the performance of applications by increasing the GPU core and memory frequencies, when

sufficient power and thermal headroom is available. In the idle state, the GPU is set to a low V-F

state, to decrease static power consumption.

2.1.2 GPU Programming Model

The previously mentioned restructuring of GPU architectures was accompanied by the pro-

posal of new GPU programming frameworks. To facilitate the programming of GPU devices,

in late 2006, NVIDIA released the Compute Unified Device Architecture (CUDA) [nvidia:cuda],

a general purpose parallel computing platform and programming model. With a combination

of hardware/software platforms and tools, it allows developers to use a standard high-level pro-

gramming language such as C, C++ and Fortran to execute programs in NVIDIA GPUs. Two years

later, the Khronos Group released OpenCL [opencl:stone2010], a framework used for writing pro-

grams that execute across heterogeneous platforms (e.g., CPUs, GPUs, Field-Programmable Gate

Arrays (FPGAs), etc.). Like CUDA, OpenCL defines a C-like language for writing programs that
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Figure 2.4: GPU Programming Model.

execute on compute devices. Since this Thesis focused on studying NVIDIA GPUs, most of the

work was done using the CUDA framework. For this reason, throughout this dissertation, the

CUDA nomenclature is extensively used.

The simplicity of these new platforms, when compared with the low-level knowledge re-

quirements for using the traditional graphics APIs in general-purpose computing, resulted in

a fast adoption among developers, which contributed to an ever growing usage of GPUs for

general purpose processing (GPGPU). Specifically, when a portion of an application program

is prominently data parallel, i.e., when the same operations can be executed in parallel on the

different elements of a regular data structure (e.g., arrays, matrices, etc.), developers can create

a special CUDA C function, called kernel, to be executed in the GPU by simultaneously using a

specified amount of CUDA threads. The developer organizes the threads into one-dimensional,

two-dimensional or three-dimensional thread blocks, providing a natural way to invoke computa-

tion across the elements of vectors, matrices, etc. All threads of the same thread block reside in the

same SM and must, therefore, share its limited memory resources. Consequently, there is a limit

on the maximum number of threads per thread block in each GPU device (this limit is currently

1024 threads per thread block on all NVIDIA GPUs). Additionally, developers can also choose to

launch the kernel in multiple thread blocks, organized into a one-dimensional, two-dimensional

or three-dimensional grid of thread blocks, as presented in Figure 2.4. The total number of threads

launched to execute a kernel is usually given by the problem size (e.g., when using a kernel to per-
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form the addition of two 2048x2048 matrices, and when considering the limit of 1024 threads per

block, it would be necessary to launch 2048× 2048/1024 = 4096 thread blocks, in order to have

one thread computing the value of each entry of the resulting matrix).

The terminology defined by CUDA (OpenCL has an equivalent terminology), allows an ab-

straction to the actual execution environment. This leads to an easy and automatic scalability of

GPU programs between GPU devices, since each thread block can be assigned to any SM within

a GPU, in any order, concurrently or sequentially. Furthermore, compiled GPU programs are ca-

pable of executing on different GPUs, even with different number of SMs, as only the runtime

system needs to know the physical processor count.

In accordance, each thread executes an individual instance of the kernel, having its unique

information and data, such as thread ID, thread block ID, program counter, registers, per-thread

private memory, inputs, and output results. Threads within a thread block can cooperate by using

data in shared memory or through barrier synchronization. Threads may also access data from

multiple memory locations, as illustrated in Figure 2.4b. In particular, each thread has a per-

thread private memory space which can be used for register spills, function calls and C automatic

array variables. Each thread block also has a per-block shared memory space, which can be used

for inter-thread communication or data/result sharing. Grids of thread blocks can share results

in the global memory space after kernel-wide global synchronization.

Finally, the CUDA hierarchy of threads maps into the GPU hardware in the following way:

each GPU executes one or more kernel grids; each SM executes one or more thread blocks; func-

tional units (INT, FP32, FP64, SFU, LDST, and other units within the SM) execute thread instruc-

tions. The SMs create, manage, schedule and execute threads in groups of 32 parallel threads,

called warps. Developers should take this into account, as it can influence the performance of

applications. As an example, making sure all threads in a warp execute the same code path (e.g.,

by not taking different paths in a branch statement) and that memory accesses are done to nearby

addresses can vastly improve the performance of applications.

2.1.3 Parallel Thread Execution (PTX) Language

While CUDA is generally the language used by programmers, the kernel code is compiled

to the Parallel Thread Execution (PTX) [nvidia:ptx] language and later translated to the device-

specific code (SASS [nvidia:binary]). PTX is an intermediate language for NVIDIA GPUs, defin-

ing a virtual machine for which the CUDA compiler generates code. When the PTX code is

launched, it is translated just-in-time to the target hardware instruction set (SASS) and then ex-

ecuted on the GPU. This way, the PTX Instruction Set Architecture (ISA) can be used across dif-

ferent GPU generations with different instruction sets. NVIDIA provides the PTX ISA for its

different GPU devices [nvidia:ptx] and the nvcc compiler can be used to obtain the PTX code (in

plain-text) from the CUDA source programs. On the other hand, the SASS instruction set is not
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DATA_TYPE r0, r1, r2, r3;
 
r0=A[threadId];
r1=r2=r3=r0;
for (int i=0;i<LIM;i++) {
  r0 = r0 * r0 + r1;
  r1 = r1 * r1 + r2;
  r2 = r2 * r2 + r3;
  r3 = r3 * r3 + r0;
}
B[threadId]=r0;

ld.global.f64  %f1,[%rd1];
mov.f64  %f2,%f1;
mov.f64  %f3,%f1;
mov.f64  %f4,%f1;
BA1:
  fma.rn.f64  %f5,%f1,%f1,%f2;
  fma.rn.f64  %f6,%f2,%f2,%f3;
  fma.rn.f64  %f7,%f3,%f3,%f4;
  fma.rn.f64  %f8,%f4,%f4,%f1;
  ...  
  add.s32  %r5,%r5,32;
  setp.lt.s32 %p1,%r5,512;  
  bra  BA1;
st.global.f64  [%rd1],%fd5;

CUDA Code PTX Code: 
with DATA_TYPE = float

PTX Code: 
with DATA_TYPE = double

ld.global.f32  %f1,[%rd1];
mov.f32  %f2,%f1;
mov.f32  %f3,%f1;
mov.f32  %f4,%f1;
BA1:
  fma.rn.f32  %f5,%f1,%f1,%f2;
  fma.rn.f32  %f6,%f2,%f2,%f3;
  fma.rn.f32  %f7,%f3,%f3,%f4;
  fma.rn.f32  %f8,%f4,%f4,%f1;
  ...  
  add.s32  %r5,%r5,32;
  setp.lt.s32 %p1,%r5,512;  
  bra  BA1;
st.global.f32  [%rd1],%fd5;

Figure 2.5: CUDA source code example and the corresponding PTX codes, depending on the data
type.

as well documented.

Static modeling approaches, such as the one proposed in Chapter 8, leverage the PTX code as

an effective way of characterizing GPU applications. Using the PTX code (in favor of higher level

CUDA code) has the advantage of being more specific to the GPU hardware, allowing a better

modeling of the device. Furthermore, from the PTX code of an application, it is generally possible

to make the inter-correlation between each instruction and the GPU resource that is exercised

during its execution.

Figure 2.5 presents an example of a synthetic benchmark, illustrating its CUDA source and

two corresponding PTX codes, depending on the defined data type. Specifically, it presents two

examples, corresponding to the cases when DATA_TYPE is single precision (float) and double pre-

cision (double) floating-point number formats. It can be seen that the same CUDA instruction r0

= r0 * r0 + r1 can be converted into different PTX instructions. If r0 and r1 are of type float,

the corresponding PTX instruction is fma.rn.f32 %f5,%f1,%f1,%f2, while if they are of type

double the corresponding instruction is fma.rn.f64 %f5,%f1,%f1,%f2 (where fma corresponds

to the Fused Multiply-Add instruction and .rn specifies the floating-point rounding modifier,

which in this case is rounding the mantissa LSB to the nearest even). Hence, depending on the

data type, the same instruction is issued to different computational units (32-bit floating-point or

64-bit floating-point, respectively).

Similarly, the load (or store) instructions (e.g., r0 = A[threadId]) can also map to different

PTX instructions depending on the data source (or destination). In Figure 2.5, data is loaded and

stored back to global memory, hence the .global modifier in the PTX ld and st instructions.

However, if, for example, the data had been written to shared memory, the .shared modifier

would be used instead. Since the shared and DRAM memories have very distinct characteristics

(different latencies and peak power consumptions) and are even clocked at different operating

frequencies, this modifier is crucial to any static characterization of GPU application.

Hence, it is generally possible to infer from the PTX code of an application which GPU re-
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sources will be exercised during its execution. This is the basis for the proposed models that are

presented in Chapter 8. Nevertheless, it is also important to mention that there are some inherent

limitations to using the PTX code to characterize resource utilization (and any static modeling ap-

proach). For example, the nvcc compiler performs several code optimizations before generating

the lower-level code. One of such optimizations is the unrolling of for loops (usually unrolled 32

times, provided that the size of the loop is greater than 32). After those 32 repetitions of the main

loop instructions, a branch instruction is placed to redirect the program execution back to the be-

ginning of the loop (bra BA1 in Figure 2.5). The number of times that this jump is taken depends

on the limit of the for loop (the value of LIM in Figure 2.5). This means that two applications with

the same kernel code, but different values of LIM, for example, LIM=64 and LIM=2048, can have

the same optimized PTX code, despite the actual number of executed instructions being rather

different.

Another potential limitation inherent to any static analysis approach regards the global mem-

ory accesses. For example, even though load (or store) operations can have the .global modifier,

it is unknown where exactly the data is coming from. Depending on the data access pattern,

the same instruction can result in data transfers from different hierarchy levels (e.g., L1 cache,

L2 cache or main DRAM). Since these memory elements have very different characteristics, they

can have completely distinct impacts on both performance and power consumption, despite the

initial PTX instruction being the same.

2.1.4 GPU Management and Kernel Profiling

NVIDIA provides many tools that allow users to get more information about the GPU or the

application kernels running on the device. Two of those tools, which were heavily used through-

out this work, are the NVIDIA Management Library (NVML) [nvidia:nvml] and the CUDA Pro-

filing Tools Interface (CUPTI) [nvidia:cupti].

The NVML [nvidia:nvml] is a C-based API, that can be used for monitoring or managing the

state of NVIDIA GPU devices. It provides tools that allow programmers to create third-party

applications and have direct access to the queries and commands related to the state of the GPU

device. It is also the underlying library that supports the NVIDIA system management interface

(nvidia-smi [nvidia:smi]) command-line application.

Some of the queries that can be made, regarding the GPU state, and that are particularly rele-

vant in terms of the subject of this work, are the following:

• Current clock rates: Retrieves the current clock values for the supported DVFS planes,

which, in current devices, corresponds to the memory and graphics clocks.

• Supported clock rates: Retrieves the list of possible operating frequencies for each DVFS

plane of the GPU device.
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• Power usage: For the compatible devices, e.g. Tesla K40c, GTX Titan X and Titan Xp, it

retrieves the current power usage of the GPU device in milliwatts (at the device level).

• Power limit constraints: Retrieves information about possible values of power manage-

ment limits for the GPU device, i.e., it retrieves the values for the minimum and maximum

power limits allowed for the GPU.

It is important to note that, through experimental testing, it was determined that the refresh

rate of the power consumption values obtained using NVML depends on the GPU device: about

15ms for the Tesla K40c, 100ms for the GTX Titan X and 35ms for the Titan Xp. Accordingly,

a GPU power measuring tool was implemented using the NVML API, which samples the GPU

power at fixed time intervals 1.

NVML also provides tools that allow the programmer to change the state of the GPU device,

such as by using the following commands:

• Set clock rates: Sets the clock frequency levels for the memory and graphics systems, that

will be used when compute applications run on the GPU device.

• Reset clock rates: Resets the clock rates to the default values.

• Set power limit: Sets a new power limit for the GPU device.

Regarding the operating frequencies, it important to note that, unless the Auto-boost is dis-

abled, the GPU will still try to boost the frequencies to the highest allowed setting, even if the user

sets the clocks to a different value. This is what happens on non-Tesla or non-Titan GPUs, where it

is not possible to disable the Auto-boost. In those cases, the clock rates can still be changed by vary-

ing the graphics clock and memory transfer rate offsets of the Powermizer inside the nvidia-settings

tool. Additionally, it should also be mentioned that while NVML does allow users/developers to

get values for current operating frequencies, it does not allow getting the values of the voltages

of the GPU subsystems. This is especially relevant for the developed power models, described in

Chapters 6 and 7, given the importance of the voltage to the static and dynamic components of

the GPU power consumption.

On the other hand, CUPTI [nvidia:cupti] is a library that enables the profiling and tracing of

CUDA applications. In fact, it is the back-end of several NVIDIA profiler tools, such as nvprof or

the Visual Profiler [nvidia:profiler]. Just like NVML, the CUPTI APIs can be used by third-party

applications. CUPTI can be divided into four APIs:

• Activity API, allowing programs to asynchronously monitor the activity of a CPU and GPU

CUDA application.

1The power consumption monitoring tool is publicly available online at the following address: https://github.com/
hpc-ulisboa/gpowerSAMPLER.
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• Callback API, allowing the programmer to register a callback into the code, which is in-

voked when the application being profiled calls a CUDA runtime or driver function, or

when a specific CUDA event occurs.

• Event API, providing the tools to query, configure, start, stop and read the event counters

on a CUDA-enabled device, where an event is a countable activity, action or occurrence on

the device.

• Metric API, providing the tools to collect the application metrics that are calculated from

one or more event values.

By combining these four APIs, CUPTI allows the development of profiling tools that can give

important insights about the behaviour of CUDA applications at both the CPU and GPU levels.

Throughout the work that was performed for this Thesis, different metrics are often used, both for

application classification in Chapter 5 (e.g., GPU occupancy, number of DRAM transactions, etc.)

and for GPU power consumption modeling in Chapter 6 (e.g., integer function unit utilization, L2

cache utilization, DRAM utilization, etc.).

2.2 DVFS Impact on GPGPU Applications
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Figure 2.6: Frequency domains of modern GPU devices (e.g. Titan Xp GPU from Pascal family).

Similarly to other computing systems, the architecture of current GPU devices allows for the

different components to be clocked at distinct and independent frequencies. Figure 2.6 presents

a simplified representation of a modern GPU device, showcasing its two constituent frequency

domains, i.e., the Graphics (or Core) and Memory domains, which corresponds to the existing

setup in all the considered GPUs.

The Graphics domain includes both the SMs and the L2 cache, while the Memory domain

includes only the device main memory, i.e., the Dynamic Random-Access Memory (DRAM) (it

is worth noting that, by being inside the Graphics domain, the L2 bandwidth scales with the

SM frequency and not with the DRAM frequency). In some devices, it was observed that the
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voltage-frequency limits of the SM and L2 cache are different. However, since such effect is un-

documented and was only observed at very low frequency configurations, it is ignored along this

document.

Naturally, scaling the V-F of each domain can have different results on an application execu-

tion, largely depending on its characteristics [mei2013measurement, bridges2016understanding,

mei2017survey]. While it can be expected that a decrease of the core frequency ( fcore) and volt-

age (vcore) will in general cause the kernel execution time to increase (t ∝ 1
fcore

) and the resulting

power consumption to decrease (PDynamic ∝ vcore
2 fcore and PStatic ∝ vcoreeγvth ), the application ex-

act performance and/or power consumption over different frequencies are highly dependent on

the way the application exploits each domain components.

Because different GPU applications have their unique characteristics (used algorithm, data

types, operations, size of the input data, grid of threads dimensions, etc.), diverse levels of exercis-

ing the multiple underlying components are often observed. For this reason, accurately predicting

the impact of DVFS in the execution time or power consumption of applications often requires

the use of complex predictive models [keramidas2010interval, rountree2011practical]. Accord-

ingly, it is important to understand the effects of DVFS on both the execution time (t) and power

consumption (P), to be able to extract meaningful conclusions relative to the behaviour of the

resulting energy consumption (E) over different frequencies (E = P× t), and attain considerable

energy savings [herbert2007analysis, mei2013measurement, ma2012greengpu, ge2013effects].

2.2.1 DVFS impact on Performance
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Figure 2.7: DVFS impact on the performance of two applications on a GTX Titan X.

To illustrate the impact that DVFS can have on the performance of applications, Figure 2.7

presents one example with two applications, where their execution time is affected very differ-

ently when the core and memory frequencies are scaled, namely the Hotspot (from the Rodinia

CUDA benchmark suite [che2009rodinia]) and Blackscholes (from the CUDA SDK [nvidia:sdk]).

Both applications were executed on an NVIDIA GTX Titan X GPU across multiple V-F configu-
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rations. Figure 2.7a presents the utilization of different GPU components during the execution of

each application, represented as the ratio of the achieved and peak theoretical throughputs of the

component. The utilization ratio of each component can only take values between 0% and 100%,

where 0% means the component was not utilized during the kernel execution and 100% means

the component was always fully utilized. From this, it can be seen that the Hotspot application

spends more time performing computation in the FP64 units, while the Blackscholes application

has a much higher utilization of the DRAM.

Regarding the DVFS impact on performance, for Hotspot, the kernel execution time always

scales inversely with the core frequency ( fcore) — see the left side of Figure 2.7b. However, for the

Blackscholes case, it is possible to maintain the overall kernel execution time while scaling down

the core frequency, as long as the memory keeps operating at the higher frequency — see the right

side of Figure 2.7b. Furthermore, it can also be observed that the effects of scaling the memory

frequency ( fmem) in the execution time are also very different between the two applications. While

for the Blackscholes there is a significant increase in the execution time when the memory frequency

is decreased, the performance of Hotspot is not affected by the same change.

These results immediately hint at a possible relationship between the utilization of GPU com-

ponents and the DVFS impact on performance. As it can be seen, the performance of the appli-

cation with the higher DRAM utilization (Blackscholes) has a much higher sensibility to memory

frequency variations. On the other hand, the performance of the application with lower DRAM

utilization and high utilization of arithmetic units (Hotspot) has a high sensibility to core frequency

changes and almost negligible variation in performance when the memory frequency is scaled.

2.2.2 DVFS Impact on Power
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Figure 2.8: DVFS impact on the power consumption of two applications on a GTX Titan X.

Figure 2.8 presents another example, displaying the impact of DVFS on the power consump-

tion of different applications, namely the BlackScholes and the CUTCP (from the Parboil bench-

mark suite [stratton2012parboil]) benchmarks, again executed on the GTX Titan X GPU across
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multiple V-F configurations. The utilization of the main GPU components are presented in Fig-

ure 2.8a. The two applications present a similar utilization of most GPU components, except for

the L2-cache, shared memory and DRAM utilizations. This results in very different power con-

sumption levels (see Figure 2.8b), corresponding to 181W for BlackScholes and 135W for CUTCP at

the default GPU frequency configuration ( fcore=975 MHz and fmem=3505 MHz). Additionally, it

can also be seen that the variation of the power consumption when the memory frequency is de-

creased is much higher for the BlackScholes benchmark, because of its greater DRAM utilization:

when the memory frequency decreases from 3505 MHz to 810 MHz, the power consumption de-

creases by 52% (from 181W to 87W). On the other hand, the power consumption of the CUTCP

benchmark decreases by only 24% (from 135W to 102W).

Regarding the core frequency scaling, the results presented in Figure 2.8 show that unlike what

it is proposed in other previous works [leng2013gpuwattch, abe2014power], the GPU power

cannot be represented as a simple linear function of the core frequency. However, an empirical

model of the power consumption of a GPU device can be built, by decomposing the total power

in the sum of the consumptions of the multiple architectural components, as it was proposed by

Isci et al. [isci2003runtime], in the following way:

PGPU =
N

∑
k=0

P(Ck) + PIdle, (2.1)

P(Ck) = AccessRate(Ck) · Arch.Scaling(Ck) · PPeak(Ck) + NonGatedClockPower(Ck) (2.2)

where P(Ck) is the power consumption of each hardware component Ck and is computed as

presented in Equation 2.2. From this, it can be seen that each individual component has its own

associated peak power, PPeak(Ck), which depends on the component internal logical elements.

Also, the runtime power consumption during the applications execution is related with how each

individual architectural component is exercised, i.e., P(Ck) ∝ AccessRate(Ck).

With regards to this observation, Butts et al. [butts2000static] and Gonzalez et al. [gonzalez1997supply]

proposed the power models presented in Equations 2.3 and 2.4, respectively, which can be used

to describe how the dynamic and static components scale with the frequency and voltage of their

respective hardware elements:

PStatic = v · Nt · Kdesign · Îleak, (2.3)

PDynamic = U · C · v2 · f , (2.4)

where U denotes the average utilization ratio, C is the total capacitance, v is the supply voltage,

f is the operating frequency and Nt is the number of transistors in the chip design. Kdesign is a

constant factor associated with the technology characteristics and Îleak is a normalized leakage

current for a single transistor, which depends on the threshold voltage.

These models can already provide some reasoning about the non-linear behaviour of the

power consumption in Figure 2.8, as frequency scaling is usually accompanied by changes in
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Figure 2.9: DVFS impact on the energy scaling and speedup of four applications executed on
the GTX Titan X. Each point corresponds to a specific V-F. Values are normalized to the values
obtained at the highest V-F (maximum performance).

the components voltage. However, even though these models can give a valuable insight into the

impact of DVFS, it is usually impossible to accurately measure these two components separately,

let alone determine the model individual parameters. Consequently, other approaches to model

the GPU power consumption are often required [abe2014power].

2.2.3 Finding the Best V-F

The presented examples highlight the importance of being able to characterize the DVFS im-

pact on performance and power consumption, in order to boost the GPU energy efficiency. How-

ever, even with accurate DVFS-aware prediction models, selecting a V-F configuration may not

be as obvious as it seems. Specifically, considering that sometimes high performance drop-offs

cannot be tolerated, looking for the minimum-energy V-F may not always be the best option. An

alternative approach, as suggested by Fan et al. [Fan2019], is to consider a multi-objective opti-

mization problem, with a set of Pareto-optimal solutions. In other words, one could search for

the V-F configurations that maximize the speedup and minimize the normalized energy, i.e., the

configurations that are not dominated by any other configuration. In this case, not being domi-

nated in performance means that for the same energy, there are no frequencies that lead to higher

performance levels (higher speedup). On the other hand, not being dominated in energy means

that for the same speedup, there are no frequencies that lead to a lower normalized energy. The

set of Pareto-optimal V-Fs for a given application can be found by iterating between all available

configurations and seeing if it is dominated by any other configuration.

To help with the visualization of the multi-objective optimization problem, Figure 2.9 presents

the results of the execution of four applications on the GTX Titan X GPU. Each subplot presents

the variation of the application energy and performance normalized to the values at the highest

V-F configuration, which in this case is Fmax = ( fmem=3505 MHz, fcore=1164 MHz). Each point
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corresponds to a different V-F, out of the considered 32 (2 memory levels, 3505 MHz and 810 MHz,

and 16 core levels in the range [595, 1164] MHz).

Just like in the previously presented examples, this figure shows that the unique application

characteristics (used algorithm, data types, operations, size of the input data, dimensions of the

grid of threads, etc.), can lead to vastly different behaviors. For example, in the Hotspot bench-

mark, as it was previously shown, decreasing the memory frequency from 3505 MHz to 810 MHz

has a negligible impact on performance (speedup does not change between the different fmem

levels), confirming that this application is not memory-intensive (see Figure 2.7a). On the other

hand, the BlackScholes benchmark has a significant drop in performance when the memory fre-

quency is changed to the lowest level, corresponding to a very memory-intensive application (see

Figure 2.7a). In fact, for the BlackScholes, once the memory is set to the lowest frequency, any

changes in fcore, within the range allowed by the device, does not lead to any further changes in

performance.

These examples confirm that it is not trivial to find the best V-F configuration. On the one

hand, the V-F that leads to the minimum energy (FOracle) significantly differs from application

to application. On the other hand, the performance degradation associated with that V-F level is

also highly application dependent. When considering the BlackScholes and Hotspot benchmarks,

it can be seen that the minimum-energy configurations (FOracle) are (3505,975) and (810,861), for

the two applications respectively. In the case of the BlackScholes benchmark, this leads to energy

savings of 13.5% (vs. FMax) at a cost of only 2.2% drop in performance. However, for the Hotspot

benchmark, using its corresponding FOracle leads to much higher energy savings (32.8%), at a

much higher performance cost (32.3% performance drop-off).

Figure 2.9 also shows the Pareto-optimal set for the four considered example applications. As

one might expect, not only do the configurations in each Pareto-optimal set depend on the ap-

plication, but also the size of the set can vastly differ. The most memory intensive benchmark

(BlackScholes) has five V-F configurations in the Pareto-optimal set (all with fmem=3505 MHz),

while the most compute intensive one (Hotspot) has 10 Pareto-optimal V-Fs (all with fmem=810

MHz, except for FMax). Similarly to the latter one, the CUTCP benchmark achieves its highest

utilization in the FP32 units (see Figure 2.8a), with a very small utilization of the DRAM, result-

ing in a similar behavior to Hotspot. Finally, between these two extremes (high memory-intensive

or high compute-intensive) there are more balanced applications like the Backprop benchmark,

with 15 Pareto-optimal V-Fs (split across the two available memory levels).

These observations highlight the importance of accurate GPU DVFS-aware performance/-

power/energy models, since no matter the goal (finding minimum-energy V-F vs. Pareto-optimal

V-F set), it is imperative to be able to characterize how these three metrics (performance/power/-

energy) change with the V-F of the GPU domains.
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2.3 Related Work

Over the past few years, there has been a significant effort in the research community to study

ways to improve the energy-efficiency of GPGPU systems. To that end, many research works have

been communicated on the topic of DVFS, which can be divided into three main subjects: i) works

that study the impact of DVFS on the execution of applications; ii) works that study classification

techniques for GPU applications; and iii) works that propose (run-time/static) models for the

prediction of performance and/or power-consumption of GPU applications.

Many of the research works on GPUs often use low-level simulators, such as GPGPU-Sim [bakhoda2009analyzing]

for performance and GPUWattch [leng2013gpuwattch] for power consumption evaluations. These

environments can be carefully configured to give accurate estimates, often within 10-20% of real

hardware. However, using such simulators usually involves a very large overhead, as they run

many orders of magnitude slower than native execution (e.g., GPGPU-Sim is millions of times

slower [Lee2013]). Hence, despite being acceptable tools for design-time analysis, the simulators

execution speed often prevents them from being used for online analysis or even design space

exploration and pruning. For this reason, there is still a lot of research effort put towards find-

ing alternative techniques, such as higher-level performance and power consumption models, in

order to provide accurate results in a reasonable amount of time.

On the topic of PTX-analysis, the GPU Ocelot project [Diamos2010] worked on a modular

dynamic compilation framework for heterogeneous systems, providing various backend targets

for CUDA programs. It also provided some analysis modules for the PTX virtual instruction set,

making it a very commonly used tool in early GPU research works. However, the project has not

been maintained for six years.

2.3.1 Profiling of GPU Applications and DVFS

Regarding the effects of DVFS on GPU applications, Jiao et al. [jiao2010power] studied the

impact of core and memory frequency scaling on three applications with different characteris-

tics when executed on a GTX 280 GPU (Tesla microarchitecture). The authors observed that the

impact of frequency scaling on the performance and power consumption was dependent on the

characteristics of the applications, since some were more sensitive than others to the scaling of

each frequency domain.

Zhang et al. [zhang2011performance] presented a comprehensive study on the performance

and power consumption of applications running on an ATI GPU (Radeon HD5870). The experi-

mental results confirmed that the GPU execution throughput and power consumption are depen-

dent on different architectural variables. The authors also designed a set of synthetic benchmarks

to assess the contributions of the different GPU components to the overall power consumption.

Mei et al. [mei2013measurement] studied the effects of scaling the voltage and frequency of

the GPU cores, as well as the scaling of the memory frequency, on the energy-efficiency of dif-
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ferent applications on a GTX 560 Ti GPU (Fermi). The authors observed that an average energy

consumption reduction of 20% can be achieved, and concluded that the optimal setting (core volt-

age, core frequency and memory frequency) is dependent on the application characteristics. More

recently, the authors applied the same approach on a GTX 980 GPU (Maxwell) [mei2017survey]

with similar results, concluding that finding the optimal setting is a challenge that needs to be

addressed, since very significant energy savings can be achieved by applying DVFS techniques.

2.3.2 Classification of GPU Applications

The majority of previous works on workload characterization on HPC systems (mainly on

CPUs, which usually correspond to the systems main compute device) involve the combination of

Principal Component Analysis (PCA) and hierarchical clustering [yi2006evaluating, hoste2006comparing,

hoste2007microarchitecture, jia2014characterizing]. As a consequence, initial studies on work-

load characterization in the GPU domain have tried to exploit similar approaches. In particular,

Kerr et al. [kerr2009characterization] characterized PTX workloads using a GPU simulator with

the purpose of optimizing the applications.

Che et al. [Che2010] performed a diversity analysis of the Rodinia benchmark suite, using a

GTX 480 GPU (Fermi). In the same trend, Adhinarayanan et al. [adhinarayanan2015automated]

also provided an automated framework for characterizing and sub-setting GPU workloads, by

also relying on PCA and hierarchical clustering. However, while these types of approaches (PCA

+ hierarchical clustering) have the advantage of reducing the dimensionality of the problem, they

make the understanding of each resulting class harder, from the computing architecture perspec-

tive. Furthermore, these GPU classification approaches are often DVFS-agnostic and therefore do

not satisfy the intended goal of this Thesis (improving the energy-efficiency of the system), as

they may not result in an accurate energy-aware classification.

Sethia et al. [sethia2014equalizer] designed a dynamic runtime system to optimize the GPU

kernel launch parameters, including the core and memory frequencies, depending on the ap-

plication characteristics. The authors classified applications into four classes: compute-intensive,

memory-intensive, cache-intensive and unsaturated, based on the GPUWattch characterization, and

created different scaling strategies for the different classes. By adapting the hardware configura-

tion to the needs of the executing kernel, they were able to achieve up to 15% energy savings.

Finally, Wu et al. [wu2015gpgpu] studied how the performance and power consumption of an

AMD GPU (Radeon HD 7970) scale with core and memory frequency variations, as well as with

different number of cores. The authors group GPU applications into distinct clusters based on

their characteristics, each representing a different performance/power scaling behaviour. Neural

network classifiers are used to characterize new applications, by predicting which scaling factor

better represents an application. However, the prediction accuracy is highly dependent on a set

of fine-tuned parameters, such as the number of clusters, which makes it difficult to replicate on
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different architectures.

2.3.3 Predictive Performance and Power Consumption Models

Just like in the workload classification domain, for a long time, the bulk of research tackling

predictive performance and power consumption models has focused on CPUs [Eeckhout2010].

However, considering the enormous difference between the architecture of CPUs and GPUs, these

techniques cannot be directly used to model GPU devices.

Initial attempts to model the performance/power consumption of GPU applications were fo-

cused on modeling at a fixed V-F configuration, neglecting the effects that DVFS may have on

these metrics [ma2009statistical, chen2011statistical, ghosh2013statistical, lim2014power, adhinarayanan2016online].

In particular, Nagasaka et al. [nagasaka2010statistical] proposed a power consumption model for

a Tesla GPU (GTX285), based on hardware performance events and on a statistical approach to

find the correlation between the performance profiles and the GPU power consumption. They

achieved a 4.7% average prediction error, although they also stated that the approach was inef-

fective on more recent GPUs, namely those from the Fermi generation.

Hong et al. [hong2009analytical] built an hardware-based performance model that splits ker-

nel execution into a mix of compute and memory regions, using a Tesla GPU (GTX280). They

later combined it with a power consumption model [hong2010integrated], which was based on

an analysis of both the binary PTX and of the runtime pipeline. The offline PTX analysis allows

their model to attain highly accurate GPU power predictions (Mean Absolute Error (MAE) of

8.9%), at the cost of being very GPU-specific. Hence, such an approach lacks the ability to make

accurate predictions for different GPU architectures, or even for the same GPU at different core

and memory configurations.

Baghsorkhi et al. [baghsorkhi2010adaptive] proposed a compiler-based performance model

for GPUs, validated on an NVIDIA GeForce 8800 GPU (Tesla). The model was based on a static

predictor which used symbolic analysis to estimate how different code regions would exercise

the underlying hardware. It could provide information to the compiler regarding the execution

characteristics of different kernel configurations, by identifying the execution (performance) bot-

tlenecks.

Luo et al. [Luo2011] proposed analytical GPU performance and energy prediction models,

validated on two different Tesla GPUs, namely the GTX260 and Tesla C2050. The performance

model estimates the total execution time cost of CUDA programs using PTX analysis (using

ocelot [Diamos2010]), with a MAE of 11.0%. To obtain the energy consumption prediction, the

performance model is combined with a simple power consumption model that splits the total

GPU power consumption into its static and dynamic components, where the dynamic part is

dependent on the ratio of computation and memory instructions in the PTX code and the total

number of threads. The proposed energy prediction approach achieves an estimated MAE of
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11.1%. Again, this approach does not accurately deal with more recent GPU architectures (e.g.,

with multi-level caches) [wu2015gpgpu].

Sim et al. [Sim2012] expanded on Hong’s work, resulting in the GPUPerf performance model,

focused on Fermi-based GPUs (also using ocelot). GPUPerf can be used by developers to better

understand application bottlenecks and to identify the type of code optimizations that can be

made, since it quantitatively estimates the potential performance benefits along four dimensions:

inter-thread Instruction Level Parallelism (ILP), Memory Level Parallelism (MLP), computing

efficiency and serialization effects. The obtained results show that the predicted potential benefits

for each of the 44 optimization combinations can be both informative and attainable.

Ma et al. [Ma2012] proposed an analytical performance model, focusing on memory-bound

applications, and particularly on those dominated by hash-table accesses. The model was vali-

dated using synthetic microbenchmarks, using a Fermi GPU (GTX480), allowing the authors to

observe how different access patterns affect their performance. However, despite presenting ac-

curate performance predictions, the model is not applicable to more general applications.

Ma et al. [ma2012greengpu] proposed an energy management framework for CPU-GPU het-

erogeneous systems (called GreenGPU), able to distribute the workload between the two systems,

and to perform dynamic core and memory frequency scaling of the GPU. By making use of linear

regression models, the framework was validated on an NVIDIA GeForce 8800 GPU (Tesla), and

the authors were able to achieve about 6% energy savings across the whole system (CPU+GPU)

and 14.5% on the GPU.

Song et al. [song2013simplified] used an artificial neural network, trained with hardware per-

formance counters, to model the performance and power consumption of an NVIDIA C2075 GPU

(Fermi). The authors achieved better prediction accuracy than other traditional regression-based

models, with average prediction accuracy within 2.1% for the power consumption and within

6.7% for the performance. However, it is important to note that despite the very high accuracy,

the proposed models were only applicable at a fixed hardware (V-F) configuration.

Leng et al. [leng2013gpuwattch] integrated Hong’s power model inside the GPGPU-Sim [bakhoda2009analyzing]

simulator to form GPUWattch. By supporting both NVIDIA Tesla and Fermi GPU architectures,

GPUWattch can estimate the cycle-level GPU power consumption during application execution,

achieving MAEs of 9.9% and 13.4% on the Fermi (GTX480) and Tesla (Quadro FX5600) GPUs, re-

spectively. The considered model assumes that the power consumption of a GPU domain always

scales linearly with its frequency [leng2013gpuwattch]. However, as it was previously shown (see

Figure 2.8) this is not always the case, because of the non-linear behavior of the voltage (which is

also further addressed in Chapter 6).

Nath et al. [nath2015crisp] also used GPGPU-Sim to develop a runtime analytic GPU DVFS-

aware performance model — called CRISP. The authors modeled a Fermi GPU (GTX480), ac-

counting for the highly overlapped nature of memory and computation operations in GPU de-
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vices, as well as the effects of memory store based stalls. The authors mention that the model

could potentially be expanded to include a power model. However, the proposed approach re-

quires adding logic to the GPU scoreboard, making it impossible to replicate on real hardware.

This type of approaches have been deemed to be too product-specific and difficult to apply to

modern GPUs [abe2014power].

Abe et al. [abe2014power] proposed DVFS-aware power regression models for GPUs from

NVIDIA Tesla, Fermi and Kepler generations. The proposed models separate the GPU power

consumption in core and memory domains, each proportional to their corresponding frequency

and selected performance events. The models are estimated with linear regression by using mea-

surements taken at 3 different core and 3 different memory frequencies. The proposed models

achieved average prediction errors of 15% for the Tesla GPU, 14% for the Fermi GPU and 23.5%

for the most recent Kepler GPU. However, the authors do not disclose which set of performance

events are used in the model. Additionally, despite performing the power consumption decom-

position in the core and memory domains — similarly to the one herein presented in Chapter 6

— the authors do not consider the non-linear scaling effects of the voltage.

The previously discussed work by Wu et al. [wu2015gpgpu] uses the referred clusters of ap-

plications (based on the performance/power scaling behavior) to apply specific scaling patterns,

associated with that particular cluster, in order to predict the performance/power consumption

of an application at the target frequency/core configuration. The performance and power con-

sumption models achieve an average deviation of about 15% and 10%, respectively, on the tested

AMD GPU device over an 8× range of the number of cores (i.e., when the number of cores is in-

creased up to 8 times), a 3.3× range of core frequencies and a 2.9× range of memory bandwidth.

More recently, a follow-up technique was proposed by Majundar et al. [Majumdar2017] to opti-

mize the GPU energy efficiency by predicting the characteristics of upcoming kernels, based on

recent execution history.

Recently, Wang et al. [Wang2018] also proposed a DVFS-aware GPU performance model. Fol-

lowing an approach similar to the one taken in the work presented in Chapter 6, the authors

estimated the GPU architecture parameters using a collection of microbenchmarks and a group

of performance counters, measured during their execution. Validated across a wide range of core

and memory frequencies, on a Maxwell GPU, the model attains an average prediction error of

4.83%.

More recently, some works have started tackling GPU modeling through a different approach.

These works focus on the topic of GPU static analysis, specifically regarding modeling based on

the PTX code of a kernel. Arafa et al. [Arafa2019] presented a static GPU performance model,

where the PTX code is converted to a list of tasks with known modeled behavior (through the

microbenchmarking previously done by Andersch et al. [Andersch2014]). The proposed approach

was validated on a Tesla K40m (Kepler) and GTX Titan X (Maxwell) GPUs, achieving average
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prediction errors of 10% compared to the measured performance. However, the work does not

consider any voltage or frequency scaling.

Other static models have been proposed that consider DVFS. In particular, Alavani et al. [Alavani2018]

propose an analytical model that predicts the execution time based on the PTX code and GPU op-

erating frequency. Validated on a Tesla K20 (Kepler) GPU, the model has an average prediction

error of 26.9%. On the other hand, Fan et al. [Fan2019] developed DVFS-aware static models

for performance and energy consumption of GPU devices. The two separate models are trained

based on a static vector of 10 features, where each component represents the count of a different

type of instructions. As previously mentioned, these authors also suggest that the best V-F con-

figuration for a given application should not be looked for in the minimum-energy points, but

in a set of Pareto-optimal V-Fs. Validated on a GTX Titan X (Maxwell), with 12 benchmarks, the

proposed models can predict most of the frequencies in the Pareto-optimal sets, and are able to

predict the minimum-energy V-F for two applications (out of 12).

Arunkumar et al [Arunkumar2019] addressed the topic of GPU efficiency in multi-module

GPUs. In their work, the authors propose an instruction-based energy estimation framework,

which is able to modulate its corresponding energy-per-instruction value, for the different types

of PTX instructions. With this approach, the authors report an accuracy of 10% on a Tesla K40

GPU (Kepler). Similarly to what is done in the work presented in Chapter 8, the authors also

have to instrument the CUDA code of the considered applications, in order to obtain PTX code

that represents the number of executed instructions (because of the reasons previously explained

in subsection 2.1.3).

Table 2.2 summarizes the most relevant state-of-the-art GPU predictive models presented here

in this section, including the type of modeling used, the input sources, the model accuracy and the

validation setup (GPU devices and datasets). For the sake of comparison, the table also includes

the contributions of this Thesis on the topic of GPU modeling, namely the works [Guerreiro2018],

[Guerreiro2019] and [Guerreiro2019a], presented here in Chapters 6, 7 and 8, respectively.

From the analysis of the current state-of-the-art, it becomes clear the importance of under-

standing the effects that DVFS can have on the performance and power consumption of different

applications, in order to be able to effectively improve the energy-efficiency of the system. This

is a gap that this research aims to close, first by providing two separate methodologies to classify

GPU applications according to the impact of DVFS in the resulting execution time and power con-

sumption, which can then be combined to infer how the energy-consumption will change when

the frequency of the cores and of the memory are scaled (presented in Chapter 5). The second

taken approach proposes a novel DVFS-aware GPU power consumption model to characterize

the relationship between the GPU components utilization, their runtime power consumption and

how they change when the V-F of the GPU domains are scaled (presented in Chapters 6 and 7).

Finally, the state-of-the-art also shows that the majority the research on GPU modeling requires
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at least one execution of the application to obtain the aimed predictions. On the other hand, the

works that adopt static modeling techniques only consider the count of each type of instructions,

without any consideration to the sequence/order they are executed in. Furthermore, these works

have not been properly validated on recent GPU architectures (the work targeting the most re-

cent GPU focuses on a NVIDIA Maxwell GPU, which is from early 2015). In contrast, the work

herein presented, in Chapter 8, proposes a different approach to predict the scaling behavior of

the performance, power and energy consumption of an application before its execution, using

recurrent neural networks (with LSTM blocks), allowing this approach to consider the sequence

of PTX instructions in the source code.

Table 2.2: Overview of the state-of-the-art GPU predictive models, according to the different type
of output metrics (T: execution time, P: power consumption, E: energy consumption). Some
works did not disclose the number of microbenchmarks used for training. Legend: Statistical
Regression (SR), Analytical Modeling (AM), Cycle-Accurate Modeling (CAM), Deep Neural Net-
work (DNN), Feedforward Neural Network (FNN), Recurrent Neural Network (RNN).

Source DVFS
Models

Model Type
Input

Accuracy Validation GPUs Dataset
T P E Source

[nagasaka2010statistical] X SR CUPTI Power MAE: 4.7% (Tesla) 1 NVIDIA (Tesla)
30 standard apps 5-fold
(4/5 for training,
1/5 for validation)

[hong2009analytical] X AM PTX, custom Time GMAE: 13.3% (Tesla) 4 NVIDIA (Tesla)
7 microbenchmarks (training)
6 standard apps (validation)

[hong2010integrated] X X X AM
GPUOcelot,

Power GMAE: 8.9% (Tesla) 1 NVIDIA (Tesla)
8 microbenchmarks (training)

PTX 11 standard apps (validation)

[Luo2011] X X AM
GPUOcelot,

Time MAE: 12.0% (Fermi),
2 NVIDIA (Fermi,

3 standard apps (validation)
PTX

10.0% (Tesla);
Tesla)

Energy MAE: 11.1% (Fermi)

[song2013simplified] X X X
AM (Time),

CUPTI, Time MAE: 6.7% (Fermi);
2 NVIDIA (Fermi)

20 standard apps 10-fold

FNN (Power)
nvcc, Power MAE: 2.1% (Fermi); (9/10 for training,
CUDA code Energy MAE: 8.9% (Fermi) 1/10 for validation)

[Leng2015] X X CAM GPGPUSim
Power MAE: 9.9% (Fermi), 2 NVIDIA (Fermi, 80 microbenchmarks (training)
13.4% (Tesla) Tesla) 13 standard apps (validation)

[nath2015crisp] X X AM GPGPUSim Time MAE: 4.5% (Fermi) 2 NVIDIA (Fermi) 18 standard apps (validation)

[abe2014power] X X X SR CUPTI

Time MAE: 33.5% (Kepler),
43.5% (Fermi), 67.9% (Tesla) 4 NVIDIA (Kepler, 37 standard apps
Power MAE: 23.5% (Kepler), Fermi, Tesla) (training and validation)
16.1% (Fermi), 15.0% (Tesla)

[wu2015gpgpu] X X X FNN
AMD Time MAE: 15% (GCN 1.0)

1 AMD (GCN 1.0)
49 standard apps

CodeXL Power MAE: 10% (GCN 1.0)
(8/10 for training,
2/10 for validation)

[Wang2018] X X AM
CUPTI,

Time MAE: 4.8% (Maxwell) 1 NVIDIA (Maxwell) 20 standard apps (validation)
Kernel setup

[Arafa2019]
Hybrid

PTX
IPC MAE: 10% (Maxwell), 2 NVIDIA (Maxwell

10 standard apps (validation)
(AM + CAM) 10% (Kepler) Kepler)

[Alavani2018] X X AM PTX Time MAE: 26.9% (Kepler) 1 NVIDIA (Kepler) 45 standard apps (validation)

[Fan2019] X X X SR PTX
Time MAE: 8.5% (Maxwell)

1 NVIDIA (Maxwell)
106 microbenchmarks (training)

Energy MAE: 10.4% (Maxwell) 12 standard apps (validation)

[Guerreiro2018] X X Custom SR CUPTI
Power MAE: 7% (Pascal), 3 NVIDIA (Pascal, 83 microbenchmarks (training)
6% (Maxwell), 12% (Kepler) Maxwell, Kepler) 26 standard apps (validation)

[Guerreiro2019] X X Custom SR CUPTI
Power MAE: 3.5% (Pascal), 5 NVIDIA (Pascal, 101 microbenchmarks (training)
4.6% (Maxwell), 2.4% (Kepler) Maxwell, Kepler) 42 standard apps (validation)

[Guerreiro2019a] X X X X PTX

Time MAE: 19.2% (Turing),
16.7% (Volta), 9.9% (Pascal),
15.8% (Maxwell)

145 microbenchmarks
DNN

Power MAE: 7.9% (Turing), 4 NVIDIA
(training),

(RNN + FNN)
6.7% (Volta), 5.9% (Pascal), (Turing, Volta,

24 standard apps
5.4% (Maxwell) Pascal, Maxwell)

(validation)
Energy MAE: 19.3% (Turing),
13.0% (Volta), 9.9% (Pascal),
13.0% (Maxwell)
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3. Summary of Publications

In this chapter, the articles presented in full in Part II of this Thesis are reviewed, highlighting

their main contributions. As previously stated, the objective of this thesis is to find DVFS man-

agement mechanisms for modern GPU devices, providing ways of optimizing energy-efficiency

and attaining significant energy savings, with minimal performance degradation. To tackle this

objective three main approaches have been taken and are summarized in this chapter, namely: i)

by dividing applications sensitivity to DVFS into separate classes, and assigning a different V-F

level to each class (section 3.1); and ii) by developing accurate models of application sensitivity

to DVFS based on runtime information (sections 3.2 and 3.3); or alternatively iii) by developing

accurate models based on compile-time information (section 3.4). To facilitate the comprehension

of each work contributions, the most relevant elements from each of the articles (e.g., Figures,

Tables or Equations) are replicated here in this chapter. After the summarized description of the

contributions, a comparison between the different approaches is provided.

3.1 DVFS-Aware Application Classification to Improve GPGPUs
Energy Efficiency

The first main publication of this thesis [Guerreiro2018Parco], fully presented here in Chap-

ter 5, focuses on the classification of GPU applications, with the objective of identifying the ones

whose energy efficiency can be improved through the usage of DVFS. By analyzing the utilization

of the graphics and memory domains at a single V-F configuration, the proposed methodologies al-

low classifying any GPU application into a specific class that fully characterizes the impact of

DVFS on the variation of its performance (or power consumption). The performance and power

classes allow the definition of distinct energy-aware classes of applications that present similar

behavior in the presence of DVFS. These classes can then be used to define the optimal pair of op-

erating frequencies for each class, which in experimental testing, allow attaining average energy

savings of 16%, across the 35 considered benchmarks.

These contributions extend upon a previous communication, presented in [guerreiro2016performance],

where an initial attempt to properly classify GPU applications was proposed. This work charac-

terized the impact of scaling the GPU core frequencies on the performance and power consump-

tion of applications, focusing solely on Kepler GPUs. The extension improves the classification

accuracy, by considering the impact of memory frequency scaling, in addition to the previously

studied core frequency scaling. Furthermore, the approach is validated on more modern GPUs,

namely from the Maxwell and Pascal generations. The focus of the work is to identify how the

energy consumption of an application can change with DVFS, in a way that does not require

exhaustive execution across all available V-F configurations, i.e. after the execution of that appli-

cation on a single V-F configuration.

To that end, it must be taken into account that, as previously discussed in Section 2.2, changing

the frequency of the GPU cores/memory may affect the execution of applications in many differ-
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Figure 3.1: Overview of the proposed procedure to classify the DVFS impact on the perfor-
mance/power consumption of GPU applications.

ent ways, depending on the intrinsic characteristics of its kernels. While it can be expected that

a decrease in the core frequency ( fcore) will cause the kernel execution time to increase (t ∝ 1
fcore

)

and power consumption to decrease (PDynamic ∝ vcore
2 fcore and PStatic ∝ vcoreeγvth ), the exact val-

ues for the application performance and power consumption over different frequencies are highly

dependent on the specific application. Hence, it is important to understand the effects of DVFS

on both the execution time and power consumption of applications. This analysis is performed

in detail in Section 5.2, where it is identified the number of different possible behaviors regarding

the impact of DVFS on the execution time or on the power consumption.

At this respect, it should be emphasized that previous classification techniques are usually

not suitable for these two specific goals, often resulting in many wrongly classified applications

when performance and power consumption are considered. To that end, this work proposes the

existence of two separate classification procedures, one for performance and one for power con-

sumption. Both procedures are based on a similar classification scheme, which is fully detailed

in Section 5.3. The proposed scheme, summarized in Figure 3.1, uses a neural network classi-

fier, trained during a preliminary stage using data resulting from the execution of a collection of
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Figure 3.2: Performance and Power characterization of GPU microbenchmarks on NVIDIA GTX
Titan X. Each point corresponds to a microbenchmark.
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Table 3.1: Summary of energy savings opportunities enabled by the proposed classification
methodologies on GTX Titan X (Maxwell). The presented values correspond to the average re-
sults of all applications in that class on the selected frequency configuration comparing with the
reference frequency configuration ( fmem=3505 MHz and fcore=1164 MHz).

GTX Titan X Energy classes E1 E2 E5 E6 E7 E10 E11 E12 E15 E16 ALL(T1,P1) (T1,P2) (T2,P1) (T2,P2) (T2,P3) (T3,P2) (T3,P3) (T3,P4) (T4,P3) (T4,P4)

Subsection 5.5.1 Energy savings 11% 10% 6% 10% 6% 27% 18% 28% 31% 32% 16%
Performance drop-off 4% 6% 11% 16% 13% 38% 66% 59% 38% 35% 31%

Subsection 5.5.2 Energy savings 11% 10% 5% 7% 7% 0% 3% 26% 25% 25% 9%
Performance drop-off 3% 6% 8% 8% 8% 0% 8% 9% 9% 10% 7%

specially developed microbenchmarks. The obtained decision boundaries are presented in Fig-

ures 3.2a and 3.2b. Once either of the classifiers is trained (one for performance and one for

power), it can be used to classify any GPU application into a specific class that characterizes the

variation of its performance (or power consumption) in the presence of frequency scaling (Core

or Memory), by using the information obtained from the execution of that application at a single

frequency configuration.

The obtained performance and power classes can be combined, allowing the definition of

distinct energy-aware classes (subsection 5.4.3), which group applications with similar patterns

of energy consumption scaling in the presence of DVFS. These classes can be used to define the

optimal pair of operating frequencies (core and memory) for each energy-aware class. By using

these frequency configurations results for the GTX Titan X and Titan Xp GPUs in average energy

savings of 16% and 20%, respectively. This corresponds to an average deviation of 0.74% and

0.4% from the optimal savings.

Additionally, the proposed methodologies can also be used to maximize energy savings within

a given maximum allowed performance loss. In particular, the proposed approach allows iden-

tifying V-F configurations that can obtain up to 22% energy savings at a cost of only 0.2% perfor-

mance loss. A summary of the results obtained for the GTX Titan X (Maxwell) GPU is presented

in Table 3.1. It can be highlighted that the large range of available memory frequency levels

(from 810 MHz to 3505 MHz) allows applications with low DRAM and high graphics utilizations

(classes E12, E15 and E16) to achieve considerable peak energy savings (of up to 32%).

Finally, subsection 5.5.3 presents a case where the energy-aware classes are used to identify

the range of V-F configurations that provide energy savings when compared with the reference

(default) configuration. This can be useful in a situation where multiple distinct kernels are to be

executed in parallel (or sequentially in a short amount of time). In such situations, it is possible

that the different kernels have different optimal V-F configurations. Hence, optimizing for a spe-

cific kernel can negatively influence the execution of the remaining kernels. Figure 3.3 presents the

frequency ranges where energy savings can be achieved for three example applications (FDTD-

2D, CORR and MD5Hash) from three different energy classes (E1, E11 and E16, respectively). With

the near-optimal V-F ranges obtained from knowing the energy-aware class of each kernel, it is

possible to combine the collected ranges and identify the best core and memory V-F pair for the
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Figure 3.3: Histogram of the energy-savings ranges, for three example applications executed on a
GTX Titan X GPU.

situation where the three considered applications are executed in parallel.

3.2 GPGPU Power Modeling for Multi-Domain Voltage-Frequency
Scaling

As previously stated, an alternative approach towards optimizing the usage of DVFS con-

sists in the development of accurate performance and/or power consumption models, that allow

predicting the GPU behavior under different V-F scenarios. With that goal in mind, the publica-

tion [Guerreiro2018], fully presented here in Chapter 6, proposes a novel GPU power estimation

model with both core and memory frequency scaling. This DVFS-aware power model is created

by combining information from both the GPU architecture and the executing GPU application,

resulting in the model given as follows:

P(Dk) = αk_0vk + vk
2 fk(αk_1 +

NC_k

∑
i=1

γk_i ·Uk_0), k ∈ {core, mem}, (3.1)

where vk and fk represent the specific voltage and frequency of the Dk domain, NC_k is the number

of GPU components operating under domain Dk and Uk_i ∈ [0, 1] is their respective average run-

time utilization. Moreover, since previous research works have shown that the GPU voltage does

not necessarily scale linearly with the operating frequency [mei2017survey], the model takes into

account the non-linear changes in the GPU voltage when the core and memory frequencies are

scaled.

The proposed model also decouples the power consumption of the GPU into the power con-

sumption of its internal components. Accordingly, to assess the contribution of each GPU com-

ponent to the total power consumption, a set of microbenchmarks was developed (and publicly

provided online1) targeting the most relevant GPU components. In particular, the modeled GPU

components are the integer (INT), single- and double-precision floating-point (FP32/FP64) and

special-function (SF) units, as well as multiple memory elements, such as the shared memory, the

1The complete source (microbenchmark suite and tool that constructs the DVFS-aware GPU power model) is publicly
available online at the following address: https://github.com/hpc-ulisboa/gpupowermodel.
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Table 3.2: Performance events required to compute the metrics used in the proposed power con-
sumption model.

Metric Titan Xp GTX Titan X Tesla K40c
ACycles active_cycles

ABandL2
l2_subp{0,1}_total_rd_sq∗ l2_subp{0,1,2,3}_t_rd_sq∗

l2_subp{0,1}_total_wr_sq∗ l2_subp{0,1,2,3}_t_wr_sq∗

ABandShared
shared_ld_trans l1_sh_ld_trans
shared_st_trans l1_sh_st_trans

ABandDRAM
f b_subp{0,1}_rd_sectors
f b_subp{0,1}_wr_sectors

AWarpsSP/INT
† W580, W581 W361, W362

W131, W134
W136, W137

AWarpsDP
† W584 W364 W141

AWarpsSF
† W560 W359 W133

InstINT
† W831 W504 W205

InstSP
† W829 W502 W203

∗ sq - sector_queries
† The prefix W stands for: 352321 for Titan Xp, 335544 for GTX Titan X

and 318767 for Tesla K40c.

L2 cache and the main memory (DRAM). Section 6.IV further details the developed microbench-

mark suite and presents the per-component utilization rates and power consumption breakdown

for all the developed 83 microbenchmarks (also presented here in Figure 3.4).

It is worth mentioning that the utilization levels of most GPU components used in the model

can be directly gathered from the device architectural characteristics and the collection of publicly

disclosed performance monitoring events. However, the utilization level of some components

requires runtime information, only available by reading the values of certain undisclosed perfor-

mance monitoring events, which required extensive experimental testing to assess their meaning.

This process is fully detailed in subsections 6.III.B and 6.III.C, and depicted in Table 3.2, which

presents the event labels for each of the three considered GPU devices, required to compute the

metrics used in the proposed model.

Subsection 6.III.D presents the methodology that was used to estimate the unknown model

parameters, which makes use of a especially devised iterative algorithm that relies on statistical

regression. By using the devised approach, the model is able to infer the unknown characteristics
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Figure 3.5: Power prediction for all V-F configurations, for the validation set of standard bench-
marks (not used in the model construction).

of the underlying architecture, in addition to accurately predicting how the GPU voltage scales

with the operating frequency. Once the model is estimated for a given GPU device, it can be used

to predict the GPU power consumption for any V-F configuration, by using the performance

events gathered at a single V-F configuration.

The proposed model was validated on three different devices, namely the Titan Xp, GTX Titan

X and Tesla K40c GPUs, representing (at the time), the most recent NVIDIA microarchitectures

(Pascal, Maxwell and Kepler). The models were validated using a collection of 26 standard ap-

plication from commonly used benchmark suites and the obtained results are fully presented in

subsection 6.V.B. Figure 3.5 presents the power consumption predictions for all the V-F configu-

rations, across the three GPU devices. These results show that the proposed DVFS-aware GPU

power model is able to accurately estimate the power consumption of the standard benchmarks,

with a MAE of 6.9%, 6.1% and 12.4%, on the Pascal, Maxwell and Kepler GPU devices, respec-

tively. In the Maxwell (or Pascal) GPU, the model provides accurate results across a frequency

range of 1.6× (2.4×) for the core and 4.3× (1.2×) for the memory frequencies. Comparing the

obtained predicted and measured core voltages for two of the GPU devices, the existence of two

distinct scaling regions can be observed, which the models accurately predict.

The obtained prediction accuracies are a significant improvement over the accuracies of previ-

ous models, with the benefit of running faster than any state-of-the-art low-level simulator. For

comparison, Abe et al. [abe2014power] proposed a regression-based DVFS-aware power con-

sumption model, achieving MAEs of 15% on a Tesla GPU, 14% on a Fermi GPU and 24% on

a Kepler GPU similar to the one used herein. Wu et al. [wu2015gpgpu] used machine-learning

(feedforward neural-network) to model how the performance and power consumption of AMD

GPUs scale with DVFS (and with number of active cores), ultimately achieving MAEs of 10% (for

the power consumption model).
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Figure 3.6: Power consumption breakdown on the real benchmarks, on the GTX Titan X GPU.

Finally, the structure of the model, once it is fully determined, also allows decoupling the

contribution of different parts of the GPU pipeline to the overall power consumption, for any ap-

plication. Figure 3.6 presents the power breakdown of the considered set of standard benchmarks

for two different V-F configurations, on the GTX Titan X. This information can be particularly in-

teresting for applications optimization, since it provides the developers with crucial information

regarding which components represent the main power bottlenecks.

3.3 Modeling and Decoupling GPU Power Consumption for Cross-
Domain DVFS
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Figure 3.7: Usage of a (previously estimated) model to predict the power of an application.

The publication [Guerreiro2019], fully presented here in Chapter 7, represents an improve-

ment and a substantial extension over the previous work presented in HPCA’18 [Guerreiro2018].

In this extension, three different variations of a GPU power model are proposed: i) fixed fre-

quency, ii) regular DVFS and iii) DVFS with scaling-factors. All three variations include the mod-

eling of twelve GPU components (v.s. seven in HPCA’18), allowing the models to provide both

the total and per-component GPU power consumption. This extended work also presented a

successful technique to export power models estimated on a GPU device to GPUs with different

hardware configurations.

The new version of the model considers separate units for different FP compute instructions,

namely ADD, MUL and FMA instructions, as it was experimentally observed that their distinct

complexities lead to different power consumption levels. Subsections 7.3.1 and 7.3.2 further de-

tail the newly considered components and how the microbenchmark suite should be updated to
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Figure 3.8: DVFS power predictions, across all V-F configurations, of the standard benchmarks
(not used in the model estimation), on the Titan Xp.

properly exercise them. The model estimation algorithm was also updated to allow the decou-

pling of the memory voltage and the core voltage (fully detailed in subsection 7.3.3). Figure 3.7

presents how an estimated model can be used to predict the power consumption of any (previ-

ously unseen) application. Like the previous version, the model allows predicting how the power

changes over the range of the device V-F configurations, using performance events measured at a

single V-F.

Figure 3.8 presents the accuracy of the proposed model when considering the validation set

of standard benchmarks. It considers the regular (i.e., non scaling-factors) model applied to the

Titan Xp GPU, across 2 memory and 12 core frequencies. The power predictions are based on the

performance counters measured, for each application, at a single (reference) V-F setting. Covering

a frequency range of up to 4× for the core frequencies and 1.2× for the memory frequencies,

the model is able to make accurate power predictions, with a MAE of 9.9%. Overall, across the

considered GPU devices, the devised DVFS-aware power model results in MAEs of 9.9% (Titan

Xp), 6.4% (GTX Titan X) and 8.6% (Tesla K40c).

The power model initially proposed in HPCA’18 always requires at least one execution of the

application under evaluation (to measure the components utilization), before being able to make

any meaningful power prediction. Hence, whenever the device has power sensors available,

during that mandatory execution, the GPU power consumption could also be measured. Once

the power consumption at a specific V-F configuration is known, the proposed model can be used

to determine how the power consumption scales for different V-F variations (i.e., the different

scaling-factors, as referred in [wu2015gpgpu]). This method uses the measured value of the power

consumption, offsetting the curve to a known value, ultimately resulting in much more accurate

DVFS power predictions.

Figure 3.9 presents an example of the benefits of using the scaling-factors approach on two dis-
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tinct applications, on the Titan Xp GPU. When a regular power model is used, it can be observed

(left side of Figure 3.9) that the error is almost constant across the different V-F configurations, re-

sulting in a MAE of 9.3%. This is a result of the model accurately predicting how the power scales

with the frequency and voltage of the two domains, but failing to predict the exact absolute value

of the power consumption. This is confirmed in the results achieved using the scaling-factors

method, presented on the right side of Figure 3.9, where sliding the estimated curve closer to the

measured values, results in much smaller prediction errors (1.7%). Overall, across the considered

GPU devices, the scaling-factors approach results in MAEs of 3.5% (Titan Xp), 4.6% (GTX Titan X),

3.1% (GTX 980) and 2.4% (Tesla K40c).

Similarly to the model proposed in HPCA’18, once the newly proposed model is fully esti-

mated, it can be used to predict not only the total GPU power consumption during the execution

of any application, but also the contribution of each GPU component. Figure 3.10 presents a

breakdown of the dynamic power consumption (large pies) at the reference V-F configuration for

each modeled component of the GTX Titan X GPU, for four distinct benchmarks. The relative

utilizations of the GPU components for each of these applications are also presented in the figure

(small pies). The results confirm that the two representations produce different component distri-

butions. This is a result of the different estimated weights, associated with each GPU component

in the power model (γi in Equation 3.1), which make some components have a more dominant

contribution to the power consumption than others. For example, the MRI-Gridding application

has a Special Function Unit (SFU) utilization of only 5% of the total application execution. How-

ever, the SFU contributes to 9% of the GPU dynamic power consumption. Its contribution to the

power consumption is actually higher than the contribution of the Control-Flow (CF) units, which

have a much larger utilization. Naturally, this result is coherent with the complexity of each unit,

as the SFU performs much more complex operations than the CF unit.

Given the modular design of NVIDIA GPUs (as it was discussed in subsection 2.1.1), a power

model estimated for a specific GPU could potentially be adapted and applied to a different GPU.
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However, to attain this objective, the effects of the distinct architectural topology in the power

consumption of GPU applications must be accounted for. This can be particularly useful in pro-

viding power estimations for GPU devices without power sensors.

Looking at the group of considered GPU devices (see Table 2.1), the GTX Titan X and GTX 980

share the same SM internal architecture, but have 30 and 24 SMs, respectively. It is reasonable

to assume that the peak power consumption associated with each modeled internal component

(FP32, FP64, INT units, etc.) scale by the same factor (GPU-wide). Hence, when trying to ex-

port an estimated model to a different (target) GPU, the model coefficients associated with each

component are obtained by scaling the estimated coefficients (from the base GPU) by the same

amount that the corresponding components are scaled between the two GPU devices. For ex-

ample, between the GTX Titan X and GTX 980 GPUs, the number of SMs is decreased by 2/3.

Therefore, the coefficients associated with the SMs units (γi in Equation 3.1) will be 2/3 of the

coefficient value from the GTX Titan X. Regarding the memory hierarchy, it can be seen that, from

Table 2.1, the L2 cache and DRAM components are actually scaling in the same proportion as the

number of SMs. Therefore, their coefficients will also scale by the same factor (naturally, on other

GPUs the scalings for the memory and SM components may differ).

Regarding the estimation of the new coefficients associated with the static and constant power

of the V-F configurations (α0, α1 terms in Equation 3.1) two possible approaches were tested. The

first one assumes the static coefficients also scale with the same factors as the components of each

domain, which in general under-predicts the power consumption on the target GPUs, resulting
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in prediction errors greater than the ones obtained on the source GPU (for more details on this

approach, please refer to subsection 7.4.6). The second approach relies on using measured values

of the idle power at the reference configuration on both GPUs to appropriately scale the values of

the newly estimated coefficients.

Using this approach to determine the corrected coefficients results in more accurate predic-

tions (when compared with the first approach), where the regular DVFS model has a MAE of

7.7% on the GTX 980 GPU, while the scaling-factors approach results in a MAE of 2.8%.

Table 3.3: Summary of the obtained results for the proposed power model.

Source
Model Titan GTX GTX GTX Tesla
Type Xp Titan X 980 960 K40c

HPCA [Guerreiro2018] DVFS 11.7% 6.75% - - 9.07%

Proposed
Fixed 8.75% 5.51% 14.2% (7.66%)† 15.4% (8.47%)† 7.09%
DVFS 9.91% 6.43% 14.3% (7.67%)† -‡ 8.60%

Scaling 3.54% 4.55% 3.07% (2.80%)† -‡ 2.39%
† Porting model trained on GTX Titan X. Errors without (with) constant power correction.
‡ The GTX 960 only allows 1 frequency configuration.

The newly proposed models were validated on five GPU devices (from three different NVIDIA

microarchitectures) with a set of 42 benchmarks. The results of the different model usage scenar-

ios are summarized in Table 3.3, where the results obtained from the models trained in [Guerreiro2018]

are also provided (applied to the new set of benchmarks).

3.4 GPU Static Modeling using PTX and Deep Structured Learn-
ing
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Figure 3.11: Diagram of the proposed PTX-based characterization models.

Unlike most of the previous works in the literature (including the previously summarized

communications), the research published in [Guerreiro2019a], and fully presented here in Chap-

ter 8, focuses on creating novel GPU predictive models that do not require run-time information

from the applications. This research leverages the recent advances in deep neural networks, by

using a recurrent encoder architecture, based on Long Short-Term Memory (LSTM) blocks. To

that end, the PTX assembly code given by the compiler is fed to the devised network, allowing to

accurately predict changes in the execution time, power and energy consumption of applications
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when the frequencies of the different GPU domains (core and memory) are scaled. Addition-

ally, unlike previous static modeling attempts that simply rely on general code statistics (e.g.,

histogram of kernel instructions), the proposed approach considers the specific sequence of PTX

instructions.

The modeling methodology proposed in this work, with topology summarized in Figure 3.11,

can be divided into two main learning blocks: i) a RNN encoder; and ii) three output fully con-

nected FNNs. To represent each instruction, an embedding step is used, which encodes the PTX

instruction with the following information: i) instruction name; ii) state space specifier; iii) data

type specifier; iv) number of operands; v) closest input operand dependency; and vi) depen-

dency type. This information allows the model to clearly identify the GPU components that are

used during the execution of each instruction, by having information from each specific instruc-

tion, but also by identifying dependency scenarios that can impact both kernel performance and

the average power consumption.

The RNN works as an LSTM-based encoder, taking as input the sequence of embeddings (x)

of a kernel and providing as output a latent space vector that encodes that kernel (z) and, partic-

ularly, the way it utilizes the GPU components. The second learning block is comprised of three

separate, fully connected, FNNs. These networks take as input the latent space representation

and are trained to provide, at their outputs, the scaling-factors of the execution time, power con-

sumption or energy consumption for the different V-F configurations. Subsection 8.III.A further

details the devised network topology.

To train the devised network, a specific procedure is proposed that allows training the three

output FNNs at the same time. At each training epoch, a batch of applications is used to train only

one of the output networks. For example, the first batch is propagated forward only through the

execution time network (Encoder + FNN1 in Figure 3.11). The considered optimization loss is the

MAE between the predicted values and the measured ones. Then, based on the obtained errors,

backpropagation is used to update the weights of both the Encoder and FNN1. Afterwards,

the next batch is propagated forward only through the power consumption network (Encoder +

FNN2), followed again by backpropagation of the errors. This process is repeated for all batches

(in each training epoch), interleaving them between the three output FNNs, which are therefore

being updated one at a time, while the encoder is always being updated. This training procedure

allows the encoder LSTM to learn and generate a more robust latent space, capable of describing

how the different GPU components are stressed. For more details on how the embeddings are

obtained, the proposed training procedure and the microbenchmarks considered for training,

please refer to Sections 8.III.B- 8.III.D

The models were trained using a collection of open-source microbechmarks and tested using

applications from widely used benchmark suites, on four GPU devices from the four most recent

NVIDIA microarchitectures: Tesla T4 (Turing), Titan V (Volta), Titan Xp (Pascal) and GTX Titan X
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Figure 3.12: Results of the compile-time power scaling model on different GPUs. Number of
benchmarks: 130 for training, 15 for validation, 24 for testing.
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Figure 3.13: Measured and predicted DVFS impact on the energy scaling and speedup of 14 test-
ing applications, on the GTX Titan X. Each point corresponds to a specific V-F configuration.
Values are normalized to the values at the highest V-F configuration.

(Maxwell). Figure 3.12 presents the results of the power scaling model predictions, across the four

GPU devices. Each point corresponds to a value of the predicted scaling-factor vs. its measured

value (oracle), and different points represent different applications and/or V-F configurations.

The obtained results show that the accuracy of the predictions obtained using the proposed static

models is comparable to the accuracy achieved by the best state-of-the-art run-time power mod-

els [abe2014power, wu2015gpgpu, Guerreiro2019]. Hence, despite being based solely on the PTX

kernel code, i.e. without any run-time information, the models still achieve very accurate results,

with the power scaling predictions resulting in MAEs of 7.9% (Tesla T4), 6.7% (Titan V), 5.9%

(Titan Xp) and 5.4% (GTX Titan X).

As it was previously discussed, one of the main motivations for creating accurate GPU pre-

dictive models is to perform DVFS management, to improve the energy efficiency of the system.

Therefore, considering a multi-objective optimization problem with a set of Pareto-optimal so-

lutions, similar to the one that was proposed in [Fan2019] and previously discussed in subsec-

tion 2.2.3, is a more promising approach than simply looking for the minimum-energy V-F. Fig-

ure 3.13 shows the measured and predicted values of the normalized energy and speedup for 14

different applications (not used in training), when considering the GTX Titan X GPU. Each plot

not only presents the values of the normalized energy in function of the performance speedup
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(measured and predicted), but also the V-F configurations that are in the Pareto-optimal sets

(measured and predicted) as well as their respective sizes. The obtained results show that the es-

timated models for the GTX Titan X can predict how the decrease in fmem, from 3505 MHz to 810

MHz, affects the speedup of the more memory-intensive applications (eg., BlackScholes, FDTD-2D,

S3D_double). However, as the DRAM intensity starts decreasing, resulting in more transactions

coming directly from the L2 cache (eg., FFT_double, 2DConvolution, Backprop), the model is grad-

ually not as accurate in describing how the decrease in fmem affects the energy and speedup of

applications. This is a consequence of the, previously discussed fact that there is no way to infer

from a PTX instruction which memory hierarchy level is being accessed (see subsection 2.1.3).

Finally, for the more compute-intensive applications (eg., ATAX, MRI-Gridding, MD5Hash), the

model successfully predicts that decreasing fmem has a small impact on speedup, leading to large

benefits in energy consumption.
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Figure 3.14: Results of using the proposed models to predict the minimum energy configuration
on the GTX Titan X.

The energy scaling predictions can also be evaluated based on how well they can predict the

minimum-energy V-F configuration, particularly how close the energy consumption at the pre-

dicted V-F (FPred.) is to the measured minimum energy (at FOracle). Figure 3.14 shows these

results, for the GTX Titan X GPU, where on the top are presented, for each testing application,

the values of FOracle and FPred.. As one could expect, the values of FPred. do not always match

FOracle, meaning the proposed model does not guarantee optimal energy savings. However, the

results presented at the bottom of Figure 3.14 show that, for many applications, the difference

between using FPred. and FOracle (horizontal line at 1.0, representing the lowest energy consump-

tion) is negligible. In reality, across the 24 testing benchmarks, the usage of FPred. results in an

average energy consumption only 8% higher than the optimal, while using the maximum perfor-

mance configuration (FMax) leads to (on average) an energy consumption of 24% higher than the

optimal. Looking at the energy savings obtained at FPred., when compared to the energy at FMax,

the proposed energy model allows achieving average savings of 8.0% (Tesla T4), 6.0% (Titan V),

29.0% (Titan Xp) and 11.5% (GTX Titan X).
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Table 3.4: Summary of the obtained results for the proposed compile-time models.

Model Type Tesla T4 Titan V Titan Xp GTX Titan X

MAE
Time DVFS 19.2% 16.7% 9.9% 15.8%

Power DVFS 7.9% 6.7% 5.9% 5.4%
Energy DVFS 19.3% 13.0% 9.9% 13.0%

Median
Time DVFS 8.6% 4.5% 5.3% 5.3%

Power DVFS 4.5% 3.7% 5.4% 3.5%
Energy DVFS 5.8% 3.3% 6.5% 6.9%

Energy
Savings
(vs. FMax)

Best (at FOracle) 16.8% 9.1% 32.6% 18.1%
Model (at FPred.) 8.0% 6.0% 29.0% 11.5%

(% of Oracle) (47.6%) (65.9%) (89.0%) (63.3%)

Overall, the presented research, with the results summarized in Table 3.4, represents an im-

portant step forward in the field of GPU modeling, by allowing very accurate compile-time pre-

dictions of the scaling behavior of the execution time, power consumption and energy consump-

tion. This is a significant improvement over previous DVFS-aware static models, like the one

presented in [Alavani2018], where the performance model had a MAE of 26.9%. Furthermore,

this novel approach can be useful in other scenarios than the most commonly considered case

of DVFS management, such as in allowing programmers to easily evaluate how changes in the

source code can affect the DVFS behavior of applications.

3.5 Contrasting the Contributions

The different contributions of this Thesis can be related considering the following two topics: i)

GPU power models (run-time vs. compile-time), and ii) energy savings opportunities (run-time

classification vs. compile-time modeling).

3.5.1 GPU Power Model — Run-Time vs. Compile-Time

The previously presented contributions include two very distinct ways of getting power con-

sumption predictions at different V-F configurations. While the work presented in [Guerreiro2018],

and later extended in [Guerreiro2019], presents a DVFS-aware model that gives power predic-

tions based on the run-time utilizations of GPU components during application execution, the

work presented in [Guerreiro2019a] is able to provide power predictions based solely on the ap-

plication PTX code. Naturally, as one might expect, the models based on run-time information

have better prediction accuracy, while the PTX based models have the advantage of generating

predictions at compile-time. Table 3.5 relates these two distinct power models, comparing the

Table 3.5: Comparison of the MAE of DVFS-aware GPU power models.

Model Type Tesla T4 Titan V Titan Xp GTX Titan X GTX980 Tesla K40c

Run-time [Guerreiro2019]
Regular DVFS - - 9.9% 6.4% 7.7% 8.6%
Scaling-factors - - 3.5% 4.6% 2.8% 2.4%

Compile-time [Guerreiro2019a] Scaling-factors 7.9% 6.7% 5.9% 5.4% - -
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obtained average prediction errors, validated with the standard sets of benchmarks used to test

the estimated models on the corresponding GPU devices considered at the time of each work

(different sets of benchmarks were used between the two works). Although the prediction error

of the PTX-based approach is worse than the run-time model, it is not by a large margin (5.9%

vs. 3.5% on the Titan Xp and 5.4% vs. 4.6% on the GTX Titan X). The accuracy of the PTX-based

model is even more impressive considering the limitations of static models, previously referred

in subsection 2.1.3 (e.g., memory hierarchy accesses, loop unrolls, etc.).

These two types of approaches can ultimately be used in a complementary way, since the

PTX-based model is designed to be used at compile-time, and prior to any performance counters

have been measured. Once the application is actually executed, the performance counters can be

measured (as well as the power consumption at that V-F level), which can be used in the run-time

model to obtain more accurate power predictions.

3.5.2 Energy Savings — Run-Time Classification vs. Compile-Time Modeling

In a similar way, two of the contributions previously presented can be ultimately used to find

energy saving opportunities. The work presented in [Guerreiro2018Parco] presents a GPU ap-

plication classification methodology that allows, amongst other things, predicting the best V-F

configuration for each class of applications, i.e., the one with the highest associated energy sav-

ings. A different approach was the one proposed in [Guerreiro2019a], where the resulting energy

model immediately allows predicting the energy scalings (and the corresponding energy savings)

associated with each different V-F configuration.

Table 3.6: Comparison of the energy savings of the different approaches.

Tesla T4 Titan V Titan Xp GTX Titan X

Run-time classification [Guerreiro2018Parco] Energy savings (% of Max Savings) - - 20% (96%) 16% (99%)
Compile-time model [Guerreiro2019a] Energy savings (% of Max Savings) 8% (48%) 6% (66%) 29% (89%) 12% (63%)

Table 3.6 presents the energy savings attained by both of the proposed methodologies, on

each considered GPU. The table also presents how close the attained energy savings are to the

maximum possible (optimal) savings. Again, as one might expect, the dynamic approach, based

on run-time information, results in energy savings much closer to the optimal. Specifically, in the

Titan Xp GPU, the classification approach can lead to average energy savings of 20% across the

considered benchmarks (on that paper), which corresponds to 96% of the optimal savings. On

the other hand, the static model approach results in average energy savings of 29%, across the

(different) set of considered benchmarks, which corresponds to only 89% of the optimal savings.

However, with the static approach presented in [Guerreiro2019a], it is much easier to navigate

the multi-objective optimization problem inherent to energy minimization vs. performance max-

imization, since the proposed approach provides models that allow predicting the performance

and energy scalings for any given application at all the separate V-F configurations. On the other
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hand, the run-time classification approach requires looking at the training set of synthetic bench-

marks in order to find the optimal V-F configuration for each class. This needs to be done each

time a new performance drop-off limit is defined. As an example, if one would want to find the

best V-F configuration for a specific application, provided a maximum performance drop-off of

15%, using the classification approach requires: 1) classifying the application into one of the de-

fined Performance, Power and resulting Energy classes; 2) looking at the synthetic benchmarks

inside that class and finding the V-F that minimizes energy consumption and does not violate a

15% performance drop-off. On the other hand, using the compile-time model, requires only to

find the V-F that minimizes energy consumption and does not violate a 15% performance drop-

off, from the scaling curves obtained at the end of the proposed network, and which are specific

to that application.
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The principal goal of this Thesis was to study ways to boost the energy-efficiency of modern

HPC systems, with a special focus on optimizing the execution of applications on GPUs. To this

end, the usage pattern of the GPU components while executing different types of applications was

analyzed, to find mechanisms that can predict the DVFS impact on the application performance

and power consumption. The main research was split into two distinct types of approaches:

i) application classification, and ii) predictive models. These can be used to find the best V-F

configuration for the currently executing application, without requiring exhaustive search over

the whole space of available configurations.

The first approach proposes a new methodology to classify GPU applications based on the

resulting effects of DVFS on their execution times and power consumptions. Existing classifica-

tion techniques focus on different goals, leading to non DVFS-aware classes of applications. In

contrast, the devised approach requires preliminary profiling of a set of synthetic benchmarks,

in order to train different neural network classifiers: one for performance and another for power.

These classifiers can then be used to classify any GPU application into a class that characterizes the

variation of its performance (or power consumption) in the presence of V-F scaling. Applications

are classified using the information gathered during their execution at a single V-F configuration.

The performance and power classes can be combined to find the optimal pair of operating fre-

quencies (core and memory) in terms of energy consumption. Experimental results showed that

this leads to average energy savings of 20% and 16%, on the NVIDIA Titan Xp and GTX Titan

X GPUs, respectively. Additionally, the proposed methodologies also allow the identification of

energy-optimized DVFS settings that lead to 22% energy-savings at a cost of only 0.2% of perfor-

mance loss.

The second type of approach resulted in two main contributions: i) run-time GPU power

model; and ii) static GPU performance/power/energy models. In the first, a novel DVFS-aware

power model was proposed, which can predict the power consumption of GPU applications at

different V-F configurations, by using the performance events gathered at a single configuration.

To estimate the model, an iterative heuristic algorithm that relies on statistical regression was

proposed, which can, estimate the unknown characteristics of the underlying architecture and

also accurately predict how the GPU voltage scales with the core/memory domain frequencies.

The initial model was later extended to include different model variations, namely: fixed fre-

quency, regular DVFS and scaling-factors. Given the modular nature of the proposed model, all of

these variations can be used to obtain the contribution of each modeled GPU component to the

total power consumption. The models achieve accurate power consumption estimates, with the

scaling-factors one leading to MAEs of 3.5% (Titan Xp), 4.6% (GTX Titan X), 3.1% (GTX 980, after

exporting from the GTX Titan X model) and 2.4% (Tesla K40c).

The second contribution associated with the predictive modeling approach consisted in cre-

ating novel GPU predictive models (for performance/power/energy), that would not require

58



run-time information from the executing applications, i.e., that can be used at compile-time. The

proposed approach uses a recurrent encoder architecture, based on LSTM blocks, to encode the

PTX assembly code of GPU applications. This way, unlike previous static modeling attempts

that simply rely on general code statistics, the proposed approach considers the specific sequence

of PTX instructions. Validated on GPU devices from the four most recent NVIDIA microarch-

tectures, the models achieve rather accurate results, particularly the power scaling one, which

accurately predicts the DVFS impact on the power consumption of applications, prior to their

execution, resulting in a MAE of 10.2% (Tesla T4), 6.7% (Titan V), 5.9% (Titan Xp) and 5.4% (GTX

Titan X). Using the estimated models to select the minimum-energy V-F allows achieving average

energy savings of 8% (Tesla T4), 6% (Titan V), 29% (Titan Xp) and 12% (GTX Titan X).

The proposed approaches has multiple benefits and different application scenarios, such as:

• 1) DVFS management: which was the main instigator and focus for this Thesis. The pro-

posed approaches facilitate the search for the optimal frequency state by estimating the

power consumption at different frequency configurations, without requiring exhaustive ex-

ecution on all available configurations, as it was previously required in [Guerreiro2015b].

• 2) GPUs without power sensors: by using a previously built model (e.g., by initially relying

on the power values of external sensors) or by exporting a model estimated on a differ-

ent GPU device (like it was proposed in Chapter 7), it can provide an estimate of the total

and/or per-component GPU power consumption (similarly to [Haj-Yihia2016] from Intel).

• 3) Application analysis: by using the per-component breakdown, application programmers

can assess the power bottlenecks of the developing applications (alternative to the usual

performance optimization). Alternatively, in a virtualization scenario (e.g., NVIDIA GRID

system using Hyper-V execution [nvidia:microsoft]), the model — constructed in the Hyper-

visor — could be provided to the guest Virtual Machines (VMs), allowing them to estimate

their corresponding total and/or per-component power consumption (which they currently

have no way of measuring).

• 4) GPU hardware integration: by implementing the proposed model in hardware (simi-

larly to Intel RAPL [Hackenberg2015]), it is possible to take into account fine-grained V-F

perturbations and potentially even non-System Management Unit (SMU) 1 V-F adjustments.

Finally, by looking at the results obtained from the two proposed approaches, it can be seen

that even better opportunities for maximizing the applications energy-efficiency could be ex-

ploited if GPU manufacturers offered additional configuration levels of the operating frequency

of the different device domains (especially in the memory domain). With more allowed frequen-

1SMU is a form of microcontroller, the successor of the Power Management Unit (PMU), located on the logic board of
some digital systems, which works with the Operative System (OS) to manage power and thermal conditions.

59



4. Conclusions and Future Work

cies available between the maximum and minimum levels, even higher energy-savings could be

achieved for applications with heterogeneous usage of the device resources.

4.1 Future Work

The work herein presented opens the possibility for many different future directions, out of

which the three that follow can be outlined:

• Combining static and dynamic DVFS-aware analysis: Given the fact that both run-time

modeling (Chapters 6 and 7) and compile-time modeling (Chapter 8) have their inherent

pros and cons (while the former has higher accuracy at the cost of requiring the execution

of applications to measure the required performance counters, the latter allows less accu-

rate predictions at compile-time), it could be interesting to combine them into an unifying

framework. This way, during the compilation of the kernels, the PTX-based model could be

used to provide an initial estimation of the best V-F configuration for the application. This

V-F level would then be used for the initial executions of the applications, during which

the performance counters required for the run-time model would be measured. After the

counters are measured, the more accurate models can be used, and if necessary the V-F level

can be adjusted according to the new predictions.

There are, however, other ways where the benefits of one approach could be leveraged to

improve the other one. For example, the GPU static models have the mentioned problem of

not allowing to assess where exactly the global memory transactions are coming from. One

way to tackle this problem could be to use performance counters, measured at run time

(e.g., L2 cache hit-rate), and append them to the latent space vector (z in Figure 3.11). This

way, the kernel encoding would have better information on the types of accesses through

the usage of just a few performance counters. Similarly, the opposite could also be done,

i.e. using some static information to improve the proposed run-time power consumption

model. As example, one useful scenario could be to try to infer some information from the

PTX that would allow predicting how changes in the input would affect the components

utilization (e.g., see Figure 6.9).

• Implementation of the proposed approaches in real-time: The goal of this approach is to

take advantage of the iterative nature of many of the most common GPU applications, by

measuring the required performance events during the initial kernel launches and then es-

timating what is the V-F configuration that best suits that specific kernel, by using either of

the two run-time approaches proposed in this Thesis (Classification or Modeling). Hence,

for the remaining kernel launches the GPU could already be set to the best found V-F config-

uration, and therefore maximizing the GPU energy-efficiency. If implemented in hardware,

this could be done in an even finer granularity, by using measurements from the first exe-
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cuted thread blocks of a kernel to adjust the GPU configuration for the next thread blocks.

This direction can be integrated in the previously referred item, where the initial execution

would use a configuration estimated by the PTX-based model.

However, real-time approaches should be used with caution, as a whole new kind of prob-

lems must be addressed. For example, kernels that launch with different inputs over the

whole application span (i.e., which can have different utilization of the GPU components

between different kernel calls), can result in a decrease of the energy-efficiency if the mea-

surement stage is performed only during the first kernel launches (e.g. kernels can move

from memory-bound to compute-bound as the input sizes change). Another challenge can

be seen in applications with two (or more) very distinct kernels, constantly being launched

in an alternating manner. Setting the V-F configuration to the optimal for one of these ker-

nels, can have a big impact on the energy-efficiency of the other kernel(s), which can ulti-

mately decrease the overall energy-efficiency (as it is discussed in the examples presented in

Section 5.5). This challenge can be further complicated, when thinking about kernels with

execution times below the overhead required to change the V-F configuration, which could

mean that by the time the V-F configuration is stabilized to the desired value, the kernel

might already be finished and a different kernel is already executing.

• Voltage Scaling: While the work herein presented focuses mostly on simultaneous volt-

age and frequency scaling, in some GPU devices (mainly AMD GPUs, or some NVIDIA

GPUs using MSI Afterburner [msi:afterburner] under Windows OS) it is possible to scale

only the GPU applied voltage. Naturally, lowering the voltage while keeping the operating

frequency constant is a very interesting scenario in terms of energy-efficiency, since it will

result in lower GPU power consumptions, without impacting the applications execution

time.

However, this type of approach needs to be carefully studied, since decreasing the applied

voltage excessively can have a negative impact on the application execution (it can result

in data corruption, runtime errors, operating system crashes, etc.). In fact, Leng et. al

[Leng2015] published a work addressing this topic, where they found out that the minimum

safe voltage is actually application dependent. The authors also identified a large potential

for energy savings, since the voltage guardband between the nominal voltage and the min-

imum safe voltage was observed to be between 9% to 18%, on a GTX980 GPU (Maxwell).
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a b s t r a c t 

The increasing importance of GPUs as high-performance accelerators and the power and 

energy constraints of computing systems, make it fundamental to develop techniques for 

energy efficiency maximization of GPGPU applications. Among several potential techniques, 

dynamic voltage and frequency scaling (DVFS) stands out as one of the most promising 

approaches. Hence, novel DVFS-aware performance and power classification models are 

herein proposed that correlate application characteristics and GPU architecture features. 

In particular, by analysing the utilization of graphics and memory components at a single 

voltage and frequency levels, the proposed classification methodologies are able to pre- 

dict the impact of DVFS on GPGPU applications execution time and power and energy 

consumption. The accuracy of the proposed approach is validated on two modern NVIDIA 

GPUs from the Maxwell and Pascal generations, by relying on 35 benchmarks from the 

Rodinia, Polybench, Parboil, SHOC and CUDA SDK suites. Experimental results show that 

the proposed approach can typically predict the optimal operating frequencies of graph- 

ics and memory subsystems, attaining up to 36% energy savings (average of 16%), which 

correspond to an average deviation of 0.74% regarding the optimal case. Moreover, when 

considering a maximum performance penalty of 10%, up to 26% energy savings are still 

attained. 

© 2018 Elsevier B.V. All rights reserved. 

1. Introduction 

General purpose accelerators have already gained a firm presence in most modern high-performance computing (HPC) 

systems. In particular, the Graphics Processing Units (GPUs), are commonly used to increase the resulting system perfor- 

mance when executing applications from many commercial and scientific domains. This can be easily observed at the most 

recent version of the TOP500 list (June 2017): 88 of these systems are equipped with accelerators, where 72 of them use 

GPUs. However, such an established adoption of GPUs intensifies the importance to find reliable mechanisms that ensure the 

maximum efficiency of the computing system, both in terms of performance and (most importantly) energy consumption. 

Accordingly, significant research efforts are being put forth in the investigation of Dynamic Voltage and Frequency Scaling 

(DVFS) techniques (one of the most used power management strategies), due to the inherent potential for significant power 

and energy savings in many of the computer system components [1–5] . 

Studying the effects of DVFS on the resulting energy-efficiency of computing systems requires analysing its impact on 

different applications, as general-purpose applications can largely vary in the way they use the computational and memory 
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resources of the devices where they are executing [6,7] . While some applications perform a large number of computational 

operations for each loaded data (more compute-intensive ), other applications may perform very few (more I/O- or memory- 

intensive ). Although the resulting performance of the former type of applications is more likely to scale proportionally with 

the frequency of the cores (highest frequency ≡ best performance), this behaviour is not guaranteed for the latter set of ap- 

plications. Additionally, most standard applications fall somewhere between these extremes, increasing the characterization 

complexity. However, knowing the type of application executing can lead to interesting opportunities for energy savings. 

For instance, certain applications can be executed at lower frequency levels with negligible performance drop-off. Identi- 

fying these classes of applications can lead to significant energy savings, since lower operating frequency leads to lower 

power consumption. Hence, to conduct this type of analysis, it is fundamental to adopt methodologies that allow a proper 

classification of the application workloads. 

Some previous studies on workload characterization in the GPU-domain used Principal Component Analysis (PCA) and 

hierarchical clustering [7–9] , which make the understanding of each resulting class harder (from the computing architecture 

perspective) and do not necessarily result in an accurate energy-aware classification. Other works depend on GPU simulators 

and performance counters that are non-existent in real hardware devices, rendering these approaches impossible to replicate 

in real systems. Furthermore, most existing GPU simulators are based on the NVIDIA Tesla and Fermi microarchitectures, 

which have already been followed by Kepler (2013), Maxwell (2014) and Pascal (2016). A different approach towards DVFS 

consists in the development of accurate performance and power models that allow predicting the GPU behaviour under 

different voltage and frequency scenarios [10–21] . However, while detailed performance and power models may ultimately 

produce more accurate results, the herein presented work shows that application classification is a more convenient and 

viable approach not only to identify remarkable energy-savings opportunities, but also to achieve near-optimal results in 

terms of energy savings. 

Accordingly, the main contribution of the presented research is to provide a new classification methodology for GPGPU 

applications, allowing an easy identification of which applications can benefit from DVFS, in terms of energy savings. To 

that goal, separate methodologies to classify GPU applications are proposed, focusing on the effects of DVFS on their per- 

formance and power consumption, based on how the applications exploit the different GPU resources. The classifiers are 

trained offline, using a collection of synthetic benchmarks, and can be used to classify any application using hardware per- 

formance events gathered during its execution on a single operating frequency. The resulting class is able to characterize 

how the frequency scaling will affect the application execution time or power consumption, for all the remaining operating 

frequencies. 

The proposed methodology was validated using a set of 35 applications from different relevant benchmark suites (Par- 

boil [22] , Rodinia [23] , SHOC [24] , Polybench [25] and CUDA SDK [26] ), on two modern GPU devices: GTX Titan X and 

Titan Xp, from the Maxwell and Pascal microarchitectures, respectively. The experimental results show that the proposed 

methodologies are able to accurately and consistently classify the considered GPU applications in terms of their behaviour 

in performance, power and energy consumption. The proposed classification methodology allows finding a near-optimal pair 

of operating frequencies (core and memory), which can result on average energy-savings of 16% (20%), and on peak energy- 

savings that are as high as 36% (32%) on the Maxwell GPU (Pascal GPU). Additionally, in situations where a decrease in 

the processing performance is not allowed or highly discouraged, the proposed methodology is still able to find real oppor- 

tunities for energy-efficiency with a limited performance trade-off ( e.g. , < 10%), resulting in average energy-savings of 9% 

on the Maxwell GPU (16% on Pascal), although in some classes such savings can even be as high as 22% with only a 0.2% 

performance trade-off. Accordingly, the most significant contributions of this paper are the following: 

• Analysis of the impact of DVFS on the performance and power consumption of different types of GPU benchmarks on 

real hardware; 
• Novel application-classification scheme based on GPU performance and power metrics, able to characterize the impact of 

DVFS on the execution of different types of applications, for a wide range of GPU operating frequencies, validated with 

standard applications on real GPU devices; 
• Application of the proposed classification methodologies to optimize: (i) the consumed energy; (ii) the energy v.s. per- 

formance trade-off; and (iii) the exploitable energy-savings ranges. 

The rest of this paper is organized as follows. In Section 2 , the prevalent GPU architectures are briefly discussed, as well 

as the impact of DVFS on the performance and power consumption of different applications. Section 3 presents the pro- 

posed methodologies to classify GPU applications into classes with similar characteristics. Section 4 validates the proposed 

methodologies using a set of 35 standard applications. Finally, Section 5 applies the proposed methodologies to find the 

best operating frequencies for the different applications, in order to maximize the energy-savings. Section 6 compares the 

proposed methodology with the current state of the art, and finally Section 7 concludes the manuscript. 

2. Analysis of the DVFS impact on GPGPU applications 

Similarly to other computing systems, the architecture of current GPU devices allows for the different components to 

be clocked at distinct and independent frequencies. Fig. 1 presents a simplified representation of a modern GPU device, 
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Fig. 1. Existing frequency domains in modern GPU devices ( e.g. NVIDIA Kepler, Maxwell and Pascal GPUs). 

Fig. 2. DVFS impact on two distinct Rodinia applications on a NVIDIA GTX Titan X, where F CoreRef = 1164 MHz . 

containing two distinct frequency domains: the Graphics (or Core) domain and the Memory domain. 1 The Graphics domain 

includes both the streaming-multiprocessors (SMs) and the L2 cache, while the Memory domain includes only the device 

main memory, i.e. DRAM memory. Scaling the frequency of each domain can have different results on an application ex- 

ecution, largely depending on the considered application characteristics [27] . While it can be expected that a decrease of 

the core frequency ( F Core ) and voltage ( V Core ) will cause the kernel 2 execution time to increase ( T ∝ 

1 
F Core 

) and the resulting 

power consumption to decrease ( P dynamic ∝ V Core 
2 F and P static ∝ V e γV Core ), the application performance and power consump- 

tion over different frequencies are highly dependent on the way the application exploits each of the GPU subsystems. In 

fact, it has been shown that accurately predicting the impact of DVFS in the execution time or power consumption often 

requires the usage of complex predictive models [28,29] . Accordingly, it is important to understand the effects of DVFS on 

both the execution time ( t ) and power consumption (P), in order to be able to extract meaningful conclusions relative to 

the behaviour of the resulting energy consumption (E) over different frequencies ( E = P × t). 

To illustrate the referred problem, Fig. 2 presents one example with two applications that have their execution time 

affected very differently when the core and memory frequencies are scaled, namely Hotspot (from Rodinia) and Blackscholes 

(from CUDA SDK). For Hotspot (see Fig. 2 a), the kernel execution time always scales inversely with the core frequency ( F Core ). 

However, for the Blackscholes case (see Fig. 2 b), it is possible to maintain the overall kernel execution time while scaling 

down the core frequency, as long as the memory keeps operating at the higher frequency. It can also be observed that the 

effects of scaling the memory frequency in the execution time are also very different in the two applications. While for 

the Blackscholes ( Fig. 2 b) there is a significant increase in the execution time when the memory frequency is decreased, the 

performance of Hotspot ( Fig. 2 a) is not affected by the same change. 

1 This setup is currently used by several NVIDIA GPU microarchitectures, such as Kepler, Maxwell and Pascal. 
2 Kernel: routine to be executed in a massively parallel fashion on a GPU device by multiple threads. 
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Fig. 3. Examples of DVFS impact on overlapped instructions. The instructions pairs ( Mem1 , Comp1 ) and ( Mem2 , Comp2 ) require full synchronization. 

Accordingly, this manuscript proposes two separate methodologies to classify any application according to the impact 

of DVFS in the resulting execution time and power consumption. Finally, by combining the two approaches it is possi- 

ble to infer how the energy-consumption will change when the frequency of the cores and of the memory are scaled. 

Sections 2.1 and 2.2 describe the DVFS impact on the applications execution time and power consumption, respectively. 

2.1. DVFS impact on the applications performance 

The impact of DVFS on an application execution time is a complex problem that requires deep understanding of the GPU 

architecture. In particular, one of the GPU main design goals concerns the use of multiple groups of parallel threads ( warps 

in NVIDIA nomenclature) to hide instruction latency. However, in many applications it is not always possible to hide the 

instruction latency with other warps. Therefore, when analysing the applications performance, from the perspective of their 

bottlenecks and limiting factors, most works tend to consider two main types of applications [3,30,31] : (1) compute-bound , 

where the execution time is mainly determined by the performance of the processing components; and (2) memory-bound , 

where the execution time mainly depends on the bandwidth and latency of the memory hierarchy when satisfying memory 

access requests. Accordingly, the adopted setup in terms of the core and memory operating frequencies (F Core and F Mem 

) will 

result in different performance versus power patterns if a certain kernel is more memory-bound or more compute-bound. 

Moreover, while one kernel may be compute-bound at a certain operating frequency state, it may become memory- 

bound at different core and/or memory frequency states. To illustrate such condition, Fig. 3 a presents the relative weight 

variation of the memory and compute operations of one given kernel for three different scenarios. At frequency state (F C1 , 

F M1 ), the execution of both Mem1 and Comp1 instructions occur at the same time and both finish their execution at the 

same instant. In this example, the subsequent instructions Mem2 and Comp2 require full synchronization but since both 

instructions finish at the same time, the latency of the threads waiting to be issued is fully hidden by the threads currently 

executing. However, if the core frequency is increased to a higher value (F C2 ) and/or the memory frequency is decreased to 

a lower value (F M2 ) such that 
F M2 
F C2 

< 

F M1 
F C1 

, there will be a time interval where only the Mem instructions are executing on 

the GPU, meaning that there are not enough threads executing Comp instruction that can hide the latency of the threads 

waiting on pending memory operations. Hence, at frequency state (F C2 , F M2 ) the application is considered to be memory- 

bound, since its performance bottleneck depends on the latency of the memory operations. If, on the contrary, the operating 

frequencies were set to state (F C3 , F M3 ), such that 
F M3 
F C3 

> 

F M1 
F C1 

, the execution of the Comp instructions would be longer than 

the Mem instructions, meaning the performance is limited by the compute instructions, thus resulting in a compute-bound 

classification. 

As a result, the commonly used binary classification ( compute or memory-bound ) may not be valid for all combinations 

of frequency levels. In the remainder of this work an application is considered memory-bounded at frequency F Mem _ i if 

with that memory frequency, there is at least one core frequency (within the range allowed by the device) where the 

application performance is limited by the accesses to the DRAM. On the other hand, if with memory frequency set to F Mem _ i 

the application is never bounded by DRAM accesses (for all core frequencies), the application is considered to be compute- 

bounded at frequency F Mem _ i . 
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Fig. 4. DVFS-aware performance classes depending on the DRAM and Graphics utilization. 

In the two extreme scenarios, where the memory throughput is extremely low compared with the core ( 
F Mem 

F Core 
→ 0 ) or 

extremely high ( 
F Mem 

F Core 
→ ∞ ) it is trivial to classify any given application in the memory-bound and compute-bound classes, 

respectively. Accordingly, as the ratio 
F Mem 

F Core 
is decreased from ∞ (for example by fixing F Core constant and decreasing F Mem 

), 

more and more applications initially classified as compute-bound will start becoming memory-bound at each memory fre- 

quency level. Fig. 3 b presents one example of such a scenario, where the performance behaviour of four different kernels 

change as the memory frequency varies. It is important to stress that since all possible values of 
F Mem 

F Core 
can be achieved by 

fixing one of the values constant and scaling the other, for the sake of simplification the value of F Core is considered con- 

stant, without loss of generality. When the memory frequency is scaled down between any two frequency levels ( e.g. from 

F Mem5 to F Mem3 ), the amount of time required to satisfy all DRAM accesses will increase, and therefore, one of four possible 

scenarios will occur: 

1. Kernel 1: The application was already memory-bound at the highest memory frequency ( F Mem5 ), so it will remain 

memory-bound at any other lower memory frequency; 

2. Kernel 2: The application was well balanced as both the Mem and Comp instructions start and finish at the same time; 

since a decrease of the memory frequency will mostly affect the Mem instructions, the application will become memory- 

bound at F Mem3 ; 

3. Kernel 3: The application was compute-bound , but as soon as the memory frequency reduces to values lower than F Mem4 

the performance of the application starts being limited by the DRAM bandwidth, therefore being memory-bound at fre- 

quency F Mem3 ; 

4. Kernel 4: The application was compute-bound at F Mem5 and it remains compute-bound at the lower memory frequency 

F Mem3 . 

Hence, considering that one of the objectives of this work is to provide a DVFS-aware classification for the resulting 

performance of GPU applications, this classification must be able to characterize how the execution time of each application 

changes when core and memory DVFS is applied. Therefore, the proposed methodology to characterize the impact of DVFS 

in the applications performance will have to depend on the memory frequency levels of the GPU device. 

Since GPU devices do not provide any performance counters that immediately define what type of application is running 

and how its execution is affected by frequency scaling, it is important to choose the relevant counters that can be used 

to indirectly infer this information. The impact of DVFS in the execution time of an application depends mostly on how 

it utilizes the GPU resources. In particular, since GPU applications are usually able to exploit the inherent parallelism of 

the device, the applications execution time is a result of the overlap of the several instructions executed by the multiple 

warps. Since the memory and compute instructions are generally overlapped during the execution, the impact of DVFS on 

an application performance will be dependent on the utilization of both the Memory and Graphics resources. Additionally, 

since different instructions can be executed on distinct functional units of the Graphics domain (single precision, double 

precision, special function, load/stores, etc.), the utilization of the Graphics domain resources will be mostly related with 

the component with the highest utilization of that domain. Hence, depending on the utilization ratio of the Memory and 

Graphics resources( DRAMUtil . 
GraphicsUtil . 

), different classes of applications can be considered. By taking into consideration which of the 

two GPU domains is more dominant, such classes can be grouped in three main levels (see also Fig. 4 ): 

1. Applications that are memory-bound at the highest allowed memory frequency level ( F Mem _ high ), and therefore at all other 

lower memory frequency levels if they exist (see Class TA in Fig. 4 ). These applications have a very high DRAM utilization 

and their execution time is highly affected by changes in the memory frequency. Additionally, as a consequence of the 

compute instructions being often stalled due to memory dependencies, they are also characterized by a low utilization 

of the major graphics components (shared memory, floating-point units, etc.). 

2. Applications that are compute-bound at F Mem _ low 

, and therefore at all other higher memory frequency levels. The execu- 

tion of these applications is not significantly affected by changes in the memory frequency, but it is highly dependent on 
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Table 1 

Power consumption for matrixMul- 

CUBLAS kernels with different iterations. 

15 iters 1500 iters 

(3505, 975) 226 W 239 W 

(810, 595) 116 W 120 W 

the core operating frequency. Such applications (see Class TC in Fig. 4 ) are characterized by a high graphics utilization 

and a low memory utilization. 

3. Applications that scale with both memory and core frequencies (see Class TB in Fig. 4 ). If multiple memory frequency 

levels are available, it is possible to subdivide this class into multiple classes, which will include the applications that 

are compute-bound at F Mem _ high and change to memory-bound at the lower memory frequency levels. By considering one 

distinct class for each additional memory frequency level, it will allow the distinction between applications that become 

memory-bound at different memory frequency levels, resulting in better accuracy in the characterization. 

Section 3 will detail further how the boundaries between the classes can be obtained, with an example of the utilization 

of the proposed approach on a real GPU device. 

2.2. DVFS impact on the applications power consumption 

As it was previously seen, the execution of instructions on different components of the GPU is often partially or fully 

overlapped. However, the power consumption of the several different components cannot be hidden or masqueraded, and 

must be always combined together in order to obtain the total power consumption of the GPU. 

When considering the instantaneous power consumption (P Total ) [18] of a CMOS circuit, one must take into account 

both its dynamic (P Dynamic ) and static (P Static ) fractions, as P Total = P Dynamic + P Static . Additionally, when considering both 

voltage and frequency scaling, these two fractions of the total power consumption have different scaling behaviours, as 

P Dynamic ∝ V 

2 F [32] and P Static ∝ V ̂  I leak [33] , where F denotes the operating frequency, V the chip supply voltage and 

ˆ I leak is the 

normalized leakage current for a single transistor, dependent on the threshold voltage ( V th ) and on the temperature. These 

formulations relate to the instantaneous power consumption of each separate device component. In a device with more than 

a single frequency domain ( e.g. GPU) the total power consumption can be expressed as: 

P GPU = P Graphics ( F core , V core ) + P Memory ( F mem 

, V mem 

) , (1) 

where P Graphics and P Memory represent the power consumption of the graphics and memory domains, respectively. In fact, 

each of these parts can be further decomposed into the several parcels of the power that is consumed by each of the in- 

ternal components of that domain (processing cores, LD/ST units, shared memories, L2 cache, etc). However, since device 

manufacturers do not fully disclose the design of each architecture, several of the parameters that are required for an accu- 

rate power modelling are usually unknown. Additionally, it is not easy to measure or infer the instantaneous static/dynamic 

power parcels in current GPU devices. In fact, most modern GPUs only provide one single counter to report the instanta- 

neous power consumption of the whole GPU board, combining information from multiple contributing domains (Memory 

and Graphics) in an undisclosed manner, making it a very hard task to distinguish all the separate effects contributing to 

that value. Accordingly, this work will not focus on characterizing each individual parcel of the power consumption of a 

given application, but rather the average total, at the device level, during the whole application execution. 

Finally, to analyze DVFS impact, this work focuses on the relative difference in the GPU power consumption between 

the different frequency levels. The proposed methodology does not take into account the influence of temperature in the 

GPU power consumption. While taking it into consideration could potentially be beneficial when creating a power model of 

the architecture (since the value of leakage current ˆ I leak quadratically increases with temperature [18] ), it is less significant 

when classifying the impact of DVFS on the power consumption ( i.e. , the relative change in power consumption). 

As an example, Fig. 5 presents the power consumption and temperature of the GTX Titan X GPU during the execution of 

two variations of the same application, on two frequency configurations: ( F Mem 

= 3505 MHz, F Core = 975 MHz) and ( F Mem 

= 

810 MHz, F Core = 595 MHz). The two applications execute the same matrixMulCUBLAS kernel, repeated a different number 

of times (15 and 1500), thus leading to different GPU active times. It can be seen that, as expected, the application running 

for a longer period of time causes the GPU temperature to increase, which in turn increases the GPU power consumption. 

However, although there is a power consumption increase due to temperature variations (up to 13W at the highest frequency 

setting, as shown in Table 1 ), when looking at the relative changes in the power consumption, the impact of the temperature 

is almost non-existent (see Fig. 6 ), which means the two applications can be classified similarly. 

Regarding the effects of DVFS, Fig. 7 presents an example of the overlap (in time) of the memory and computational 

instructions of two ideal applications, and how the total execution time of each application is affected by core frequency 

scaling (in both examples, the memory voltage and frequency levels are fixed to a constant value). The application with 

higher DRAM utilization (see Fig. 7 a) has its execution mostly dominated by the memory accesses, specifically to DRAM. 

Since in this example only the F Core is changing (decreasing), the instantaneous power consumption remains constant for 
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Fig. 5. GPU power consumption and temperature obtained during the execution of the matrixMulCUBLAS kernel with square matrices of size 8192 with two 

different durations (with 15 and 1500 repetitions of the kernel, i.e. with 6 and 330 seconds, respectively). Here are presented the results for two distinct 

GPU configurations on the Titan X GPU: ( F Mem = 3505 MHz, F Core = 975 MHz) and ( F Mem = 810 MHz, F Core = 595 MHz). 

Fig. 6. Power consumption for matrixMulCUBLAS kernels with different number of iterations, on NVIDIA’s GTX Titan X. 

all components whose utilization is not changed by the core frequency downscaling, which includes both the static and 

dynamic power consumption of the components in the memory domain. Furthermore, since the total execution time ( T ) does 

not change, the average power consumption of these components will also remain constant. On the contrary, the graphics 

domain will be highly affected by the core frequency downscaling, resulting in an increase of the execution time of the 

compute instructions ( T 2 ). In fact, by taking into account the previous considerations relative to the instantaneous power, 

it can be expected that the power consumption will downscale on the components utilized by the compute instructions. 

By combining all the effects (F Core and V Core downscaling), the average power consumption is expected to decrease with 

F Core V Core 
2 . 

On the other hand, the application with high SM utilization (see Fig. 7 b) presents an increase of its total execution time 

(from T to T ′ ) when the core frequency is decreased. Similarly to the previous case, the instantaneous power consumption of 
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Fig. 7. Expected impact of DVFS on the execution time of two ideal applications (in both cases F Mem is constant). 

Fig. 8. DVFS-aware power classes depending on the DRAM and Graphics utilization. The example power consumption curves were obtained on NVIDIA’s 

GTX Titan X, for the Blackscholes, Lud, spmv and GEMM benchmarks. 

the SM components will downscale with F Core V Core 
2 . However, since the performance bottleneck is now associated with the 

compute instructions, the observed increase of the total execution time will increase their contribution to the total power 

consumption of the device. In other words, the contribution of the memory components to the power consumption of the 

whole application will decrease, since the same number of memory operations is being executed, but scattered for a longer 

period of time, as the memory components now spend more time idling than before ( T 4 decreases and T 5 increases). This 

will result in a greater decrease of the average power consumption than the previous F Core V Core 
2 . 

A similar approach could be applied to analyse the impact of memory frequency scaling in the average power con- 

sumption of different applications, also resulting in two distinct behaviours depending on how the GPU resources are being 

utilized. Accordingly, depending on the combined resource utilization of the two GPU domains, it is possible to identify the 

classes presented in Fig. 8 . The definition of each proposed class, depending on how their power consumption changes with 

the frequency of the cores and memory, is: 

1. Class PA: higher sensibility to memory frequency changes, lower sensibility to core frequency changes; 

2. Class PB: higher sensibility to memory frequency changes, higher sensibility to core frequency changes; 

73



J. Guerreiro et al. / Parallel Computing 83 (2019) 93–117 101 

Fig. 9. Overview of the proposed procedure to classify the DVFS impact on the performance/power consumption of GPU applications. 

3. Class PC: lower sensibility to memory frequency changes, lower sensibility to core frequency changes; 

4. Class PD: lower sensibility to memory frequency changes, higher sensibility to core frequency changes. 

Unlike the performance characterization, the number of identified classes in this characterization does not need to scale 

with the number of memory frequency levels available in the GPU device. The only special case is when there is only 

one memory frequency available (rare case in modern GPU devices), in which there is no need to characterize applications 

regarding the impact of memory frequency downscaling on their executions, therefore only being possible to identify two 

classes (Classes PA and PB ). 

By taking into consideration the set of observations laid out in this section, the following section applies the proposed 

generic performance and power classification to a real GPU device, and derives a methodology to obtain the boundaries of 

the performance and power classes ( Section 3.2 ). 

3. Application characterization procedure 

The description of the conceived methodology to obtain the performance and power-aware characterizations of any given 

application will be conducted by using a representative example using a NVIDIA GTX Titan X GPU. The selection of this par- 

ticular GPU device to test the impact of DVFS on the applications execution arises not only from its greater offer of different 

core frequency levels (43 non-idle levels) and memory (DRAM) frequency levels (3 non-idle levels), but also because it 

provides a convenient interface to measure the power consumption at runtime. 

Fig. 9 presents an overview of the proposed procedure to classify the DVFS impact on the performance (or power- 

consumption) of GPU applications. To train the classifiers a collection of synthetic benchmarks is used, with their execution 

time and power consumption measured at all allowed operating frequency levels. In order to characterize how each appli- 

cation is stressing the GPU components, a group of hardware performance events is also measured at a single (reference) 

operating frequency. Based on the gathered metrics, an hierarchical clustering algorithm is used to define the class of each 

synthetic benchmark, used later in the supervised training of the neural-network classifier. Once the classifier is trained, it 

allows the characterization of that given architecture and how DVFS impacts the execution of different types of applications. 

The following sections further detail each of the steps of the procedure presented in Fig. 9 . 

3.1. Synthetic benchmarking and profiling 

In order to classify any given application it is first necessary to characterize the adopted GPU device, more specifi- 

cally how DVFS impacts the execution time and power consumption of different types of applications. This is usually done 

through the execution and profiling of a controlled set of synthetic benchmarks designed for this specific purpose. Accord- 

ingly, and since the DVFS impact on the application execution is related to how the resources of the Graphics and Memory 

domains are utilized, different benchmark applications need to be created, with varying levels of utilization of the two GPU 

domains. 

Fig. 10 presents the basic structure of one of the developed synthetic GPU kernels. By executing multiple kernels with 

distinct values of the NUM _ ITERS parameter, different combinations with different ratios between the number of memory 

accesses and the amount of computations can be tested. Each synthetic benchmark was executed at all supported frequency 

levels, during which the execution time and power consumption were accurately measured, in order to evaluate how each 

application is affected by frequency scaling. The utilization of the several GPU resources by the different kernels was also 

quantified, by measuring several hardware performance events during the execution of each kernel. However, unlike the 

execution time and power consumption, these values are measured at a single frequency level. Since the highest operating 
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Fig. 10. Example PTX code from one of the developed synthetic kernels. 

Table 2 

Metrics used in the DVFS-aware performance and power classification methodologies. 

Metric name Description Used in 

Performance Power 

DRAM Transactions Number of reads and writes to DRAM memory YES YES 

L2 Transactions Number of reads and writes to L2 cache YES YES 

Shared Transactions Number of reads and writes to shared-memory YES YES 

FU Single Utilization † level of the single-precision function units YES YES 

FU Double Utilization † level of the double-precision function units YES YES 

FU Special Utilization † level of the special function units YES YES 

FU Texture Utilization † level of the texture function units NO YES 

Registers Number of registers used per thread NO YES 

Occupancy Ratio of active warps on an SM with the maximum NO YES 

number supported by the SM 

† Utilization: Ratio of the experimentally achieved throughput of each unit with respect to the theoretical 

peak. 

frequency level is the one that usually provides the best-performance, the performance events were measured at this level 

(on GTX Titan X: F Mem 

= 3505 MHz and F Core = 1164 MHz). 

The impact of DVFS in the performance and power-consumption of applications is in both cases dependent on how 

the GPU components are being utilized. However, the components most relevant and how to take them into account may 

differ between the two classifications. While in the performance classification the interesting metrics refer to the utilization 

of the most predominant components, i.e. the ones with higher probability to be limiting the performance, in the power 

classification the considered metrics are the aggregate utilization of all components, since the device power consumption is 

the sum of the power consumption of each individual component. Additionally, the components with the greatest influence 

on the performance may also differ from those with the highest influence on the power consumption (see [19,20,34] ), i.e. 

the performance metrics that will be utilized for the two classification methodologies may be different. 

The set of performance counters that were used to quantify the utilization of the two GPU domains in the NVIDIA GTX 

Titan X GPU are presented in Table 2 . The number of registers used per thread can be obtained at compile time by using the 

nvcc compiler [35] , while the remaining performance counters can be measured using the nvidia profiler ( nvprof ) [36] during 

the execution of the kernels. The DRAM bandwidth is computed as follows: 

DRAM Bandwidth = 

DRAM Transactions × Transaction _ width 

Execution _ time 
, (2) 

where DRAM Transactions and Execution _ time are measured by the profiler, while Transaction _ width is a characteristic of the 

GPU microarchitecture. The shared-memory and L2 bandwidths are computed similarly. The quantification of the DRAM and 

Graphic domains utilization that are used in the proposed DVFS-aware performance classification are computed as follows: 

DRAM Util = 

DRAM Bandwidth 

DRAM Peak _ Bandwidth 

(3) 

Graphics Peak _ Util = max 
All _ components 

{ δi · Utilization i } (4) 
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Fig. 11. Performance and Power characterization of synthetic GPU benchmarks on NVIDIA’s GTX TITAN X. 

For the DVFS-aware power classification, the Graphics domain utilization is computed as follows: 

Graphics Agg _ Util = 

1 ∑ 

i ω i 

All _ components ∑ 

i 

ω i · Utilization i (5) 

The values of the coefficients δi and ω i , in Eqs. (4) and (5) , are architecture specific and correspond to the weight of 

the component i to the overall performance (or power consumption) of the Graphics domain. The determination of these 

parameters can be done through proper modelling of the architecture, as previously suggested in [34] (valid for GPUs from 

the Fermi microarchitecture). Nevertheless, for the sake of simplification, the rest of this manuscript will assume δi = ω i = 1 . 

3.2. Defining the class boundaries 

After the execution and profiling of all the synthetic kernels, it is possible to group the benchmarks according to the 

DVFS impact on their execution. In order to separate them into clusters with similar characteristics, a clustering approach is 

used. Although multiple algorithms can be used in this context, techniques leading to spherical clusters were avoided ( e.g. , 

K-Means). The hierarchical clustering technique was selected, since it directly specifies a hierarchy of groups and therefore 

simplifies the selection of the optimal number of clusters. 

The set of features used by this clustering procedure are the resulting changes in the execution time (or power con- 

sumption), caused by memory and core frequency scaling, i.e. the value of the increase (or decrease) of the execution time 

(or power consumption) in each frequency level, relative to the one achieved at the reference frequency configuration (on 

GTX Titan X: F Mem 

= 3505 MHz and F Core = 1164 MHz). During this hierarchical clustering procedure, the euclidean distance 

( distance metric ) is used to quantify the similarity between applications and the Ward’s criteria ( linkage criteria ) is used for 

cluster merging, since it minimizes the within-cluster variance. The considered cut in the tree was performed in order to 

obtain the desired number of classes. As previously stated, in order to accurately identify the benchmarks that transition 

from compute-bound to memory-bound at each memory frequency level, the total number of performance classes is related 

with the number of memory frequencies available in the GPU device. On this particular GPU device, the performance classi- 

fication will consider four classes of applications, namely two extreme classes TA and TC (hereafter referred to as T1 and T4 ) 

and two middle classes T2 and T3 , corresponding to two subdivisions of TB in Fig. 4 ), associated with the two lower mem- 

ory operating frequencies. For the power classification the suggested set of classes (4) will be considered ( P1 - P4 ). Fig. 11 a 

presents the result of the hierarchical clustering using the power consumption features. 

Finally, for each classification methodology (performance or power), after all the synthetic benchmarks have been as- 

signed to one of the four clusters, a classifier must be trained to allow the classification of new (unseen) applications. Al- 

though multiple algorithms exist in the literature, neural networks (NN) are herein adopted due to their recognized capacity 

to model complex non-linear problems. In order to validate the classifier the set of synthetic benchmarks is randomly di- 

vided into two subsets: training-set and validation set. Hence, a neural networks topology with two fully-connected hidden 

layers was devised, where the sigmoid function is used as the activation function on all neurons. The performance network 

has layer sizes 40 and 10, while the power network has layer sizes 20 and 40. The input nodes are then fed with the values 

of the Graphics and Memory resource utilizations, with the neural network being trained to identify the classes assigned 

during the hierarchical clustering stage. 

Figs. 11 b and c depict the set of synthetic benchmarks used for the performance and power classifications, respectively, 

as well as the obtained classes and their respective boundaries. It can be seen that, for the performance classification the 

DVFS impact on the performance is solely dependent on the ratio DRAMUtil . 
GraphicsUtil . 

, resulting in linear boundaries, while for the 

power classification this relationship is not linear. 

It is important to stress that given the small sizes of the neural-networks, the time required to train is relatively small. In 

fact, the biggest effort in the training phase of our classification methods is in the execution of all the synthetic benchmarks 
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on the available frequency configurations. Nonetheless, this is a step that is performed once (offline) and therefore will 

not have any impact in the application execution time. During application execution, it is only necessary to run the neural 

network for inference, corresponding, on average, to less than a second on an Intel i7 4500U processor. 

3.3. Extension to other architectures 

While the proposed methodology mainly considers a NVIDIA GPU from the Maxwell microarchitecture, it is possible 

to make some considerations regarding its extension to other architectures. The proposed approach assumes that the GPU 

device has two independent frequency domains, which is the case for all recent GPU devices (both NVIDIA and AMD). 

Since the execution of the synthetic benchmarks tries to cover a considerable range of possible combinations of resource 

utilization from the two GPU domains, it is possible to adapt the executed set to the considered GPU device. Additionally, 

as it was previously mentioned, the suggested number of performance classes depends on the available number of memory 

frequency levels on the considered device (see Section 2.1 ). On the other hand, the number of suggested power classes, 

for any GPU with more than a single memory frequency levels is four (see Section 2.2 ). However, if future GPUs continue 

increasing the number of allowed memory and core frequency levels, it is expectable that the number of classes should be 

increased as well. When considering a different number of classes than those considered in this section, convenient changes 

should also be applied to the hierarchical clustering stage, specifically, in the cut-off point of the dendrogram tree, in order 

to obtain the desired number of clusters. 

Accordingly, given the generality of the proposed methodologies, it is clear that they can be straightforwardly extended 

to other GPUs. In fact, given the current evolution trend of NVIDIA GPUs, it is expected that the proposed approach will 

only keep getting more interesting, since every new generation has been introducing larger ranges of allowed frequencies 

for both the core and memory domains. 

4. Validation of the classification algorithms 

To evaluate the proposed methodology, several CUDA-based application benchmarks from the Parboil [22] , Rodinia [23] , 

SHOC [24] , Polybench [25] and CUDA SDK [26] suites (see Table 3 ) were executed on two GPU devices from different NVIDIA 

microarchitectures: GTX Titan X (Maxwell microarchitecture) and Titan Xp (Pascal microarchitecture). The Maxwell GPU 

(Pascal GPU) provides a user-level interface to scale the core operating frequency between different levels, within the 595- 

1164MHz (582-1911MHz) range, and the DRAM frequency in 3 (2) non-idle levels: 810, 3300 and 3505 MHz (5705 and 

4705 MHz). Additionally, at the lowest memory frequency, i.e. 810 MHz, the GTX Titan X GPU allows to further downscale 

the core frequency into 21 additional levels, down to 135 MHz. In both GPUs, the default frequency setup corresponds to 

a dynamically managed frequency state, denoted as Auto-boost [37] , used to boost the applications performance, by in- 

creasing GPU core and memory frequencies when sufficient power and thermal headroom is available. Notwithstanding, to 

apply the proposed performance and power classification model, it is herein assumed that the GPU operates at the highest 

user-controlled core and memory frequency levels (i.e., F Mem 

= 3505 MHz and F Core = 1164 MHz for the Maxwell GPU and 

F Mem 

= 5705 MHz and F Core = 1911 MHz for the Pascal GPU). Hence, each benchmark is only executed at such reference 

frequency level, where the performance counters values were measured using the NVIDIA Profiler [36] . Accordingly, based 

on: (i) the gathered values of the performance counters; (ii) the proposed classification scheme (see Fig. 9 ); and (iii) the 

classifiers trained using the synthetic benchmarks (see Figs. 11 b and c), each application was subsequently classified in one 

performance class and one power class. 

Finally, to validate and evaluate the attained classifications, each application was also executed at all user-controlled 

memory and core frequency levels, including with the activation of the Auto-boost feature. At each frequency configuration, 

the execution time of applications was accurately measured using the NVIDIA Profiler [36] and the GPU power consumption 

was obtained using the NVML [38] library, which is a C-based API that allows amongst other things, monitoring the state 

of the GPU. In some NVIDIA GPU devices, as is the case for both the considered devices, it is possible to use NVML to 

get the current power draw of the device. Through experimental testing, it was determined that the refresh rate of the 

values obtained using NVML is about 100ms. Accordingly, a GPU power measuring tool was implemented, which samples 

the GPU power draw every 25 ms. The kernels from the applications with smaller execution times were repeated until each 

kernel was executed for at least 1s, in order to increase the accuracy of the measured samples. The power consumption of 

each kernel was computed as the average of all gathered samples. For applications with multiple kernels, the total power 

consumption was obtained by averaging the consumption of each kernel weighted with the relative execution time of each 

kernel. In order to guarantee the integrity of the measurements taken, all applications (both synthetic and real) are executed 

10 times. The values presented correspond to the average results over all the executed runs. 

Sections 4.1 and 4.2 present the results of the proposed performance and power classification methodologies, respectively, 

while Section 4.3 presents the results of combining the two approaches in order to obtain a DVFS-aware energy classification 

of GPU applications. 
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Table 3 

Summary of the considered application benchmarks. 

Application Suite Input 

Blackscholes CUDA SDK Default 

conjugateGradientUM CUDA SDK N = 1048577600 

matrixMulCUBLAS CUDA SDK A(6720,5120)xB(5120,3520) 

simpleCUFFT CUDA SDK signal_size = 50 0 0 0 0 0 0 

CUTCP Parboil Large 

Histogram Parboil Large 

LBM Parboil Long 

2MM Polybench Default 

3DCONV Polybench Default 

3MM Polybench Default 

CORR Polybench Default 

COVAR Polybench Default 

FDTD-2D Polybench Default 

GEMM Polybench 2048 ×2048 

GRAMSCHM Polybench Default 

SYRK Polybench Default 

Backprop Rodinia 655360 

CFD Rodinia missile.domn.0.2M 

Gaussian Rodinia 2048 ×2048 

Hotspot Rodinia 1024, 2, 10,0 0 0 

K-Means Rodinia 30 0 0 0 0 0_34f.txt 

LUD Rodinia 8192 ×8192 

ParticleFilter_Float Rodinia -x 256 -y 256 -z 80 -np 50,0 0 0 

ParticleFilter_Naive Rodinia -x 256 -y 256 -z 80 -np 50,0 0 0 

Srad_V1 Rodinia 4096 ×4096 

Srad_V2 Rodinia 4096 ×4096 

Streamcluster Rodinia Default 

BFS SHOC -passes 100 -size 4 

FFT SHOC -passes 100 -size 4 

MD5Hash SHOC -passes 5 -size 4 

Reduction SHOC -iter 10 0 0 -passes 1 -size 4 

S3D SHOC -passes 100 -size 4 

Sort SHOC -passes 100 -size 4 

SPMV SHOC -iter 400 -passes 1 -size 2 

Stencil2d SHOC -passes 1 -num-iters 100 -size 4 

Fig. 12. DVFS-aware performance classification of the tested applications depending on the utilization of the DRAM and Graphics domains, on GTX Titan 

X (Maxwell) with F Mem = 3505 MHz and F Core = 1164 MHz. 

4.1. Performance classification 

Fig. 12 presents the computed values for the DRAM Util and Graphics Peak _ Util for all tested applications and how they are 

classified in the GTX Titan X GPU device according to the previously trained classifier (see Section 3 ). Additionally, Fig. 13 

presents how the execution time of the applications of each resulting class is affected by the core and memory frequency 

downscaling, with the presented values being normalized to the execution time of each application at the reference fre- 

quency state. To simplify the analysis of the results, a dashed line was added to the graphs in order to show the expected 

5. DVFS-Aware Application Classification to Improve GPGPUs Energy Efficiency
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Fig. 13. DVFS-Aware Performance classes on GTX Titan X (Maxwell), with F Ref = 1164 MHz. The execution times are normalized to the value at F Mem = 3505 

MHz and F Core = 1164 MHz. 

execution time variation for a perfect compute-bound application, where T ∝ 

1 
F Core 

. Finally, a set of markers (1–5) was were 

also added to the figure, to highlight the main takeaways from the results. 

By analysing the results presented in these graphs, it can be concluded that although this device has three memory fre- 

quency levels, they are not uniformly separated. In fact, the two highest memory frequency levels (3505 and 3300 MHz) are 

so close to each other (only 6% different) that the performance results of all applications did not significantly change be- 
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Fig. 14. DVFS-aware performance classification of the tested applications depending on the utilization of the DRAM and Graphics domains, on GTX Titan 

X (Maxwell) with F Mem = 3505 MHz and F Core = 1164 MHz. 

tween these two levels. Notwithstanding, as there are more significant differences in the power domain, these two memory 

levels will be exploited in Section 5 to attain energy savings. 

On the other hand, when analysing the classification results, a set of important observations are attained, which clearly 

justifies the partitions of the applications in these four classes. In particular, by observing marker (1) , it can be seen that 

when F Mem 

= 3505 MHz, for the highest core frequencies (above 1013 MHz, i.e. F Ref / F Core < 1.15), the applications in class T1 

have a variation of their execution time that is lower than the core frequency variation. Hence, at this memory frequency, 

these applications are considered memory-bound . However, at F Core = 1013 MHz ( F Re f /F Core = 1 . 15 ), these applications start 

having their execution time scaling at the same rate as the core frequency (see Fig. 3 a). When the memory frequency is 

scaled down to 810 MHz (see (2) in Fig. 13 ), there is a significant drop-off in the performance of these applications, which is 

expected since they have very high DRAM utilization (see T1 in Fig. 12 ). Also, as expected at this lowest memory frequency, 

the range of core frequencies where these applications have negligible performance drop-off is increased, since it means that 

at a lowest memory frequency the core frequency needs to be further decreased for the Graphics components to become 

the performance bottleneck. 

Class T2 composes the applications that are compute-bound at F Mem 

= 3505 MHz (see (3a) in Fig. 13 ), since their execu- 

tion time always scales with F Core ). However, these applications are memory-bound at F Mem 

= 810 MHz (see (3b) in Fig. 13 ), 

since for high core frequencies the execution time does not scale with F Core . Additionally, the execution time of these appli- 

cations also significantly increases when the memory frequency is decreased to the lowest level. However, in a lesser extent 

than the applications from cluster T1 (compare (2) and (3b) in Fig. 13 ), which is consistent with their smaller utilization of 

the DRAM resources (see T2 Fig. 12 ). 

Furthermore, Class T3 includes the applications that have their execution time scaling with both core and memory fre- 

quencies. However, while the same could be potentially said about the applications in the T2 class, the applications in T3 

always have their execution times scale with the core frequency (even at F Mem 

= 810 ), which is not the case for the ap- 

plications in T2 (compare (4a) and (4b) in Fig. 13 ). The behaviour of many of the T3 applications is a result of their low 

occupancy of the GPU resources, resulting in a sequential execution of many instructions. 

Finally, class T4 comprises all the applications that can be considered compute-bound at all memory frequency levels (see 

the markers (5) in Fig. 13 ), as their execution time always scales inversely with the core frequency and never scales with the 

memory frequency (less than 1% performance change when the memory frequency is changed from 3505 MHz to 810 MHz). 

Again, it is important to stress that this methodology allows the classification of GPU applications into classes that char- 

acterize their performance at all frequency levels, by using the information obtained from their execution at a single core 

frequency in a real hardware device. 

4.2. Power-aware classification 

Fig. 14 presents the utilization level of several components of the Graphics and Memory domains for the tested applica- 

tions and how they are classified according to the proposed power-aware classifier (for the Titan X GPU device). The impact 

of DVFS in the power consumption of the applications of each class is presented in Fig. 15 . As it was the case for the per- 

formance characterization, all values are normalized to the power consumption at the reference frequencies. The dashed 

line shows the core frequency variation at each level, i.e. applications that follow the line have power consumption scaling 
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Fig. 15. DVFS-Aware Power classification on GTX Titan X (Maxwell), with F Ref = 1164 MHz. The power consumptions are normalized to the value at F Mem = 

3505 MHz and F Core = 1164 MHz. 

linearly with F Core , while applications with a power consumption variation below this line have super-linear scalability with 

F Core . 

Each of the resulting classes displays different degrees of sensitivity to variations in the core and memory frequencies. 

In particular, when comparing the applications relative power consumption and when F Mem 

decreases from 3505 MHz to 

810 MHz (at F Core = F Ref ) - compare the markers (1) in Fig. 15 - it can be perceived that applications from classes P1 and 

P2 have an higher degree of sensitivity to memory frequency changes, since they achieve power consumptions in the range 

from 70% to 50% of the reference consumption (corresponding to power-savings between 30% and 50%). On the other hand, 
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Fig. 16. DVFS-Aware energy classification on GTX Titan X (Maxwell). 

applications from classes P3 and P4 display a lower degree of sensitivity to memory frequency changes, since they only 

achieve power-savings between 10% and 30%, when the memory frequency is decreased between the same values. 

When analysing the applications power consumption sensitivity to core frequency variations, it can be concluded that, 

applications from classes P1 and P3 display a lower degree of sensitivity than applications from classes P2 and P4 . In 

particular, by comparing the applications power consumption variation at F Mem 

= 3505 MHz with the dashed line (see the 

markers (2) in Fig. 15 ), it can be observed that the applications from classes P1 and P3 present a linear or sub-linear scaling 

with the dashed-line in the range F Ref / F Core ∈ [1; 1.25]. On the other hand, for the same core frequency range, applications 

from classes P2 and P4 show a super-linear power consumption drop-off. 

The exception to such trend is presented in Class P2 , for the matrixMulCUBLAS benchmark, which does not fit the profile 

of the remaining benchmarks (see the marker (3) in Fig. 15 ). Upon further inspection, it was observed that, during the 

execution of this kernel at the higher frequency levels, the power consumption of the GPU reaches very high levels (close 

to the device power cap of 275 W), thus suggesting the effect is due to internal GPU power control mechanisms. Since the 

values presented in Fig. 15 are normalized to the maximum power consumption, which for the matrixMulCUBLAS benchmark 

is limited by the device capabilities, the results will be skewed. 

4.3. Energy-aware classification 

Since, on the GTX Titan X GPU, the proposed methodologies give rise to four performance classes and four power clas- 

sifications for this specific GPU device, it can be defined a set of 16 energy classes. However, it is observed that the set of 

tested benchmarks are classified into only 10 out of those 16 classes. Since both performance- and power-aware classifica- 

tions are considering the resource utilization of the Graphics and Memory domains, even though they use different ways to 

combine the utilizations of the several components, many of the combinations between performance and power classes are 

very hard to achieve. The results of the obtained 10 energy-aware classes are presented in Fig. 16 , where it is presented the 

energy-savings of all applications for all available frequency levels. The energy-saving ( R ) at frequency state ( F Core , F Mem 

) is 
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Fig. 17. DVFS-Aware energy classification on Titan Xp (Pascal). 

computed in the following way: 

R (F Core , F Mem 

) = 

E re f − E(F Core , F Mem 

) 

E re f 

, (6) 

where E ref is the energy consumption at the reference frequencies ( F Mem 

= 3505 MHz , F Core = 1164 MHz). 

Fig. 17 presents the obtained energy-aware classes of applications on the Titan Xp GPU (Pascal microarchitecture). Since 

in this device there are only two memory frequency levels, the proposed classification methodology will result in three 

performance classes. Combining these classes with the four power classes will ultimately result in 12 energy classes, some 

of which will again be unoccupied. The larger range of operating core frequencies available in this GPU device (compared 

with Maxwell GPU), results in a larger range of core frequencies where the applications with very high DRAM utilization 

(Class E1 ) decrease power consumption without losing performance: from 1911 MHz down to 1404 MHz ( vs. 1164-1013 MHz 

on Maxwell). On the other hand, the lack of a low memory frequency level results in less interesting energy-savings oppor- 

tunities for applications with high graphics utilization and low DRAM utilization (Class E12 ). 

As it can be seen, by combining the results of the two proposed classification methodologies, a set of classes that suc- 

cessfully group together applications with similar energy consumption curves can be obtained. The result of this classifica- 

tion can be used in many different ways to maximize the energy-efficiency of computational systems, some of which are 

proposed in Section 5 . 

5. Application-aware DVFS 

By providing a systematic mechanism to characterize the impact of DVFS on the energy-consumption of any GPU appli- 

cation, the proposed DVFS-aware classification methodologies create many interesting opportunities to improve the energy- 

efficiency of HPC systems. In fact, since the impact of DVFS on the energy consumption combines the performance and 

power classifications of the application, by considering the average trend among all applications in the class, it is possible 

to predict how the energy consumption of each application will change with the frequency scaling of each GPU domain. 

Sections 5.1 and 5.2 address two different ways to use these classification methodologies, namely to choose the best op- 

erating frequencies (core and memory), in order to solely maximize energy-savings or to try to maximize energy-savings 

without decreasing the performance more than a defined threshold. Section 5.3 addresses another possible usage of these 

classification methodologies, that combines the predicted frequency ranges with the energy-savings, in order to select the 

most convenient operating frequency for a scenario where multiple distinct applications are simultaneously running on the 

GPU device. 

5.1. Optimal frequency for maximizing energy-savings 

Just as the impact of DVFS in the energy consumption of applications within the same class is very similar between 

them, it can also be observed that, all applications of the same class have the same (or very similar) optimal operating 
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Fig. 18. Achieved energy-savings for the selected and optimal frequency levels, on GTX Titan X (Maxwell). 

frequencies (memory and core frequencies that minimize the energy consumption on that device). Hence, by considering 

the average of the optimal frequencies from the synthetic benchmarks of each class (referred in this section as selected 

frequencies), it is possible to attain significant energy-savings. Accordingly, Fig. 18 A depicts the optimal core and memory 

frequencies for each application executed on GTX Titan X, as well as the selected per-class core and memory frequencies. 

As expected, applications with very high core utilizations (classes E10, E11, E12, E15 and E16 ) are able to decrease the 

memory frequency to the minimum value, while applications with high DRAM utilization (classes E1 and E2 ) require the 

memory frequency to be set to the highest value. 

On the other hand, it is interesting to note that contrary to what one might expect, the applications from the class E1 

(High DRAM / Low Graphics) have higher optimal core frequencies than the applications from class E16 (Low DRAM / High 

Graphics). The former group of applications are able to downscale the core frequency (with F Mem 

= 3505 MHz) in order 

to achieve a lower energy consumption, while the applications from class E16 are able to decrease the core frequencies 

even further (with F Mem 

= 810 MHz), which is a result of the interaction between the two power components from Eq. 1 . 

However, since these applications (class E16 ) are very compute-intensive they will have an high performance drop-off when 

running at the middle core frequency levels, which will be further analysed in Section 5.2 . 
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Fig. 19. Achieved energy-savings for the selected and optimal frequency levels, when the maximum allowed performance drop-off is of 10%, on GTX Titan 

X (Maxwell). 

Fig. 18 B presents the energy-savings obtained with the selected frequency levels in relation to: (i) the reference fre- 

quency; (ii) to the NVIDIA Auto-boost; and (iii) to the worst case, i.e. the highest energy-consumption of each application. 

As it can be seen, all applications can achieve lower energy consumptions than the ones obtained using the reference fre- 

quency (frequency state with highest performance), and only three applications would have lower energy consumption using 

NVIDIA’s Auto-Boost. On average, using the selected pair of frequencies would wield 16% energy-savings compared with the 

reference, and 13% in relation to the Auto-Boost. Additionally, some applications (classes E12, E15 and E16 ) can even achieve 

greater energy-savings, prompted by the fact that they can decrease the memory frequency to 23% of its reference value, 

making them achieve close to 36% energy-savings. 

Although the proposed procedure to choose the selected frequencies does not guarantee optimal energy-savings, i.e. the 

selected frequency is not always equal to the optimal one, from the results presented in Fig. 18 C, it can be seen that the 

difference between optimal configuration (horizontal line at 100%, representing the lowest energy consumption) and the 

one obtained using the selected frequencies is very small, with an average of 0.74% difference between the selected and the 

optimal energy consumptions. 

5.2. Optimal frequency for energy v.s. performance trade-off

Another interesting situation to consider is the maximization of the applications energy-efficiency without sacrificing 

their performance. Considering a situation where at most a 10% drop-off in performance is allowed, and comparing it to 

the performance of the reference frequency state, the results presented in Fig. 19 can be obtained, for the GTX Titan X GPU. 

Again, by choosing the newly selected frequencies, all applications are able to achieve lower energy consumptions than the 

one at the reference state. Additionally, all obtained energy-savings using the selected frequency levels are at most 3% distant 

from the optimal energy-savings, with average energy-savings of 9% versus the reference and 7% versus the Auto-boost setup. 

It is interesting to note that the applications with the greater gains are those with either a very high DRAM utilization 

and low Graphics utilization (class E1 ), or the applications in the other extreme (classes E15 and E16 ). As it was previously 

seen, this happens mainly in the first type of applications (class E1 ), since at the highest memory frequency it is possible 

to downscale the core frequency while achieving very negligible performance drop-off. These types of applications can save 

up to 16% with less than 10% increase in their execution time. On the other hand, applications from classes E15 and E16 

are able to run at the lowest memory frequency with negligible performance drop-off. For example, if just the memory 
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Table 4 

Summary of energy-savings opportunities enabled by the proposed classification methodologies on GTX Titan X (Maxwell). 

The presented values correspond to the average results of all applications in that class on the selected frequency configuration 

comparing with the reference frequency configuration ( F Mem = 3505 MHz and F Core = 1164 MHz). 

GTX Titan X Energy classes E1 E2 E5 E6 E7 E10 E11 E12 E15 E16 ALL 

Section 5.1 Energy-savings 11% 10% 6% 10% 6% 27% 18% 28% 31% 32% 16% 

Performance drop-off 4% 6% 11% 16% 13% 38% 66% 59% 38% 35% 31% 

Section 5.2 Energy-savings 11% 10% 5% 7% 7% 0% 3% 26% 25% 25% 9% 

Performance drop-off 3% 6% 8% 8% 8% 0% 8% 9% 9% 10% 7% 

Table 5 

Summary of energy-savings opportunities enabled by the proposed classification 

methodologies on Titan Xp (Pascal). Reference frequency configuration: F Mem = 5705 

MHz and F Core = 1911 MHz. 

Titan Xp Energy classes E1 E6 E7 E8 E12 ALL 

Section 5.1 Energy-savings 22% 20% 9% 17% 23% 20% 

Performance drop-off 0% 25% 18% 28% 27% 18% 

Section 5.2 Energy-savings 22% 16% 4% 13% 18% 16% 

Performance drop-off 0% 8% 7% 8% 8% 6% 

frequency was reduced to 810 MHz, while keeping the core frequency at 1164 MHz, all of the applications from these two 

classes would achieve near 20% energy-savings with an increase of their execution time of less than 1%. In the case where 

a 10% performance drop-off is allowed, they can achieve up to 26% energy-savings. 

Table 4 summarizes the results of Sections 5.1 and 5.2 , presenting the average energy-savings and performance trade-off

of the applications from each energy class on the GTX Titan X GPU (Maxwell), when comparing the results at the selected 

frequency configuration with the ones obtained at the highest performance frequency (reference) configuration. Table 5 

presents equivalent results for the Titan Xp GPU (Pascal). The Pascal GPU device has a larger range of core and a smaller 

range of memory operating frequencies compared to the ones in the considered Maxwell GPU device. This results in the 

observed larger energy-savings for the applications with high DRAM utilization (compare class E1 on Pascal with classes E1 

and E2 on Maxwell) and in the lower energy-savings for the applications with high Graphics and low DRAM utilizations 

(compare class E12 on Pascal with classes E12, E15 and E16 on Maxwell). 

5.3. Energy savings ranges 

In certain situations it may be more important to identify the range of setups corresponding to near optimal results (or 

in this case, the range of operating frequencies that result in energy-savings comparing with the reference state), rather 

than the optimal conditions for running a certain application. This can be especially useful in a situation where multiple 

distinct applications are to be executed in parallel, or even in a situation where a single application requires calling multiple 

heterogeneous kernels. In such a scenario, it is possible for the optimal frequencies to be different for each kernel. Hence, 

fixing the operating frequency at the optimal values for one of the kernels could actually result in a residual (or null) 

energy-saving when considering the remaining kernels. Furthermore, it is not always feasible to be constantly changing the 

operating frequency to the optimal values each time a new instance of the kernels are executed. 

One solution for this specific problem is to find the operating frequency ranges where energy-savings are possible for 

each individual kernel and combining the collected ranges, in order to identify the core and memory frequency ranges that 

can achieve energy-savings for all the considered applications. Fig. 20 a presents the execution time and power consumption 

changes of three applications ( FDTD-2D, CORR and MD5Hash ) from three distinct energy classes (classes E1, E11 and E16 , 

respectively). It is also depicted the average variation of the execution times and power consumption from the synthetic 

benchmarks of each class. The fact that they are from different energy classes means they most likely have different optimal 

frequencies. The objective is thus to find a range of frequencies where all three applications are able to save energy, when 

compared to the reference state (if such a range exists). 

Using the execution time and power consumption variation curves of the synthetic benchmarks, depicted in Fig. 20 a, 

it is possible to identify the energy-savings ranges, as they correspond to the frequency levels where the observed power 

variation is higher than the performance variation, i.e. the power decrease is more significant than the increase in the 

execution time. This can be seen in Fig. 20 a by identifying the frequencies where the power variation curve is below the 

execution time variation curve. 

With the frequency ranges that are identified for each application, it is possible to plot the histogram presented in 

Fig. 20 b, where the intersection of the three energy-savings ranges is depicted. This figure also presents the difference 

to the actual energy-saving frequency ranges of each application. It can be seen that, while there are some miss-predicted 

frequency levels in the edges of the ranges, using the synthetic benchmarks still allows the identification of which frequency 

ranges enable all three applications to achieve a lower energy-consumption than the one achieved at the reference level. The 
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Fig. 20. Energy-aware analysis of three distinct applications ( FDTD-2D, CORR and MD5Hash ) on a GTX Titan X. 

optimal range for a set of multiple applications may not even include the optimal frequencies of each individual application, 

which is exactly the case for this particular set of applications, since the optimal frequency for the MD5Hash benchmark 

is F Mem 

= 810 MHz, while the FDTD-2D benchmark (and all applications from class E1 ) does not save energy at the lowest 

memory frequency. 

6. Related work 

Over the past few years, there has been a significant effort in the research community to study the effects of DVFS in 

GPGPU systems. Several techniques have been proposed, which can be divided in three main subjects: (i) works that study 

the impact of DVFS in the execution of applications; (ii) works that study classification techniques for GPU applications; and 

(iii) works that propose runtime models for the prediction of performance and/or power-consumption of GPU applications. 

Regarding the effects of DVFS on distinct applications, Jiao et al. [39] studied the impact of core and memory frequency 

scaling on three applications with different characteristics on a GTX 280 GPU (Tesla microarchitecture). The authors ob- 

served that the impact of frequency scaling on the performance and power consumption was dependent on the applications 

characteristics, since some were more sensitive than others to the scaling of each frequency domain. Ma et al. [3] proposed 

an energy management framework for CPU-GPU heterogeneous systems, able to distribute the workload between the two 

systems, and to perform dynamic core and memory frequency scaling of the GPU. Results on a NVIDIA GeForce 8800 GPU 

(Tesla), allowed achieving about 6% of system (CPU+GPU) and 14.5% of GPU energy-savings. Ge et al. [4] also applied DVFS 

on a GPU-accelerated system with a Tesla K20c GPU (Kepler). The authors observed that the effects of DVFS on GPU are 

vastly different than those on the CPU, since the highest GPU frequencies always resulted in the best energy-efficiency (for 

their set of three tested applications). Mei et al. [2] studied the effects of scaling the voltage and frequency of the cores, as 

well as the scaling of the memory frequency, on the energy-efficiency of different applications on a GTX 560Ti GPU (Fermi). 

The authors observed an average of 20% reduction of energy consumption and concluded that the optimal setting (core 

voltage, core frequency and memory frequency) is dependent on the application characteristics. More recently, the authors 
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applied the same approach on a GTX 980 GPU (Maxwell microarchitecture) [27] with similar results, concluding that finding 

the optimal setting is a challenge that needs to be addressed, since significant energy-savings can be achieved by applying 

DVFS techniques. Sethia et al. [40] designed a dynamic runtime system to optimize the GPU kernel launch parameters and 

core and memory frequencies, depending on the application characteristics. The authors classified applications into three 

classes: compute-, memory- and cache-intensive , based on the GPUWattch characterization, achieving 15% energy-savings. 

The majority of previous works on workload characterization on HPC systems (mainly CPUs) involve the combination of 

Principal Component Analysis (PCA) and hierarchical clustering [41–44] . As a consequence, some previous studies on work- 

load characterization in the GPU-domain have tried to exploit similar approaches. In particular, Kerr et al. [8] characterized 

PTX workloads using a GPU simulator with the purpose of optimizing the applications. Che et al. [7] performed a diversity 

analysis of the Rodinia benchmark suite, using a GTX 480 GPU (Fermi). In the same trend, Adhinarayanan et al. [9] also 

provided an automated framework for characterizing and subsetting GPU workloads, by also relying on PCA and hierarchical 

clustering. However, while this approach has the advantage of reducing the dimensionality of the problem, it makes the 

understanding of each resulting class harder (from the computing architecture perspective) and does not necessarily result 

in an accurate energy-aware classification. 

In our previous work [45] , a similar methodology to the one used in the herein manuscript was proposed for DVFS-aware 

classification of GPGPU Applications. However, the work focused on a NVIDIA Tesla K40c GPU from the Kepler microarchi- 

tecture, a GPU with a much smaller range of allowed frequencies than the herein considered GTX Titan X and Titan Xp, 

with only four core frequency levels and a single memory level. For this reason, the maximum energy-savings that were 

achieved were only 8%. However, even with the small range of frequencies available, it is still possible to identify benefits 

in performing both performance and power characterization of GPU applications, as energy-savings opportunities are still 

available. 

A different alternative approach towards DVFS consists in the development of accurate performance and/or power models 

that allow predicting the GPU behaviour under different voltage and frequency scenarios. GPU performance models are 

usually developed based on GPU pipeline analysis [10,13,14,18] , trying to capture the execution characteristics of GPGPU 

applications. As an example, Nath et al. [14] developed a runtime analytical performance model able to predict the changes 

in performance when the frequency is scaled with an average accuracy of 4%. However, they require the addition of logic 

to the GPU scoreboard, making it infeasible to replicate in a real GPU device. Another common approach uses statistical 

methods and GPU performance counters [12,15] , which while usually simpler to apply on real hardware, usually result in 

large prediction errors. Regarding the research on GPU DVFS runtime power modelling, one common approach relies on 

empirical methods, which require a break-up of GPU micro-architectures, and usually requiring analyzing the kernel binary 

code [18,34] . Moreover, these approaches are often product-specific and difficult to port to different devices. An alternative 

approach is using statistical methods, which rely on the measurement of hardware counters, used to create the runtime 

power model by either regression [46,47] or machine learning approaches [13,15] . While easier to implement, the regression 

based methods fail to capture the inherent non-linearity of modern GPU devices, resulting in large prediction errors (from 

15% to 23.5% in [47] ), while the neural-network solution better suits the complicated data dependencies, resulting however 

in higher complexity output models, with still non-insignificant prediction errors (10% in [15] ). 

Accordingly, while detailed performance and power models may ultimately produce more accurate results, the herein 

presented work shows that application classification, into a small number of DVFS-aware classes, is a rather convenient and 

viable approach not only to identify remarkable energy-savings opportunities, but also to achieve near-optimal results in 

terms of energy savings. 

7. Conclusions 

This work proposes a new methodology to classify GPU applications based on the resulting effects of DVFS on their 

execution time and power consumption. Although existing classification techniques are not targeted for this specific goals, 

often resulting in many wrongly classified applications when performance and power consumption are considered, the ex- 

perimental results obtained with the proposed methodology demonstrate the benefits of this kind of approach. The proposed 

classification scheme allows application characterization on any modern GPU device, regarding the DVFS impact on its exe- 

cution. It is based on a preliminary profiling of a set of synthetic benchmarks, followed by a training phase of a classifier. 

Once the classifier is trained, it is possible to classify any GPU application into a specific class that characterizes the variation 

of its performance (or power consumption) in the presence of frequency scaling (Core or Memory), by using the information 

obtained from the execution of each application at a single frequency state. The performance and power classes allow the 

definition of distinct energy-aware classes of applications that present a similar behaviour in the presence of DVFS. By using 

these energy-aware classes it was possible to define the optimal pair of operating frequencies (core and memory), resulting 

on the GTX Titan X GPU (Titan Xp GPU) on average energy-savings of 16% (20%), corresponding to a 0.74% (0.4%) devia- 

tion from the optimal, and in certain applications achieving energy-savings as high as 36% (32%). Additionally, the proposed 

methodologies also allowed to identify DVFS settings that can obtain up to 22% energy-savings at a cost of only 0.2% of 

performance loss. The analysis of the developed work allows us to conclude that even better opportunities for maximizing 

the applications energy-efficiency could be exploited if GPU manufacturers offered more liberty to choose the operating 

frequency of the different device domains (specially in the memory domain), since with more allowed frequencies available 
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between the maximum and minimum levels, higher energy-savings could be achieved for applications with heterogeneous 

usage of the device resources. 
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Abstract—Dynamic Voltage and Frequency Scaling (DVFS)
on Graphics Processing Units (GPUs) components is one of
the most promising power management strategies, due to its
potential for significant power and energy savings. However,
there is still a lack of simple and reliable models for the
estimation of the GPU power consumption under a set of
different voltage and frequency levels.

Accordingly, a novel GPU power estimation model with both
core and memory frequency scaling is herein proposed. This
model combines information from both the GPU architecture
and the executing GPU application and also takes into account
the non-linear changes in the GPU voltage when the core and
memory frequencies are scaled. The model parameters are
estimated using a collection of 83 microbenchmarks carefully
crafted to stress the main GPU components. Based on the
hardware performance events gathered during the execution
of GPU applications on a single frequency configuration, the
proposed model allows to predict the power consumption of
the application over a wide range of frequency configurations,
as well as to decompose the contribution of different parts of
the GPU pipeline to the overall power consumption.

Validated on 3 GPU devices from the most recent NVIDIA
microarchitectures (Pascal, Maxwell and Kepler), by using a
collection of 26 standard benchmarks, the proposed model
is able to achieve accurate results (7%, 6% and 12% mean
absolute error) for the target GPUs (Titan Xp, GTX Titan X
and Tesla K40c).

I. INTRODUCTION

During the past decade, Graphics Processor Units (GPUs)
have suffered many evolutions, transitioning from real-time
graphics processors to high performance accelerators for
general-purpose applications, with particular application in
Deep Learning [1]. Because GPU architectures are able to
achieve both high arithmetic throughput and high memory
bandwidth [2], they are ideal to accelerate data parallel
applications. GPUs are nowadays a staple in many high-
performance computing (HPC) systems, confirmed by their
usage in 72 of the most recent TOP500 HPC systems list.

One common challenge of GPU-accelerated systems re-
gards the power and energy constraints. Despite their poten-
tial to high performance computing, GPU devices consume
considerable amounts of power, even on underused compo-
nents. This issue is often addressed by Dynamic Voltage and
Frequency Scaling (DVFS), which consists on scaling the
voltage and frequency of the GPU components according to
the requirements of the executing applications and leading
to significant power and energy savings [3], [4], [5], [6].

However, to efficiently apply these power management
techniques, an accurate model is required to predict how
the power consumption scales when different GPU fre-
quency/voltage configurations are applied. Previous works
have showed that applications that utilize the GPU resources
differently have their performance and power consumption
scale in distinct ways when DVFS is applied [7], [8], [9],
[10]. Hence, to accurately characterize the GPU power
consumption when executing any given application, it is nec-
essary to analyze the usage pattern of the multiple GPU com-
ponents. Other research works have proposed GPU power
models [11], [12], [13], that predict the power consumption
only at a fixed GPU configuration, i.e. not predicting the
consequent changes in power consumption caused by DVFS.
More recent works partially tackle this problem [14], [15],
by focusing on power prediction at different frequency
configurations, although achieving non-negligible accuracy
errors (ranging from 10% up to 24%). Nevertheless, none
ot these approaches considers the non-linear scaling of the
GPU voltage with the operating frequency.

In accordance, this paper main contribution is a new
approach to estimate GPU power consumption across an
ample range of frequency and voltage configurations for the
multiple GPU domains (core and memory). This is done
by carefully crafting a set of 83 CUDA microbenchmarks,
exercising the different components of real GPUs. The
average GPU power consumption during the execution of
each microbenchmark is measured for all frequency/voltage
levels, while a collection of performance events is measured
only at a reference configuration, allowing a clear under-
standing of how the power consumption changes with DVFS
and how each microbenchmark exploits the underlying GPU.

With this information, a power model for the consid-
ered GPU device is estimated using an iterative heuristic
algorithm that relies on statistical regression. Based on
the observed GPU components utilization rates, the model
allows the prediction of the power consumption of each
component, as well as estimating how the voltage scales with
their operating frequency. Once the model is created, it is
possible to characterize the power consumption of any GPU
application for all frequency and voltage configurations, by
measuring the performance events during its execution at a
single configuration.

Beyond DVFS prediction, the proposed model can also be
used in other scenarios, such as in providing an estimate of
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the total and/or per-component power consumption for short-
lived kernels or even in devices without embedded power
sensor; or provide insights on the most influential factors
of GPU power consumption, useful during application opti-
mization.

The proposed GPU power model was extensively vali-
dated with a collection of applications from standard bench-
marks (Parboil [16], Rodinia [17], Polybench [18] and
CUDA SDK [19]), by using real GPU devices from the three
most recent NVIDIA microarchitectures (Pascal, Maxwell
and Kepler). The proposed model achieves accurate results,
on a frequency range of up to 2× change in core frequency
and 4× change in memory frequency, with average errors of
about 7%, 6% and 12% for the Pascal, Maxwell and Kepler
devices, respectively. This is a significant improvement over
the accuracy offered by previous state-of-the-art models and
low-level simulators, with the benefit of also running faster
than the latter. Accordingly, the most significant contribu-
tions of this paper are the following:

• a microbenchmark suite that stresses the GPU com-
ponents that are the most relevant to the GPU power
consumption, as well as the full disclosure of the
performance events that characterize the utilization of
the GPU components;

• a novel DVFS-aware GPU power model, able to predict
the GPU power consumption (decoupling it at the level
of each GPU component) at different frequency and
voltage configurations by using performance events
gathered at a single configuration — to the best of our
knowledge, this is the first truly DVFS-aware power
model, by being able to estimate how GPU voltage
scales with the operating frequency on modern GPU
devices1;

• validation of the proposed GPU power model with
standard benchmarks on commercially available GPU
devices from multiple architectures, including the most
recent Pascal microarchitecture.

The rest of this paper is organized as follows. Sec-
tion II motivates the presented work. Section III details
the proposed DVFS-aware power model and Section IV
presents the proposed microbenchmark suite. Section V
presents the experimental results obtained to validate the
proposed model. Section VI overviews the related work and
Section VII concludes the manuscript.

II. BACKGROUND AND MOTIVATION

Since GPU devices started being used as massively par-
allel general-purpose accelerators, their microarchitecture
observed several incremental changes. Nonetheless, common
design principles are usually observed, such as their modular

1The complete source code (microbenchmark suite and a tool to construct
the DVFS-aware GPU power consumption model) is publicly available at:
https://github.com/hpc-ulisboa/gpupowermodel.
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Figure 1: Block diagram of NVIDIA’s Titan Xp GPU.

design and structure (giving rise to both mobile and high-
performance devices).

Another common characteristic across most GPU gener-
ations (illustrated in Figure 1 for a Titan Xp GPU) is the
existence of independent frequency domains, such as the
core (or graphics) domain, clocked at fcore and the memory
domain, clocked at fmem and which affects only the device
memory (DRAM) bandwidth.

By applying DVFS to exploit the independent frequency
domains, it is possible to adapt the performance of the
GPU components to the requirements of the application
under execution and attain energy savings [3], [4], [5],
[6]. However, optimizing the GPU configuration (i.e. the
frequency and voltage levels of both core and memory
domains) is a non-trivial problem [20], [9], [10], as it
requires an accurate estimation of both the execution time
and average power consumption and how they change when
the GPU configuration is modified.

Generally, the power consumption of a GPU device can
be decomposed in the sum of the power consumptions
of the multiple architectural components [21], with the
power of each component (Ck) being associated with its
peak power consumption and with how an application
stresses such component during its execution (Power(Ck) ∝
Utilization(Ck)).

A. Power consumption and DVFS

Gonzalez et al. [22] and Butts et al. [23] proposed the
power models presented in Equations 1 and 2:

PowerDynamic = a · C ·V2 · f, (1)

PowerStatic = V ·N ·Kdesign · Îleak, (2)

where a denotes the average utilization ratio, C the total
capacitance, V the supply voltage, f the operating frequency
and N the number of transistors in the chip design. Kdesign

is a constant factor associated with the technology char-
acteristics and Îleak is a normalized leakage current for a
single transistor, which depends on the threshold voltage.
These two power models can be used to describe how the
dynamic and static components scale with the frequency
and voltage of their respective hardware elements. However,
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Figure 2: DVFS impact on the power consumption of two
applications on the GTX Titan X GPU. On the right side
is presented the utilization of the GPU components during
the application execution (GPU frequencies set to fcore =
975 MHz and fmem = 3505 MHz).

although they give a valuable insight on the impact of
DVFS, it is usually impossible to accurately measure these
two components separately, let alone determine the model
individual parameters. Consequently, other approaches to
model the GPU power consumption are required.

Additionally, while it is common for GPU manufacturers
to provide tools to dynamically scale the frequency of each
GPU domain, there is usually no way of knowing how the
voltage is scaling. In fact, while in some previous NVIDIA
generations (like the Fermi), the GPU voltage scaled linearly
with the frequency of the cores [4], in Maxwell GPUs it is
possible to scale the frequency of the cores without changing
the voltage [10].

B. DVFS impact on GPU power consumption

Each GPU application has its unique characteristics, such
as the algorithm, the data types, the used operations, as
well as the size of the input data, the dimensions of the
grid of threads, etc. These characteristics determine how the
different GPU components are used during the application
execution. Furthermore, depending on how the applications
exercise the GPU components, the effects of DVFS on the
total GPU power consumption can vary between applications
— the effects also depend on the architectural characteristics
of each utilized component (see Equations 1 and 2).

Figure 2 presents an example of such a scenario, where
the BlackScholes and CUTCP benchmarks were executed on
a NVIDIA GTX Titan X GPU across multiple frequency and
voltage configurations. Figure 2 also presents the utilization
of the main GPU components, represented as the ratio of the

achieved and peak theoretical throughputs of the component.
As it can be seen, the two applications present very different
utilization rates of the GPU components, which results in
the distinct power consumption levels of 181W and 135W
at the default frequency configuration of the GPU (fcore =
975 MHz and fmem = 3505 MHz).

Additionally, it can also be seen that the variation of
the power consumption when the memory frequency is
decreased is much higher for the BlackScholes benchmark,
mainly because of its greater DRAM utilization: when the
memory frequency decreases from 3505 MHz to 810 MHz,
the power consumption decreases by 52% (from 181W to
87W). On the other hand, the power consumption of the
CUTCP benchmark decreases only by 24% (from 135W
to 102W). Regarding the core frequency scaling, it can
be seen that the GPU power cannot be represented as a
simple linear function of the core frequency, as suggested
in the power models proposed in previous works [12], [14],
due to the implicit voltage scaling (see also Equations 1
and 2 and observe the non-linear behaviour of the power
consumption in Figure 2).

From these observations, it is clear that an accurate
DVFS-aware power model is needed, to characterize the
relationship between the utilization of the GPU components,
their runtime power consumption and how they change when
the frequency/voltage of the GPU domains are scaled.

This is a gap that this research aims to close, by proposing
an iterative heuristic algorithm based on statistical regression
to model both the uncertainties of the GPU components
and how their voltage scales with the frequency of each
domain, creating an accurate power consumption model
of the GPU. Through extensive microbenchmarking of the
several GPU components, it is possible to estimate the
parameters of the power consumption model. Once the
model is constructed, one can predict the total and/or per-
component power consumption of a new (unseen) applica-
tion on any frequency/voltage configuration, by measuring
its performance events at a single configuration.

III. DVFS-AWARE POWER MODEL

A. Power consumption model

The proposed DVFS-aware power model assumes the
decomposition of the GPU power consumption across its
internal components. This is done by considering that the
components may operate under different frequency and
voltage domains, such that:

PGPU =

NV-F∑

k=1

P(Dk), (3)

where NV-F represents the number of independent volt-
age/frequency (V-F) domains and P(Dk) represents the
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power consumption of each domain (Dk). The power of each
domain (Dk) is defined as follows:

P(Dk) = α0Vk +Vk
2fk(α1 +

NC∑

i=1

γi ·Ui) (4)

where Vk and fk represent the specific voltage and frequency
of the Dk domain, NC is the number of GPU components
operating under domain Dk and Ui ∈ [0, 1] is their respective
average utilization rate. The coefficients α0, α1, γ1,...,γNC

represent a set of hardware-specific parameters, associated
to the characteristics of the underlying architecture, such as
component total capacitance and leakage resistance. Hence,
the proposed power model comprises 3 different terms: 1)
α0Vk, corresponding to the static power of the domain (see
Equation 2); 2) Vk

2fk · α1, corresponding to the power
consumption associated with that specific frequency and
voltage level, independent of the component utilizations
(e.g., idle power of that V-F level); and 3) Vk

2fk · γiUi,
corresponding to the dynamic power of component i (see
Equation 1).

To reduce the number of unknown parameters, Equation 4
can be normalized to a reference voltage (VR):

P(Dk) = α0VR
Vk

VR
+

Vk

VR

2

fk(α1VR +

NC∑

i=1

γiVR ·Ui)

= β0V̄k + V̄2
kfk(β1 +

NC∑

i=1

ωi ·Ui), (5)

where β0 = α0VR, β1 = α1VR, ωi = γiVR and V̄k = Vk

VR
.

This formulation is particularly useful during the model
estimation, since the normalized V̄k is 1 at the reference
configuration, making it simpler for this particular setup
and providing the grounds for the initial estimation of the
parameters (see Section III-D).

Although one can generally consider multiple V-F do-
mains, in most modern GPU devices NV-F = 2, correspond-
ing to the core domain (Pcore), which includes the L2 cache,
and the memory domain (Pmem), i.e. PGPU = Pcore+Pmem.
By replacing Equation 5 for these two domains and by
denoting with Ncore the number of components from the
core domain whose power consumption is considered in the
model, the following is obtained:

Pcore = β0V̄core + V̄2
corefcore(β1 +

Ncore∑

i=1

ωiUi), (6)

Pmem = β2V̄mem + V̄2
memfmem(β3 + ωmemUmem). (7)

Equations 6 and 7 show the distinctive approach of
the proposed model when compared with the state-of-the-
art [12], [14], since it considers multiple V-F domains and
relies on a more accurate relationship between frequency
scaling, voltage levels and power consumption.

B. Hardware utilization metrics
To accurately determine the utilization parameters (Ui) in

Equations 6 and 7, a set of metrics is defined, which consider
the GPU hardware components with the greatest contribu-
tion to the power consumption variations, namely: integer
(Int), single- and double-precision floating-point (SP/DP)
and special-function (SF) units, shared memory, L2 cache
and DRAM. Although it would be potentially beneficial to
consider more components of the GPU architecture (e.g.
L1 instruction and data caches, texture units, etc.), it is not
easy to assess their real-time utilization, since NVIDIA does
not disclose events or metrics to accurately describe their
average utilization. Nonetheless, should such information be
disclosed, one may easily consider other hardware units, in
order to further improve the model accuracy. Moreover, as it
will be described in Section III-C, even for the selected GPU
components it was deemed necessary to rely on undisclosed
events, by performing extensive experimental testing to
uncover their potential meaning.

The utilization level of the considered GPU compute
units, measured during the application execution, can be
obtained by observing the number of executing warps and
by comparing it to the number of warps that would execute
if the units were always filled:

Ux =
AWarpsx ·WarpSize

ACycles ·UnitsPerSMx
, x ∈ {Int, SP,DP, SF},

(8)
where AWarpsx is the number of warps executing on unit
x during the application execution, ACycles is the number
of cycles when there is at least one active warp on the SMs,
UnitsPerSMx is the number of units of type x on each
SM and WarpSize is the number of threads in a warp (a
characteristic of the GPU device).

On the other hand, the utilization rate of the different
memory hierarchy levels can be computed by looking at the
achieved bandwidth at each level (ABand) and by compar-
ing it with the corresponding peak bandwidth (PeakBand),
such that:

Uy =
ABandy

PeakBandy
, y ∈ {L2, Shared,DRAM} . (9)

C. Architecture-specific events
Some of the metrics used to compute the utilization

rate in the proposed model can be directly gathered from
the publicly available device characteristics, such as the
UnitsPerSM for the Int, SP, DP and SF units, and the
WarpSize. The DRAM and shared memory peak bandwidth
can be calculated using the known device characteristics
(PeakBand = f · Bytes

Cycle , where f is the operating frequency
of that memory level). The L2 cache peak bandwidth cannot
be computed as trivially, as it was shown by numerous
works [24], [25], [26]. Hence, it was experimentally deter-
mined with a set of specific L2 microbenchmarks (detailed
in Section IV), specifically developed for this purpose.
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Table I: Performance events required to compute the metrics
used in the proposed power consumption model.

Metric Titan Xp GTX Titan X Tesla K40c
ACycles active cycles

ABandL2
l2 subp{0,1} total rd sq∗ l2 subp{0,1,2,3} t rd sq∗

l2 subp{0,1} total wr sq∗ l2 subp{0,1,2,3} t wr sq∗

ABandShared
shared ld trans l1 sh ld trans

shared st trans l1 sh st trans

ABandDRAM
fb subp{0,1} rd sectors

fb subp{0,1} wr sectors

AWarpsSP/INT
† W580, W581 W361, W362

W131, W134
W136, W137

AWarpsDP
† W584 W364 W141

AWarpsSF
† W560 W359 W133

InstINT
† W831 W504 W205

InstSP
† W829 W502 W203

∗ sq - sector queries
† The prefix W stands for: 352321 for Titan Xp, 335544 for GTX Titan X

and 318767 for Tesla K40c.

However, other required metrics depend on the average
utilization of the GPU components, which also depend on
the application characteristics (and therefore, need to be
measured during their execution). Table I presents the set of
performance events that were used to obtain the remaining
parameters shown in Equations 8 and 9, collected using
the NVIDIA CUPTI library. The events identified with
a label correspond to the events disclosed by NVIDIA.
The remaining events, identified with a numeric ID, were
selected through an extensive experimental testing in order
to assess their meaning. Furthermore, since some of the
considered metrics (e.g. ABandDRAM) depend on the values
of multiple performance events (4 for this specific metric)
an aggregation step needs to be conducted.

Moreover, since in the considered GPU devices the events
related with the SP and Int units are combined into the same
set of events (making them indistinguishable), the utilization
of each of those components is determined by the ratio of
instructions executed for each instruction type:

AWarpsz =
AWarpsInt/SPInstz

InstInt + InstSP
, z ∈ {Int, SP}. (10)

D. Model parameter estimation

The final step towards the definition of the proposed
DVFS-aware power model corresponds to the determination
of the unknown parameters X = [ β0, β1, β2, β3, ωmem, ω1,
. . . , ωN ] and of the set of voltages V̄ = (V̄core, V̄mem)
associated with each frequency configuration (which are also
considered as unknowns because general GPU drivers do not
directly provide these values). Hence, a set of specifically
developed microbenchmarks (described in Section IV) is
used to stress the considered GPU components to better
characterize their uncertainties. The set of measurements
gathered during the execution of these microbenchmarks, i.e.
the utilization rates and the power consumption at each V-F
configuration, can then be used to estimate the parameters

of the proposed model. Moreover, since there is a relation
between the unknowns V̄k and βi/ωi in the proposed model
(Equations 6 and 7), a simple least squares regression cannot
be used, as it leads to a non-full-rank optimization problem.
Hence, an iterative optimization algorithm was devised to
estimate such parameters, which works as follows:

1) Determine the initial value of the unknowns X by
considering the reference frequency F1 = (fcore1,
fmem1), where V̄core1 = V̄mem1 = 1. Consider also
two additional configurations F2 = (fcore2, fmem1)
and F3 = (fcore1, fmem2) and assume that their corre-
sponding normalized voltage levels are also 1 (V̄core2

= V̄mem2 = 1). By using the measurements obtained
at those three configurations, solve the following linear
system using a least squares estimation:

X =argmin
X

∑

Microbench.∈BA

(
Pmeas. − P̂

)2

s.t. V̄core = V̄mem = 1,

(11)

where Pmeas. is the measured power consumption,
P̂ = Pcore + Pmem, as given by Equations 6 and 7,
and BA is the set of microbenchmarks executed at
the frequency configurations F1,F2 and F3.

2) By using the previously determined vector of param-
eters X — for each frequency configuration (fcore,
fmem) — use the measurements from the set of mi-
crobenchmarks to estimate the values of V̄core and
V̄mem, by solving the following problem:

For each F = (fcore, fmem) vector, solve :

V̄ = argmin
V̄

∑
Microbench.∈BB

(
Pmeas.−P̂

)2

s.t. ∀
fx1>fx2

V̄x1≥V̄x2, x∈{core,mem}
(12)

where V̄xi is the voltage level associated with fre-
quency fxi and BB is the set of microbenchmarks
executed at frequency configuration (fcore, fmem).

3) Considering the newly determined values for V̄core

and V̄mem, repeat step 1 to estimate the new values
of X, but using the measurements from all frequency
levels, i.e. by extending BA to include the set of
measurements taken for all microbenchmarks at all
frequency configurations.

4) Iterate between steps 2 and 3 until convergence is
achieved, or the maximum number of iterations is
reached.

One benefit of the proposed methodology over previous
studies is the ability to dynamically determine how the
GPU voltage is scaling for each frequency configuration.
Considering that part of the power consumption scales with
the square of the voltage, it is important to have an informed
knowledge of these values, in order to achieve an accurate
model of the architecture. Hence, despite being impossible to
measure the real-time voltage of each GPU domain in many
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DATA_TYPE r0, r1, r2, r3;

r0=A[threadId];
r1=r2=r3=r0;
for (int i=0;i<N;i++) {
  r0 = r0 * r0 + r1;
  r1 = r1 * r1 + r2;
  r2 = r2 * r2 + r3;
  r3 = r3 * r3 + r0;
}
B[threadId]=r0;

(a) Int, SP, DP Code:
DATA_TYPE r0, r1, r2, r3;

r0=A[threadId];
r1=r2=r3=r0;
for(int i=0;i<N;i++) {
  r0 = log(r1);
  r1 = cos(r2);
  r2 = log(r3);
  r3 = sin(r0);
}
B[threadId]=r0;

(b) SF Code:
__shared__ DATA_TYPE shared[THREADS];
DATA_TYPE r0;
for(int i=0;i<COMP_ITERATIONS;i++) {
  r0 = shared[threadId];    
  shared[THREADS - threadId - 1] = r0;}

(c) Shared Memory Code:

DATA_TYPE r0;
for(int i=0;i<COMP_ITERATIONS;i++) {
      r0 = cdin[threadId];
      cdout[threadId]=r0;}
cdout[threadId]=r0;

(d) L2-Cache Code:

DATA_TYPE r0, r1;

r0=A[threadId];
r1=r0;
for (int i=0;i<N;i++) {
  r0 = r0 * r0 + r1;
  r1 = r1 * r1 + r0;
}
B[threadId]=r0;

(e) DRAM Code:

Figure 3: Example CUDA source code of some of the used microbenchmarks.

ld.global.f32  %f1, [%rd1];
mov.f32  %f2, %f1;
mov.f32  %f3, %f1;
mov.f32  %f4, %f1;
BA1:
  fma.rn.f32  %f5, %f1, %f1, %f2;
  fma.rn.f32  %f6, %f2, %f2, %f3;
  fma.rn.f32  %f7, %f3, %f3, %f3;
  fma.rn.f32  %f8, %f4, %f4, %f1;
  ...  
  add.s32  %r5, %r5, 32;
  setp.lt.s32 %p1, %r5, 512;  
  bra  BA1;
st.global.f32  [%rd1], %fd5;

Loop unrolled 
32 times

Check if 
achieved 
512 iterations
if not, jump
back to BA1

SP PTX Code:

Figure 4: PTX source code of the microbenchmark stressing
the single-precision floating-point units.

computing systems, the proposed methodology still allows
achieving accurate power predictions, since no assumption
is made on how the voltage scales with frequency. However,
if there is a previous information regarding the voltage
levels of each domain at any given frequency configuration,
the proposed methodology can be simplified into a single
execution of step 3, by utilizing the real voltage values.

E. Power consumption prediction

With the model parameters determined, it is possible to
predict how the voltage scales with the frequency of each
GPU domain and to obtain the total power consumption of
any executed application for the whole range of the device
V-F configurations, by simply measuring its performance
events on a single configuration. This allows a considerable
decrease of the design search space, which is a highly valu-
able advantage when applying DVFS in real-time. Finally,
the obtained power model also allows the decomposition of
the power consumption into the partial consumptions of the
several GPU components.

IV. MICROBENCHMARKING THE GPU

To model the unknown characteristics of the underlying
architecture, the proposed modelling methodology relies on
in-depth microbenchmarking of specific GPU components.
By creating a wide set of microbenchmarks, covering the

several components of the GPU, it is possible to isolate their
power consumption, enabling an accurate prediction of their
contribution to the total GPU power consumption.

Figure 3 presents a subset of CUDA code examples from
the developed microbenchmarks. To stress the main arith-
metic units (Int, SP and DP), the microbenchmark presented
in Figure 3a was developed, where the DATA TYPE can be
switched between int, float and double. Figure 4 presents
the PTX code corresponding to the SP variation of the
microbenchmark, where it can be seen that the FP operations
make use of architectural registers. When executing this
microbenchmark, each thread starts by initializing the values
of 4 registers with data from the global memory. Afterwards,
each thread executes a series of multiply and addition oper-
ations (using the PTX fused multiply-add instruction), until
a number of N iterations is reached (N=512 in the example
shown in Figure 4). The threads finalize by storing the com-
puted value back to the global memory. By running the same
code with different values of N, it is possible to characterize
the impact of different instruction mixes to the GPU power
consumption, by assigning different amounts of arithmetic
operations per memory access (arithmetic intensity). As
the value of N increases, more arithmetic instructions are
executed for each pair of load/store instructions, resulting in
increasingly higher levels of utilization of the corresponding
arithmetic units and lower utilization levels of the memory
hierarchy (DRAM and L2 cache).

Figure 3b presents the developed microbenchmark to
stress the special-function units. The code is very similar
to the previous arithmetic microbenchmarks, with the dif-
ference relying on using transcendental operations instead
of a simple multiply and addition.

The microbenchmark presented in Figure 3c was devel-
oped to stress the memory subsystem, where each thread
consecutively performs one load and one store to the shared
memory. The load and store addresses are chosen in a way
that minimizes the shared-memory bank conflicts for both
loads and stores.

Due to the absence of publicly available information
regarding the operation and structure of the L2 cache on
NVIDIA GPUs, developing a microbenchmark to stress this
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Figure 5: Per-component utilization rates and power breakdown of the microbenchmark suite on GTX Titan X at the default
frequency (fcore = 975MHz and fmem = 3505MHz).

component is not a trivial task. Hence, the considered mi-
crobenchmark (Figure 3d) is based on [26], where different
access patterns are explored to characterize the L2 cache.

Figure 3e illustrates the microbenchmarks used to stress
the GPU DRAM. While the structure is rather similar to the
arithmetic microbenchmarks (Figure 3a), lower arithmetic
intensities can be obtained by assigning a lower number of
arithmetic instructions per loop and by choosing smaller
values for N, which results in higher utilization of the
DRAM (since the threads spend less time inside the SMs).

Finally, a set of microbenchmarks corresponding to a mix
of the several used components was also considered, as well
as a microbenchmark where the GPU is awaken with no
executing kernel (Idle), resulting in the proposed suite of 83
microbenchmarks.

Figure 5A presents the utilization rate of the seven consid-
ered GPU components, obtained by executing the developed
microbenchmarks on the GTX Titan X GPU (Maxwell) at
the default frequency configuration. Looking at the first 11
microbenchmarks from the Integer collection, it is possible
to see the effects of varying the arithmetic intensity (by
increasing N, in Figure 3a). This can be observed with
the gradual decrease of the utilization rate corresponding to
both elements from the memory hierarchy (DRAM and L2
cache), and by the increase in the utilization of the Int units.
The same behaviour can be observed for the SP, DP and
SF microbenchmarks. Regarding the memory microbench-
marks, these successfully stress the corresponding memory
element, with varying degrees of utilizations obtained again
by varying the loop iterations in their source code. Overall,
the results show that the proposed microbenchmark suite
successfully accomplishes its design goal, i.e. in stressing
the considered components.

Upon model construction, i.e. after estimating the un-
known parameters in Equations 6 and 7, it is possible to pre-
dict the power consumption of each microbenchmark at the
component-level. Figure 5B illustrates the per-component

power breakdown of each microbenchmark, together with
the total measured power consumption at the default fre-
quency configuration. From these results, it can be observed
that the proposed model is particularly accurate in predicting
the power consumption on this set of applications (see
Section V-B for a robust assessment of the results using
an independent set of applications) and that the power
consumption of the components follow their corresponding
utilization rate. Additionally, it can also be observed that,
for this V-F configuration, the constant portion of the power
consumption, i.e. the terms from Equations 6 and 7 that do
not depend on the components utilization, contribute with
84W to the total power consumption, and that the maximum
contribution of the dynamic power is about 49% (achieved
in one of the Mix microbenchmarks).

V. EXPERIMENTAL RESULTS

A. Experimental setup

To validate the proposed model, three GPUs from the most
recent NVIDIA microarchitectures (see Table II) were used
as testing platforms on a Linux CentOS7 environment. While
the Tesla K40c GPU has a single non-idle memory frequency
level, the two other GPUs allow multiple configurations. For
this reason, and since the Titan GPUs are more recent, the
presented results will mostly focus on the GTX Titan X and
Titan Xp.

The NVML library was used for monitoring and changing
the operating frequencies of the GPU domains (while the
voltage is automatically set). The real power measurements
are also obtained using NVML, whose values are refreshed
at an estimated 35ms period for the Titan Xp, 100ms for
the GTX Titan X and 15ms for the Tesla K40c. Since many
GPU benchmarks have very short execution times, which
may result in misleading power measurements given the
observed refresh rates, the kernels were repeatedly executed
whenever necessary, to always reach an execution time of at
least 1 second at the fastest GPU configuration (highest core
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Table II: Summarized description of the used GPUs.

Titan GTX Tesla
Xp Titan X K40c

Base architecture Pascal Maxwell Kepler
Compute capability 6.1 5.2 3.5

Memory frequencies (MHz) {5705, 4705}∗ {4005, 3505,
3004

3300, 810}
Core freq. range (MHz) [1911:582] [1164:595] [875:666]

Number of core freq. levels 22 16 4
Default Mem. Frequency 5705 3505 3004
Default Core Frequency 1404 975 875
Threads per warp 32 32 32
Number of SMs 30 24 15
Memory Bus Width 48B 48B 48B
Shared mem. banks 32 32 32
SP/INT Units/SM 128 128 192
DP Units/SM 4 4 64
SF Units/SM 32 32 32
TDP (W) 250 250 235
∗ NVIDIA driver does not allow setting the memory frequency to lower levels.

Table III: Standard benchmarks used to validate the proposed
power model.

Suite Application Name

Rodinia [17]
Streamcluster, Backprop, LUD, Gaussian,
Hotspot, K-Means, ParticleFilter naive,
ParticleFilter float, SRAD v1, SRAD v2

Parboil [16] CUTCP, LBM

Polybench [18]
2MM, 3MM, FDTD-2D, SYRK, CORR,

GEMM, GESUMMV, GRAMSCHM,
SYRK DOUBLE, 3DCONV, COVAR

CUDA SDK [19] Blackscholes, ConjugateGradientUM, matrixMulCUBLAS

and memory frequencies). The power consumption of each
kernel was computed as the average of all gathered sam-
ples. For benchmarks with multiple kernels the total power
consumption was obtained by weighting the consumption
of each kernel with its relative execution time. To guarantee
the accuracy of the presented results, all benchmarks were
repeated 10 times, with the presented values corresponding
to the median value.

The results will be analysed by considering the whole
frequency range in Section V-B. To create the model, the
microbenchmark suite described in Section IV was executed
on different frequency levels, with the performance events
shown in Table I being measured only at the reference fre-
quency levels. The algorithm proposed to estimate the power
model converged in less than 50 iterations, corresponding
to about 30 seconds on an Intel i7 4500U processor. To
obtain a bias-free validation of the model, an independent
collection of 26 applications from 4 benchmark suites was
used (see Table III), with each application being executed
only at the reference frequency configuration to measure the
required hardware events. Since these applications were not
used to estimate the model parameters, they allow showing
the model robustness for new (unseen) applications. The
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Figure 6: Measured vs. predicted core voltage.
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Figure 7: Power prediction for all V-F configurations, for
the validation set of standard benchmarks (not used in the
model construction).

accuracy of the predictions is validated using the power con-
sumption measurements taken at all considered frequency
levels (see Table II).

B. DVFS-aware power model validation

Voltage levels prediction: Even though the devised model
assumes that both Vcore and Vmem can scale with the
changes in frequency of the two GPU domains (see Sec-
tion II-B), from extensive experimental testing, no voltage
differences were observed across the different memory fre-
quency levels for the considered GPUs.

On the other hand, the results denote clear differences
on the core voltage levels for the GTX Titan X and Titan
Xp GPUs. Figure 6 presents the comparison between the
predicted core voltage (obtained during the construction
of the model), with the measured voltage for the Titan
Xp and GTX Titan X. The real measured voltages were
obtained using the NVIDIA Inspector and MSI Afterburner
(third party Windows tools). However it was not possible to
sweep through all core and memory frequency ranges, due
to limitations of these tools, nor was it possible to verify the
voltage levels on the Tesla K40c GPU. The results clearly
show that there are two distinct regions for the core voltage
when scaling the core frequency: i) a constant voltage region,
for lower frequencies; and ii) after a specific frequency,
the voltage starts increasing linearly with the frequency. By
comparing the predicted and measured values, it can be
observed that the devised model is accurate in predicting
the core voltage, and in identifying the breaking point
between the two distinct regions. The existence of these
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matrixMulCUBLAS kernel, on the GTX Titan X.

two different scaling behaviours may significantly affect
the power consumption of an application over the different
core frequencies. Moreover, it should be highlighted that
significant core voltage differences are predicted on the GTX
Titan X across different memory frequencies (although it is
not shown in the figure because such values could not be
validated).

Power consumption prediction with DVFS: Figure 7
presents the accuracy of the proposed power model for the
validation benchmarks2, for multiple core and memory V-F
configurations. Since multiple frequency settings were taken
into account, the range of obtained power values is large, e.g.
going from 40W up to 248W on the GTX Titan X.

On the validation benchmarks the model achieves mean
absolute errors of 6.9%, 6.0% and 12.4% for the three
devices. The observed higher error on the Tesla K40c can
be explained by a reduced accuracy of the hardware events
when characterizing the utilization of the GPU components

2The validation benchmarks were not used in the construction of the
model, to allow a robust assessment of the results.

(using the undisclosed events presented in Table I). Nonethe-
less, the achieved prediction error is still considerably lower
than the one achieved in previous works on the same mi-
croarchitecture, where the prediction error was 23.5% [14].
The architecture and existing performance events of the two
other GPUs (GTX Titan X and Titan Xp) are very similar,
resulting in similar accuracies of the power model. It is also
worth noting that even by using the performance events
measured only at the reference configuration, the model
achieves accurate results when predicting the power con-
sumption for a wide range of configurations. In particular,
the results of the GTX Titan X show accurate predictions
up to a frequency range of 4.3× for the memory frequency
(3505MHz→810MHz) and 1.6× for the core frequency
(975MHz→595MHz).

Figure 8 depicts the prediction error of the power model
for the considered validation benchmarks for different mem-
ory frequencies of the GTX Titan X. When covering a
frequency range of 2× for the core frequencies and 4× for
the memory frequencies, a mean prediction error of 6.0% is
still achieved, over all the V-F configurations. As one might
expect, when predicting the power at the operating frequency
furthest away from the reference configuration (where the
performance events that were used to build the model were
measured), the accuracy error slightly increases. This is seen
by the 4.9% accuracy error when fmem = 3505 MHz, while
at fmem = 810 MHz the accuracy error increases to 8.7%.

Input data size: For a given kernel, the characteristics
of the input data will determine how the different GPU
components are stressed. For example, one kernel with
small enough input data such that it fits in the L2-cache
is expected to have different resource utilization than the
same kernel with a much larger input data, as this will lead
to an increase of DRAM accesses. Naturally, the different
utilization patterns are taken into account in the model,
resulting in distinct power consumptions.

Figure 9 presents the effects of varying the size of the
(square) input matrices of the matrixMulCUBLAS kernel in
the GPU power consumption and in the utilization of each
GPU component. As it can be seen, with larger input data
sizes, the utilization of the SP unit, L2-cache and DRAM
increase, resulting in the presented rise of the GPU power
consumption, which is predicted by the proposed model with
a 6.8% average error.

Decoupling the GPU power: Once the model is fully
determined, it is possible to estimate the power consumption
of each GPU component for any application. This power-
breakdown can be particularly interesting for application
optimization, since it provides the developers with crucial
information about which components represent the main
power consumption bottlenecks.

Figure 10 presents the utilization and power breakdown of
the set of standard benchmarks for two V-F configurations
on the GTX Titan X GPU. From the presented results, it can
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Figure 10: Power consumption breakdown on the real benchmarks, on the GTX Titan X GPU.

be observed that the group of validation benchmarks is rather
representative, presenting large differences in the utilization
levels of the different GPU components. Nonetheless, in
both V-F configurations, it can be seen that a non-negligible
portion of the power consumption is accounted for in the
constant part (80W for the reference configuration and 50W
for the low memory configuration), which aggregates the
static power, the idle power of that frequency configuration,
and the power consumptions of other non-modelled GPU
components (due to the lack of informative counters). Natu-
rally, between the two V-F configurations, the large variation
in DRAM operating frequency leads to the observed large
variation in the DRAM power consumption, while the power
of the remaining components stays almost constant.

Use cases: The proposed power consumption model can
be applied on the following scenarios: 1) GPUs without
sensor, by using a previously built model (e.g. using external
sensors) to provide an estimate of the total and/or per-
component GPU power consumption (similarly to [27]
from Intel). 2) Application analysis, by using the per-
component breakdown to assess the power bottlenecks of
developing applications (alternative to the usual performance
optimization); or even in a virtualization scenario (e.g.
NVIDIA GRID system using Hyper-V execution [28]),
where the model — constructed in the Hypervisor — could
be provided to the guest VMs, allowing them to estimate
their corresponding total and/or per-component power con-
sumption (which they currently have no way of measuring).
3) DVFS management, by facilitating the search for the
optimal frequency state, as it allows estimating the power
consumption at different frequency configurations without

requiring exhaustive execution on all possible configurations
as in [29]. 4) GPU hardware integration, by implement-
ing the proposed model in hardware (similarly to Intel
RAPL [30]), where it would be able to take into account fine-
grained V-F perturbations and potentially even non-SMU
(System Management Unit) V-F adjustments.

VI. RELATED WORK

Initial attempts to model the GPU power consump-
tion were focused on modelling the power at a fixed
frequency/voltage configuration, neglecting the effect of
DVFS [31], [32], [33], [34], [35], [36]. In particular, Na-
gasaka et al. [37] proposed a power consumption model for
a Tesla GPU (GTX285) based on hardware performance
events and on a statistical approach to find the correla-
tion between the performance profiles and the GPU power
consumption. They achieved 4.7% average prediction error,
although they also stated that the approach was ineffective on
more recent GPUs, namely those from the Fermi generation.
Hong et al. also proposed a power model for a Tesla GPU
(GTX280) [11] based on an analysis of both the binary
PTX and of the pipeline, at runtime. The offline PTX
analysis allows this model to attain highly accurate GPU
power predictions, at the cost of being very GPU-specific.
Hence, such an approach lacks the ability to make accurate
predictions for different GPU architectures, or even for the
same GPU at different core and memory configurations.

Song et al. used an artificial neural-network to train the
GPU power consumption [13], achieving better prediction
accuracy than other traditional regression based models.
However, neural network approaches usually create output
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models of high complexity, where it is often hard to extract
its physical meaning.

Leng et al. integrated Hong’s power model inside the
GPGPU-Sim [38] simulator to form GPUWattch [12]. Sup-
porting both NVIDIA’s Tesla and Fermi GPU architec-
tures, GPUWattch can estimate the cycle-level GPU power
consumption during application execution. The considered
model assumes that the power consumption of a GPU
domain always scales linearly with its frequency[12, eq.6].
However, as it was previously shown (see Figure 2) this is
not always the case, because of the non-linear behaviour
of the voltage (see also Figure 6). Nath et al. also used
GPGPU-Sim to create a performance model for DVFS,
which could potentially be expanded to include a power
model [39]. However, such approach requires adding logic
to the GPU scoreboard, making it impossible to replicate
on real hardware. This type of approaches has been deemed
product-specific and difficult to apply on modern GPUs [14].

Abe et al. proposed DVFS-aware power regression models
for GPUs from the NVIDIA’s Tesla, Fermi and Kepler
generations [14], which separate the GPU power consump-
tion in core and memory domains, each proportional to
their corresponding frequency and associated performance
events. The models are estimated with linear regression by
using measurements taken at 3 different core and 3 different
memory frequencies. The proposed models achieved average
prediction errors of 15% for the Tesla GPU, 14% for
the Fermi GPU and 23.5% for the most recent Kepler
GPU. However, the authors do not disclose which set of
performance events are used in the model. Additionally,
despite performing the power consumption decomposition
in the core and memory domains, similar to the one herein
proposed, the authors do not consider the non-linear scaling
effects of the voltage.

Wu et al. studied how the performance and power con-
sumption of an AMD GPU scale with core and memory
frequency variations, as well as with different number of
cores [15]. These authors group GPU applications into
distinct clusters based on their characteristics, each rep-
resenting a different performance/power scaling. Neural-
network classifiers are used to characterize new applications,
by predicting which scaling factor better represents an
application. They achieve an average deviation of about 10%
on the tested GPU device. However, the model accuracy
is highly dependent on a set of fine-tuned parameters,
such as the number of clusters, which makes it difficult
to replicate on different architectures. More recently, in a
follow-up [40], a technique was proposed to optimize the
GPU energy efficiency by predicting the characteristics of
upcoming kernels, based on recent execution history.

VII. CONCLUSIONS AND FUTURE WORK

This manuscript presented a new DVFS-aware GPU
power model that is able to predict the power consumption

of the several GPU components for any frequency/voltage
configuration, by using the performance events gathered at
a single configuration. The proposed approach makes use
of an especially devised iterative algorithm that relies on
statistical regression and is able to model not only the
unknown characteristics of the underlying architecture, but
also to accurately predict how the GPU voltage scales with
the core/memory domain frequencies.

When used with a set of three different GPUs, represent-
ing the three most recent NVIDIA microarchitectures, the
proposed DVFS-aware power model accurately estimates the
power consumption with an average error of 7%, 6% and
12% on the Pascal, Maxwell and Kepler GPUs, respectively.
Particularly, in the Maxwell (or Pascal) GPU, the model
provides accurate results across a frequency range of 1.6×
(2.4×) for the core and 4.3× (1.2×) for the memory
frequencies.

The work herein presented opens the possibility for many
different future directions, one of which is the implemen-
tation of the proposed DVFS-aware power model in real-
time. This can be done by taking advantage of the iterative
nature of many of the most common GPU applications,
by measuring the performance events during the first call
to a GPU kernel and then using the power prediction to
determine the frequency/voltage configuration that best suits
that kernel. Additionally, the proposed model can be used
for the development of novel energy-aware GPU simulators
and for the energy-optimization of GPU applications.
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Abstract—Dynamic voltage and frequency scaling (DVFS) is a popular technique to improve the energy-efficiency of high-performance

computing systems. It allows placing the devices into lower performance stateswhen the computational demands are lower, opening the

possibility for significant power/energy savings. Thiswork presents a GPU power consumptionmodel, used to predict theGPU power

consumption of any application at different frequency levels. To obtain this model, an estimation algorithm is proposed, relying on careful

benchmarking of the GPU architecture. Themodel can estimate the contribution of twelve different GPU components (FP32-ADD/MUL/

FMA, FP64-ADD/MUL/FMA, INT, SF, CF units, sharedmemory, L2-cache, and DRAM) to the GPU power consumption. Different model

use cases are evaluated (fixed-frequency, DVFS, and scaling-factors), which can obtain both the total or the per-component GPU power

consumption. A technique to export models to a distinct GPU from the one it was estimated on is also proposed. These approacheswere

extensively validated on five different GPUs from the threemost recentmicroarchitectureswith a set of 42 standard benchmarks,

achieving very accurate predictions. In particular, the scaling-factor power model achieves an average prediction error of 3.5 percent

(Titan Xp), 4.6 percent (GTX Titan X), 3.1 percent (GTX 980) and 2.4 percent (Tesla K40c).

Index Terms—GPGPU, DVFS, power modeling, scaling-factors

Ç

1 INTRODUCTION

AS the usage of accelerators, particularly GPUs, has
become more predominant in high-performance com-

puting (HPC) systems [1], it is increasingly important to find
mechanisms to maximize their energy-efficiency. One of the
most widely used techniques is the dynamic voltage and fre-
quency scaling (DVFS), which allows placing the devices
into lower performance states. When carefully applied to
match the needs of the executing applications, DVFS can
lead to significant power and energy savings, oftenwithmin-
imum impact on performance [2], [3], [4].

Nonetheless, to efficiently apply power management
techniques (including DVFS), accurate models are required
to predict how the performance/power consumption of
applications scales with the GPU operating frequencies/vol-
tages. In the past, it has been shown that applications with
different GPU resources utilizations have diverse perfor-
mance and power consumption scaling behaviours when
DVFS is applied [5], [6], [7], [8]. Hence, attaining accurate
models requires information of how the executing applica-
tions are using the different GPU components.

Previousworks proposing GPU power consumptionmod-
els have focused on either fixed frequency [9], [10], [11] or

more recently on DVFS prediction [12], [13]. In our previous
work [14], a DVFS-aware GPU power consumption model
was proposed, which relies on a set of carefully devised
microbenchmarks and on a regression-based algorithm to
estimate the unknown model parameters. Such devised
model allows decoupling the power consumption in seven
different components with a high accuracy. This was also one
of the first works to consider the non-linear scaling of the
GPU voltage with the operating frequency.

This paper significantly expands on our previous
work [14] with an extensive focus on the different usage sce-
narios of power models such as: 1) fixed frequency predic-
tions; 2) DVFS predictions; 3) scaling-factor predictions; and
4) per-component power breakdown in twelve different
components. This work also introduces a detailed analysis
of the effects of hardware changes in the power consum-
ption model, namely on the portability of an estimated
model. Furthermore, the microbenchmark suite is extended
with new applications that exercise multiple new GPU
components.

Each of these different approaches was extensively vali-
dated on five different GPU devices (Titan Xp, GTX Titan X,
GTX 980, GTX 960 and Tesla K40c) from the three most recent
NVIDIA GPUmicroarchitectures (Pascal, Maxwell and Kep-
ler) with a set of 42 benchmarks from five commonly used
benchmark suites (Parboil [15], Rodinia [16], Polybench [17],
SHOC [18] and CUDA SDK [19]). From the conducted expe-
rimental evaluation it is shown that the proposed models
achieve accurate results, particularly the scaling-factor
power model which achieves an average error rate as low as
3.5 percent (Titan Xp), 4.6 percent (GTX Titan X), 2.4 percent
(Tesla K40c) and even 3.1 percent for the GTX 980, where the
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last one was obtained by adapting the model estimated for
theGTXTitan XGPU.

Accordingly, this work makes the following contribu-
tions with regards to [14]:

� Introduction of additional microbenchmarks into the
microbenchmark suite, allowing the characterization
of novel GPU components, as well as the separation
of some previously aggregated components (e.g., by
separating FP32 unit into FP32 ADD, FP32 MUL and
FP32 FMA compute units).

� New power model and voltage estimation algorithm,
allowing to simultaneously estimate the voltage of
each frequency domain as well as the unknown
model coefficients.

� Extensive validation of the estimated power con-
sumption models in multiple usage scenarios (fixed-
frequency, DVFS, scaling-factors, power breakdown),
including the evaluation of the results obtained from
exporting an estimated model from one GPU to a dif-
ferent one.

� Discussion of the obtained results, including consid-
erations about the general limits of power models
based on supervised learning (statistical- or machine-
learning).

The complete source code, including themicrobenchmark
suite and a tool to construct the DVFS-aware GPU power
consumption model, is publicly available online (https://
github.com/hpc-ulisboa/gpupowermodel).

The rest of this paper is organized as follows. Section 2
motivates the presented work, including a summary of the
most relevant state-of-the-artworks. Section 3 details the pro-
posed DVFS-aware power model. Section 4 presents the dif-
ferent model use cases, validated on real hardware devices.
Section 5 overviews the obtained results and Section 6 con-
cludes the manuscript.

2 BACKGROUND AND MOTIVATION

The architecture of GPUs is composed by several distinct
components (as an example, Fig. 1 represents a NVIDIA
Titan XpGPU). Themain execution components of GPUs are
the streaming-multiprocessors (SMs), which include differ-
ent computational units (INT, FP32, FP64, etc.), as well as
several elements of private memory (texture/L1-cache,
shared memory). GPU devices usually have multiple SMs

(30 in the case of the Titan Xp), as well as an L2-cache and the
main devicememory (DRAM).

2.1 GPU DVFS and Power Consumption

Most GPU devices have two independent frequency
domains, which are the core (or graphics) domain, clocked at
fcore, and the memory domain, clocked at fmem. DVFS can be
applied as a way of exploiting the existence of these two
independent frequency domains, since it allows adapting
the performance of the GPU components to the particular
requirements of the executing applications. This can often
result in considerable energy savings [2], [3], [20], [21].

However, optimizing the GPU configuration, i.e., the
voltage-frequency (V-F) levels of both core and memory
domains is not a trivial problem [7], [8], [22]. It requires
accurate estimations of both the execution time and average
power consumption, namely the effects that changing the
V-F configuration will have on these two metrics.

Different GPU applications have their unique characteris-
tics (used algorithm, data types, operations, size of the input
data, dimensions of the grid of threads, etc.), which deter-
mine how the different GPU components are stressed during
the application execution. Furthermore, depending on how
the different GPU components are exercised by applications,
DVFS can have vastly different impacts on the performance
and on the total GPU power consumption.

Fig. 2 presents an example of such a scenario, where the
BlackScholes and the CUTCP benchmarks are executed on an
NVIDIA GTX Titan X GPU across multiple V-F configura-
tions. Fig. 2 also shows the utilization of the main GPU com-
ponents, represented as the ratio of the achieved and peak
theoretical throughputs of the component. As it can be seen,
the two applications present very different utilization rates
of some GPU components (see L2-cache and DRAM utiliza-
tions), which results in the different power consumption
levels of 181W and 135W at the default GPU frequency con-
figuration (fcore ¼ 975 MHz and fmem ¼ 3505 MHz). Addi-
tionally, it can also be seen that the variation of the power
consumption when the memory frequency is decreased is
much higher for the BlackScholes benchmark, because of its
greater DRAM utilization: when the memory frequency
decreases from 3505 MHz to 810 MHz, the power consump-
tion decreases by 52 percent (from 181W to 87W). On the
other hand, the power consumption of the CUTCP bench-
mark decreases by only 24 percent (from 135W to 102W).

Regarding the core frequency scaling, it can be seen that,
unlike it is proposed in other previous works [10], [12], the

Fig. 1. Block diagram of a Titan Xp GPU (Pascal family).

Fig. 2. DVFS impact on the power consumption of two applications on the
GTX Titan X. Left: GPU components utilization during the applications
execution, when fcore ¼ 975 MHz and fmem ¼ 3505 MHz. Right: power
consumption variation with the core andmemory frequency scaling.
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GPU power cannot be represented as a simple linear func-
tion of the core frequency. In practice, the power consump-
tion of a GPU device can be decomposed in the sum of the
power consumptions of its multiple architectural compo-
nents [23]. Furthermore, the power of each component (Ck)
is associated with its peak power consumption and with
how an executing application stresses such component
(PowerðCkÞ / UtilizationðCkÞ).

With regards to this observation, Butts et al. [24] and
Gonzalez et al. [25] proposed the power models presented
in Eqs. (1) and (2), which can be used to describe how the
dynamic and static components scale with the frequency
and voltage of their respective hardware elements:

PowerStatic ¼ V �N �Kdesign � Îleak; (1)

PowerDynamic ¼ a � C �V2 � f; (2)

where a denotes the average utilization ratio, C the total
capacitance, V the supply voltage, f the operating frequency
andN the number of transistors in the chip design.Kdesign is
a constant factor associated with the technology characteris-
tics and Îleak is a normalized leakage current for a single tran-
sistor, which depends on the threshold voltage.

These models can already provide some reasoning about
the non-linear behaviour of the power consumption in Fig. 2,
as frequency scaling is usually accompanied by changes of
the components voltage. However, even though these mod-
els give a valuable insight on the impact of DVFS, it is usually
impossible to accuratelymeasure these two components sep-
arately, let alone determine the model individual parame-
ters. Consequently, other approaches to model the GPU
power consumption are often required [12].

From these observations, it becomes clear the importance
of accurate DVFS-aware power models to characterize the
relationship between the GPU components utilization, their
runtime power consumption and how they change when
the frequency/voltage of the GPU domains are scaled.

2.2 Related Work

Initial attempts to model the GPU power consumption were
focused on modeling the power at a fixed V-F configuration,
not taking into consideration the effect of DVFS [26], [27],
[28]. In particular, Nagasaka et al. [29] proposed a power
consumption model for a Tesla GPU (GTX285) using a statis-
tical approach to find the correlation between hardware
performance events and the GPU power consumption,
achieving an average prediction error of 4.7 percent. How-
ever, the authors stated that the approach was ineffective for
more recent GPUs, namely those from the Fermi generation.

Hong et al. also proposed a power model for a Tesla GPU
(GTX280) [9] based on an analysis of both the binary PTX
and the device pipeline at runtime. The offline PTX analysis
allows this model to attain highly accurate GPU power pre-
dictions, at the cost of being very GPU-specific. Hence, such
an approach lacks the ability to make accurate predictions
for different GPU architectures, or even for the same GPU
at different core and memory configurations.

Song et al. proposed an artificial neural-network based
power model for GPU devices [11], achieving better predic-
tion accuracy than previous traditional regression-based

models. However, neural network approaches usually lead
to highly complex models, where it is often hard to extract
its physical/architectural meaning.

Leng et al. integrated Hong’s power model inside the
GPGPU-Sim [30] simulator, resulting in the GPUWattch [10]
tool. Hence, it only supports NVIDIA Tesla and Fermi GPU
microarchitectures. GPUWattch can estimate the cycle-level
GPU power consumption during application execution.
However, it assumes that the power consumption of a GPU
domain always scales linearly with its frequency[10, eq.6],
which previousworks (Mei et al. [8] andGuerreiro et al. [14])
showed to be often incorrect, because of the non-linear
behaviour of the voltage scaling in some GPU devices. Nath
et al. also used GPGPU-Sim to create a performance model
for DVFS, which could potentially be expanded to include a
power model [31]. However, this type of approaches often
requires adding logic to the GPU scoreboard, making it
impossible to replicate them on real hardware.

Abe et al. deemed the previous approaches to be product-
specific and difficult to apply on modern GPUs, and pro-
posed DVFS-aware power regression models for GPUs from
the NVIDIA Tesla, Fermi and Kepler generations [12]. The
authors separated the GPU power consumption in core and
memory domains, each proportional to their corresponding
frequency and associated performance events. The models
were estimated through linear regression by using measure-
ments taken at three different core and three different mem-
ory frequencies. The proposed models achieved average
prediction errors of 15 percent for the Tesla GPU, 14 percent
for the Fermi GPU and 23.5 percent for the most recent Kep-
ler GPU. However, the work does not disclose the set of per-
formance events used in the model. Additionally, despite
performing the power consumption decomposition in the
core and memory domains (similar to the one herein pre-
sented) the work proposed in [12] also does not consider the
non-linear scaling effects of the voltage.

Wu et al. studied how the performance and power con-
sumption of an AMD GPU scale with core and memory
frequency variations, as well as with different number of
cores [13]. The proposed work groups GPU applications into
distinct clusters based on their characteristics, each repre-
senting a different performance/power scaling-factor. Prop-
erly trained neural-network classifiers are then used to
characterize new applications, by predicting which scaling-
factor better represents an application. They achieve an aver-
age prediction error of about 10 percent on the tested GPU
device. However, the model accuracy is highly dependent
on a set of fine-tuned parameters, such as the number of
clusters, which makes it difficult to replicate on different
architectures. More recently, a follow-up technique [32] was
proposed that predicts the characteristics of upcoming ker-
nels, based on recent execution history.

The work that is herein presented vastly expands over our
previouswork [14], where aDVFS-aware power consumption
model was proposed. Such model could predict the total or
per-component power consumption of GPUs for any voltage-
frequency configuration, by using performance counters
gathered at a single configuration. To estimate the model of
each GPU device, a suite of microbenchmarks was provided
and made publicly available, as well as a tool that imple-
mented the devised iterative algorithm relying on statistical
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regression to model not only the unknown hardware charac-
teristics but also to accurately predict how the core voltage
scales with its frequency. The model was validated on three
GPU devices from different microarchitectures using a set
of 26 standard benchmarks, achieving average errors of
7 percent (Pascal), 6 percent (Maxwell) and 12 percent
(Kepler). The herein presented work not only extends on our
previous power model (using several more GPU compo-
nents), but also provides an extensive focus on different usage
scenarios (e.g., fixed frequency predictions,DVFS predictions,
scaling-factor predictions, per-component power breakdown
and the effects of hardware changes), ultimately resulting in
more accurate GPUpower consumption predictions.

2.3 Applications of a GPU Power Model

As it was referred above, one advantage of this work over
previous models (e.g., over machine-learning based ones,
where it is hard to convey the architectural meaning of the
estimated elements) is its versatility over multiple usage sce-
narios. Hence, the following use cases can be highlighted:

1) DVFS management, since the model allows searching
for the optimal frequency state without exhaustive
execution on all possible configurations (contrasting
to [33]).With the proposedmodel it is possible to esti-
mate the power consumption at different V-F config-
urations after executing the application at a single
configuration (Section 4.4).

2) Power consumption estimation in GPUs without power
sensors, by using a previously estimated model (e.g.,
using external sensors) to provide an estimate of the
total and/or per-component GPU power consump-
tion (similarly to [34] from Intel). Additionally, by
using a powermodel such as the herein proposed one,
i.e., based on architectural characteristics of the devi-
ces, it can also be possible to export a power model
from oneGPUdevice to a different one (Section 4.6).

3) Power-aware optimization of applications, as the model
allows obtaining the per-component power consump-
tion breakdown, which can help developers to assess
the power bottlenecks of applications (Section 4.5),
as an alternative to the more common perform-
ance optimization. This can even be useful in virtuali-
zation scenarios (such as the NVIDIA GRID system
using Hyper-V execution [35]), where the model—
constructed in the Hypervisor — could be provided
to the guest VMs, allowing them to estimate their
corresponding total and/or per-component power
consumption (which they currently have no way of
measuring).

4) GPU hardware integration, by implementing the pro-
posed model in hardware (similar to Intel RAPL
[36]), where it would be able to account for fine-
grained V-F perturbations and potentially even non-
SMU (SystemManagement Unit) V-F adjustments.

3 GPU POWER CONSUMPTION MODEL

To effectively apply DVFS techniques to optimize the power
consumption of an application execution, it is fundamental to
predict how the scaling of each GPU domain frequency/

voltage affects its overall power consumption. This section
describes the proposed procedure to create a statistical power
consumptionmodel of the GPU architecture.

To obtain an accurate model of the GPU power consump-
tion, one must consider the decomposition of the power con-
sumption across the internal components of the GPU. By
taking into account that these components operate under dif-
ferent frequency and voltage domains, the following decom-
position can be obtained:

PGPU ¼
XNV�F

k¼1

PðDkÞ; (3)

where NV�F is the number of independent voltage/fre-
quency (V-F) domains and PðDkÞ is the power consumption
of each domain (Dk), defined as follows:

PðDkÞ ¼ a0�vk þ �vk
2fk

 
a1 þ

XNC

i¼1

gi � Ui

!
; (4)

where fk represents the frequency of domain Dk, �vk is the
normalized voltage of the domain (�vk ¼ vk=vRef:), NC is the
number of GPU components operating in domain Dk and
Ui 2 ½0; 1� is their respective average utilization rate. The
coefficients a0, a1, g1,...,gNC

represent a set of hardware-
specific parameters, associated to the characteristics of the
underlying architecture, such as component total capaci-
tance and leakage resistance. In particular, the proposed
power model contains the following distinct elements:

1) a0�vk: corresponding to the static power of domain Dk

(see Eq. (1)).
2) a1�vk

2fk: corresponding to the constant power con-
sumption of that V-F configuration of domain Dk,
i.e., the dynamic power that is independent of the
modeled component utilizations.

3) g i�vk
2fkUi: corresponding to the dynamic power of

component i (see Eq. (2)).
Terms a0�vk and a1�vk

2fk correspond to what it is usually
denoted by the idle power of that specific V-F level, inde-
pendent of the utilization rates.

As previously stated, most modern GPUdevices comprise
two frequency domains, i.e., NV�F ¼ 2, corresponding to the
core and memory domains (PGPU ¼ Pcore þ Pmem). By rewrit-
ing Eq. (4) considering these two domains and by denoting
withNcore the number of modeled GPU components from the
core domain, the following equations are obtained:

Pcore ¼ a0�vcore þ �vcore
2fcore a1 þ

XNcore

i¼1

giUi

 !
; (5)

Pmem ¼ a2�vmem þ �vmem
2fmemða3 þ gmemUmemÞ: (6)

3.1 Modeled GPU Components

The proposed power model (Eqs. (5) and (6)) is based on the
utilization rates of themodeled GPU components. These rates
represent a reliable measure of how the considered applica-
tion exercises the components during its execution. The pro-
posed model focuses on modeling the hardware components
that have a significant impact on power consumption during
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the execution of GPU applications (and which have associ-
ated performance counters available), namely: the integer
(INT), single- and double-precision floating-point (FP32/
FP64), special-function (SF) and control-flow units (CF), the
shared memory, the L2 cache and the DRAM. Additionally,
the model also considers separate units for different FP com-
pute instructions (FMA, ADD and MUL), as it was experi-
mentally observed that their distinct complexities lead to
different power consumption levels. Furthermore, the mod-
ular structure of themodel allows an easy adaptation of it if/
when new components (and corresponding performance
counters) are added to newGPUs.

The utilization rate of the considered GPU compute
units, measured during the application execution, is com-
puted as the ratio between the number of executing warps
with the number of warps that would execute if these units
were always filled (theoretical peak). Hence, the utilization
rates of the SM computational units can be expressed as:

Ux ¼ AWarpsx �WarpSize

ACycles �UnitsPerSMx
;

x 2 fINT=FP32;FP64; SF;CFg;
(7)

where AWarpsx is the number of warps executing on unit x
during the application execution, ACycles is the number of
cycles when there is at least one active warp on the SMs,
UnitsPerSMx is the number of units of type x on each SM and
WarpSize is the number of threads in a warp, which is a char-
acteristic of the GPU device. Since NVIDIA GPUs aggregate
in a single counter the number of warps executing in the INT
and FP32 units, the number of instructions of each type
(InstINT and InstFP32) is used to decompose this metric into
the utilizations of each separate unit. Similarly, the number
of floating-point operations (single or double precision) of

each type (ADD, MUL or FMA) are used to separate the uti-
lizations of the FP32 and FP64 units.

On the other hand, the utilization rate of the different
memory hierarchy levels is computed as follows:

Uy ¼ ABandy
PeakBandy

; y 2 L2; Shared;DRAMf g; (8)

where ABand and PeakBand are the achieved and peak
bandwidth of each memory subsystem, respectively.

Accordingly, to model all the considered GPU compo-
nents, the metrics summarized in Table 1 are required.

3.2 Microbenchmarking the GPU

To accurately model the unknown characteristics of the
underlying architecture, the proposed methodology relies on
microbenchmarking. By creating a set of carefully designed
applications covering several GPU components, it is possible
to get an accurate prediction on the contribution of each com-
ponent to the total GPUpower consumption.

Fig. 3a presents an example of a skeleton source code
of the developed microbenchmark GPU kernels. These
microbenchmarks are mainly composed by an unrolled for
loop which stresses the desired GPU component. By varying
its loop boundaries, it is possible to achieve different mix-
tures of components utilizations. For example, in a given
microbenchmark stressing the integer unit, each iteration of
the loop executes arithmetic instructions on the registers
data. By decreasing the number of loop iterations, the result-
ing arithmetic intensity (arithmetic instructions per amount
of data read frommainmemory) decreases, which allows cre-
ating a range of microbenchmarks, e.g., from a more integer-
intensive (high INT and low DRAM utilizations) to a more
DRAM-intensive (low INT and highDRAMutilizations).

Table 2 presents a summary of the developed collection of
101 microbenchmarks used to estimate the proposed power
model. The model considers 12 different GPU components.
To better model the interactions between different instruc-
tions, the suite also includesmicrobenchmarkswith different
mixes of GPU components utilizations (MIX).

Fig. 3b shows a correlation heatmap of the utilization vec-
tors for all microbenchmarks, as well as an histogram of the
correlation values. As expected, microbenchmarks from the
same group have a higher correlation value, as they are
exercising the same component. However, the histogram
shows that most microbenchmarks from different groups
mostly have a low correlation (absolute value around 0.2).

TABLE 1
Required Metrics to Compute the Utilization Rates
used in the Proposed Power Consumption Model

Name Domain

1 ACycles Core
2-5 AWarpsfINT=FP32;FP64;SF;CFg Core
6-7 InstfINT;FP32g Core
8-10 FP32FLOPSfADD;MUL;FMAg Core
11-13 FP64FLOPSfADD;MUL;FMAg Core
14-15 ABandfL2;Sharedg Core
16 ABandDRAM Memory

Fig. 3. Microbenchmark suite.

TABLE 2
Developed Microbenchmark Suite to Model the Power
Consumption of the Considered GPU Components

Name Components # Name Components #

INT Integer units 13 SF SF units 10

FP32 32-bit FP units ADD 4 FP64 64-bit FP units ADD 4
MUL 4 MUL 4
FMA 4 FMA 4

L2 L2-cache 10 Shared Shared memory 9

DRAM DRAM 12 Mix Mix of arithmetic 7
Shared, L2 and

DRAM
CF Control-flow units 15 Idle - 1
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3.3 Model Parameter Estimation

Estimating the DVFS-aware power model corresponds to
the determination of the unknown coefficients x ¼ ½a0;a1;
a2;a3, gmem, g1, . . ., gN �. In order to facilitate the presentation
of the proposed methodology, this section considers a
device consisting of 2 frequency domains, with 1 compo-
nent in the memory domain and N components in the core
domain (which is consistent with most GPU devices). Addi-
tionally, given that in some devices it is unknown how the
voltage of each frequency domain scales with their operat-
ing frequency [8], the proposed methodology also estimates
the vectors of voltages vcore and vmem associated with each
operating frequency.

In order to better understand the characteristics of each
GPU component, the previously described set of developed
microbenchmarks (Section 3.2) is used to stress these compo-
nents. The microbenchmarks are executed and their power
consumption is measured at each supported V-F configura-
tion. Additionally, the value of the metrics (see Table 1)
required to compute the component utilization rates is also
measured for each microbenchmark. This set of measure-
ments can then be used to estimate the unknown parameters
of the proposedmodel.

Finally, Eqs. (5) and (6) show a relation between both
the unknown voltages vk and coefficients ai and gi (with

k2fcore;memg). Therefore, a simple least squares regression
cannot be used, as it leads to a non-full-rank optimization
problem. Hence, an alternative iterative optimization algo-
rithm was devised to estimate such parameters. Its opera-
tion is summarized in Fig. 4. The referred Optimization
Problems 1 and 2 are described in Fig. 5.

The algorithm is composed of two main phases, corre-
sponding to the estimation of the voltage levels and model
coefficients. In phase 1, the model coefficients (x) are fixed to
the previously found values in order to compute the voltage
levels of each frequency domain. Furthermore, the algorithm
focuses on each domain separately, for example, by first fix-
ing the memory voltages to a constant value and estimating
the core voltages for each frequency level (i.e., by solving
Problem 1 for each core operating frequency). Afterwards
the estimated core voltages are used to estimate the memory
voltages associated with each memory configuration (i.e., by
solving Problem 1 for each memory operating frequency). In
phase 2, all the estimated voltages are simultaneously used
to estimate themodel coefficients (i.e., by solving Problem 2).

It is important to note that, unlike previous works [10],
[12], the proposed methodology does not make any assump-
tion on the scaling of the voltage with the frequency of each
domain. Given the importance of the voltage in the power
consumption of these types of devices (in both the static—
Eq. (1) — and dynamic — Eq. (2) — power consumptions), it
is important to have an informed knowledge of these values,
in order to avoid a low prediction accuracy. However, in sit-
uations where the device voltage levels are known a priori,
the proposed methodology can be simplified into a single
execution of phase 2 (i.e., by only solving Problem 2), utiliz-
ing the real voltage values.

3.4 Fixed Frequency Estimation

The proposed model can also be applied when the goal is
to simply predict the power consumption for a fixed fre-
quency configuration, i.e., in the same configuration where

Fig. 4. Devised algorithm to estimate the model coefficients (x) and GPU
voltage levels (vcore and vmem).

Fig. 5. Optimization problems for the algorithm from Fig. 4.
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the utilization levels are measured. In this simpler case, the
model parameters are estimated with a fixed frequency (and
voltage), and Eq. (4) can be rewritten as:

PðDkÞ ¼ b0 þ
XNC

i¼1

vi � Ui; (9)

where the values of the voltages and frequencies are now
integrated inside the coefficients to be determined. Since
there are no products between unknown parameters in this
simplifiedmodel (in contrast with the previous formulation),
parameter estimation can be done in a single step, by using
least squares regression. This is done by executing phase 2 of
the previous algorithm, i.e., by solving Problem 2 using the
measurements taken at the target frequency.

3.5 Power Consumption Prediction

Once the model coefficients are known, the newly deter-
mined GPU power model can be used to predict the power
consumption of any (previously unseen) application, as it is
presented in Fig. 6. The model allows predicting how the
application power consumption changes over the whole
range of the device V-F configurations, by simply measuring
its performance events on a single configuration (without
requiring any powermeasure). Themodel also allows decou-
pling the partial power consumption of themultiplemodeled
GPU components from the total power consumption (more
on this in Section 4.5).

4 POWER MODEL USE CASES

One feature of the proposed power model is its potential
usefulness in multiple and diverse scenarios. This section
presents five of these use cases, providing also a validation
of the proposed model in real and modern hardware devi-
ces and with a set of commonly used standard benchmarks
(not used during model estimation).

4.1 Experimental Setup

To validate the proposed model, a collection of five GPUs
from different NVIDIA microarchitectures were used as
testing platforms (summarized in Table 3). All experiments
were performed on a Linux CentOS 7.4 server, with CUDA
9.0 and NVIDIA driver v384.98.

The NVML [37] library was used for monitoring and for
changing the operating frequencies of the GPU domains (the
voltage is automatically set). Additionally, real power meas-
urements are also obtained using NVML. To guarantee a
proper model validation, a reasonable set of power samples
are required during the kernel execution. Since the GPU
power sensors have a low sampling frequency, the kernels
were repeatedly executed whenever necessary, to ensure an
execution time of at least 1 second at the fastest GPU configu-
ration (highest core and memory frequencies). Finally, the
power consumption of each kernel was computed as the
average of all gathered samples. To guarantee the accuracy
of the presented results, all applicationswere repeatedly exe-
cuted, with the presented values corresponding to the
median value.

To estimate the devised power model on each GPU
device, the conceivedmicrobenchmark suite (see Section 3.2)
was executed on a wide range of different V-F configura-
tions. By using the corresponding power consumption val-
ues (measured at all tested V-F configurations) and the
performance events used to compute the metrics presented
in Table 1 (measured only at the reference frequency configu-
ration), it is possible to estimate all themodel coefficients. For
all GPU devices, the estimation algorithm (see Fig. 4) con-
verged in less than 100 iterations, corresponding to less than
5minutes execution on an Intel i7 8550U processor.

Model validation was performed using an independent
collection of 42 applications from 5 benchmark suites (see
Table 4), i.e., these benchmarks were not used during model
estimation. Each application was executed at the reference
frequency configuration to measure the hardware events
required by the model. Fig. 7 presents the utilization rate of
the GPU components for each benchmark, where the utiliza-
tion of each component is in the [0,1] range. The obtained
results show a wide diversity of different utilizations. In
order to evaluate the accuracy of the power predictions pro-
vided by the devised model, the power consumption of each

Fig. 6. Usage of a (previously estimated) power model to predict the power consumption of a new application.

TABLE 3
Summarized Description of the used GPUs

Titan GTX GTX GTX Tesla

Xp Titan X 980 960 K40c

Base architecture Pascal Maxwell Kepler
Compute capability 6.1 5.2 3.5

Memory frequencies
(MHz)

{5705, 4705}� {4005, 3505, 3505 3004
3300, 810}

Core freq. range (MHz) [1911:582] [1164:595] 1226 [875:666]
Default Mem. Frequency 5705 3505 3505 3004
Default Core Frequency 1404 975 1226 875

Number of SMs 30 24 16 8 15

Per SM SP/INT Units 128 128 128 128 192
DP Units 4 4 4 4 64
SF Units 32 32 32 32 32
Shared Memory 96K 96K 96K 96K {16,32
(bytes) 48}K

L2-Cache Size (bytes) 3M 3M 2M 1M 1.5M
L2-Cache Banks 12 12 8 4 6
Global Memory Size
(bytes)

12G 12G 4G 4G 12G

Memory Bus Width (bits) 384 384 256 128 384

TDP (W) 250 250 165 120 235

� NVIDIA driver does not allow setting the memory frequency to lower levels.
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application at the different V-F configurations was also mea-
sured. Since these applications were not used to estimate the
model parameters, they show the model robustness for new
(unseen) applications.

The rest of this section will analyze the model by looking
at the different scenarios in which it can be used: i) at fixed
V-F configuration, therefore disregarding the influence of
both voltage and frequency levels on the power consump-
tion (Section 4.2); ii) for DVFSmanagement, i.e., by providing
predictions over the whole frequency range, which (in these
cases) also include providing the voltage levels—as such
values are unknown (Section 4.3); iii) using a single power
sample to improve the DVFS model accuracy over the whole
frequency range (using scaling-factors—Section 4.4); iv)
providing a per-component breakdown of the GPU power
consumption (Section 4.5); and v) performing power predic-
tions on a different GPU than the one the model was esti-
mated on (Section 4.6).

4.2 Power Prediction at a Fixed Frequency

As previously discussed, the proposed power consumption
model can be used to predict the power consumption of
applications at the same frequency configuration that the
performance counters are measured. Fig. 8a presents such a
scenario, with the values of the predicted and measured
power consumptions for each benchmark executed on the
GTX Titan X GPU. The obtained results show the accuracy of
the proposed power model for the set of standard bench-
marks (used only to validate themodel).

Fig. 8b presents the obtained results for the five considered
GPUs at their respective reference (default) frequency config-
uration, namely the cumulative prediction errors on each
GPU. For theGTX 980 andGTX 960GPUs, two curves are pre-
sented corresponding to the obtained results with and with-
out the correction factor after exporting an estimated model

to a different GPU (more details on this in Section 4.6). The
results show that the power model is able to accurately pre-
dict the GPUs power consumption, where a mean absolute
error of 5.5 percent was achieved on the GTX Titan X, while
on the other GPUs the errors were 8.8 percent (Titan Xp),
7.7 percent (GTX 980), 8.5 percent (GTX 960) and 7.1 percent
(Tesla K40c).

4.3 DVFS-Aware Power Prediction

Unlike previous ones, the proposedmodel assumes that both
Vcore and Vmem can scale with the frequency changes of the
two GPU domains. However, while the estimated core vol-
tages were possible to be confirmed, by using the measured
voltages obtained using the NVIDIA Inspector and MSI
Afterburner (third-party Windows tools), the voltage of the
memory domain cannot bemeasured using these tools.

From the obtained measurements, it was observed that
the voltage scaling behaviour depends on the method used
to scale the domains frequency. When using the NVML
library (on the Titan Xp, GTX Titan X and Tesla K40c GPUs),
the voltage variation presents two different regions [14]: for
higher frequencies the voltage scales linearly, while for lower
frequencies it stays constant. In some GPUs NVML does not
allow changing the frequency (e.g., for non-Titan or non-
Tesla GPUs). In these cases, the domains frequencies were
changed by varying the graphics clock and memory transfer
rate offsets of the Powermizer inside the nvidia-settings tool.
However, experimental results showed that this alternate
method does not result in the same behaviour as in this case
the voltage stays constant across all frequencies.

Fig. 9 presents the accuracy of the proposed DVFS power
model when considering the validation set of standard bench-
marks, for multiple core and memory V-F configurations on

TABLE 4
Standard Benchmarks used for Model Validation

Suite Application Name

Parboil [15] CUTCP, LBM, MRI-Gridding

Rodinia [16] Backprop, DWT2D, Gaussian, Hotspot, Hotspot3D,
LUD, K-Means, K-Means_2, ParticleFilter_naive,
ParticleFilter_float, SRAD_v1, SRAD_v2, Streamcluster

Polybench [17] 2MM, 3MM, 3DCONV, ATAX, BICG,
CORR, COVAR, FDTD-2D, GEMM, GESUMMV,
GRAMSCHM, MVT, SYRK, SYRK_DOUBLE

SHOC [18] BFS, FFT, MD5Hash, Reduction, S3D, S3D_double,
Sort, Stencil2D, Stencil2D_double, QTClustering

CUDA SDK [19] Blackscholes, matrixMulCUBLAS

Fig. 7. Per-component utilizations for the set of 42 standard benchmarks on the Titan Xp.

Fig. 8. Power prediction at a fixed V-F configuration on the standard
benchmarks (not used in the model estimation).
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the GTX Titan X GPU. This figure presents the power esti-
mated by the model versus the measured power consump-
tions for the considered benchmarks (not used to estimate the
model), across 2 memory and 12 core frequencies. The power
predictions are based on the performance countersmeasured,
for each application, at a single (reference) V-F setting. The
diverse set of applications and frequency configurations
results in a wide range of observed power consumptions,
going from 50W up to 250W. Hence, when covering a fre-
quency range up to 4� for the core frequencies and 1:2� for
the memory frequencies, the model showed to be still able to
make accurate power predictions, with a mean absolute error
of 9.9 percent.

Fig. 10C presents the obtained results across the four
considered GPU devices (GTX960 was not considered in
this section, because it does not allow to change frequency
configurations). Overall, the devised DVFS-aware power
model results in mean absolute errors of 9.9 percent (Titan
Xp), 6.4 percent (GTX Titan X), 7.7 percent (GTX 980) and
8.6 percent (Tesla K40c). The approach presented in [12]
proposed a DVFS power consumption model for NVIDIA
GPUs, achieving a mean error of 23.5 percent for the Kepler
GPU (same as the Tesla K40c).

4.4 DVFS Predictions with Scaling-Factors

To produce power estimations, the proposed power model
always requires at least one execution of the application
under evaluation to measure the components utilizations.
Leveraging from this fact, whenever the device has power
sensors available, the GPU power consumption can also be
measured during the application execution. Once the power
consumption at a certain V-F configuration is known, the
power model can be used to determine how the consump-
tion will scale for different V-F variations (i.e., the different
scaling-factors, as referred in [13]), in the followingway:

P̂ðscalingÞðf2; v2Þ ¼ PGPUðf2; v2Þ
PGPUðf1; v1Þ � Pmeas:ðf1; v1Þ; (10)

where f1 and v1 are the frequencies and voltages at the refer-
ence configuration, and PGPUðf1; v1Þ and PGPUðf2; v2Þ are the
power consumptions given by the regular DVFS model
(Eqs. 5 and 6) at configurations ðf1; v1Þ and ðf2; v2Þ, respec-
tively. Finally,Pmeas:ðf1; v1Þ is themeasured power consump-
tion at the reference configuration and P̂ðscalingÞðf2; v2Þ is the
new estimate for the power consumption at configuration
ðf2; v2Þ.

Since thismethod is already using ameasured value of the
power consumption (offsetting the curve to a known value),
it will result in a much higher accuracy of the DVFS power
predictions. Figs. 10A and 10B present an example of the
benefits of using the scaling-factors approach on two distinct
applications on the Titan XpGPU. Fig. 10A presents themea-
sured and estimated power consumptions using the regular
DVFS approach (presented in Section 4.3), resulting in a
mean absolute prediction error of 9.3 percent. However, in
both cases, the error is almost constant across the different V-
F configurations, i.e., the model accurately predicts how the
power scales with the frequency and voltage of the two
domains. This is confirmed in the results achieved using the
scaling-factors method, presented in Fig. 10B. In this case,
the measured power sample allows sliding the estimated
curve closer to themeasure values, resulting inmuch smaller
prediction errors (1.7 percent).

The overall results of the scaling-factors approach on the
considered GPU devices are presented in Fig. 10D. Since the
model is using the actual samples for the reference configu-
ration, it will have an error of 0 percent at those configura-
tions (hence the curves are not asymptomatically tending to

Fig. 9. DVFS power predictions, across all V-F configurations, of the stan-
dard benchmarks (not used in themodel estimation), on the Titan Xp.

Fig. 10. Top: Example of frequency scaling model benefits on two bench-
marks, on Titan Xp. Bottom: Results on the standard benchmarks, across
the different V-F configurations: Cumulative distribution of the prediction
errors of the regular DVFS (C.) and scaling-factors (D.); and summary of
the obtained results (E.).
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0, when the relative error goes to �1). From these results it
can be seen that around 20 percent (Titan Xp), 18 percent
(GTX Titan X), 30 percent (GTX 980) and 40 percent (Tesla
K40c) of the estimated values have an error below 1 percent.
On the other hand, 95 percent (Titan Xp), 85 percent (GTX
Titan X), 95 percent (GTX 980) and 97 percent (Tesla K40c) of
the estimated values have an error below 10 percent, while
using the regular DVFS approach these values would be
60 percent (Titan Xp), 80 percent (GTX Titan X), 70 percent
(GTX 980) and 70 percent (Tesla K40c). The results are
summarised in Fig. 10E. Comparing with previous state-
of-the-art works, the approach presented in [13] proposed a
scaling-factor power consumption model (using a neural
network classifier) and achieved amean error of 10 percent.

4.5 GPU Power Decoupling

Once the power model is fully determined, it can be used to
estimate not only the total GPU power consumption, but
also the power of each component during the execution of
any application. This power breakdown can be very useful
for the application optimization, as it provides crucial infor-
mation to the developers regarding which components rep-
resent the main power consumption bottleneck.

Fig. 11 presents a breakdown of the dynamic power con-
sumption at the reference V-F configuration for each mod-
eled component of the GTX Titan X GPU, for four distinct
benchmarks (large pies). The relative utilizations of the GPU
components for each of these applications are also presented
in the figure (small pie). As one would expect, these two rep-
resentations produce different results. This is because of the
different estimated weights of each GPU component in the
power model (gi in Eqs. (5) and (6)), which make some com-
ponents to have a more dominant contribution to the power
consumption than others. For example, in the MRI-Gridding
application, the SFU has a utilization of only 5 percent of the
total application execution. However, as it is shown in
Fig. 11, the SFU contributes to 9 percent of the GPU dynamic

power consumption. Its contribution is actually higher than
the contribution of the CF units, which have a much larger
utilization. Naturally, this result is coherent with the com-
plexity of each unit, as the SF performs much more complex
operations than the CF unit.

The difference between the two representations of Fig. 11
confirms the usefulness of the proposed model: providing
the means for alternative power optimization strategies
regarding the conventional performance only approach.

4.6 Exporting the Model to Different GPUs

Given the modular design of NVIDIA GPUs (as it can be
observed from Table 3), a power model estimated for a spe-
cific GPU could potentially be adapted and applied to a dif-
ferent GPU. To attain this objective, one must take into
account the effects of the architectural changes in the power
consumption of GPU applications. This can be particularly
useful in providing power estimations for GPU devices with-
out power sensors. Additionally, this approach (summarized
in Fig. 12) would also avoid the need for the execution of the
whole microbenchmark suite on the target GPU device. For
now, this work focused on extrapolating the model only
within GPUs of the same microarchitecture, namely, for the
three Maxwell GPUs (see Table 3). Despite that, a similar
approach could be used to provide power predictions for
GPUs of different microarchitectures, which could be even
useful in the design stages of future microarchitectures.

As it is summarized in Table 3, the GTX Titan X, GTX 980
and GTX 960 have 30, 24 and 16 SMs, respectively. However,
the internal architecture of each SM is the same. Therefore, it
is reasonable to assume that the peak power consumption
associated with each modeled internal component (FP32,
FP64, INT, etc.) will scale by the same factor. Hence, for the
target GPUs, the model coefficients associated with each
modeled GPU component are obtained by scaling the esti-
mated coefficients (from the base GPU) in the same way that
the corresponding components are scaling between the two
GPU devices. For example, between the GTX Titan X and
GTX 980 GPUs, the number of SMs is decreased by 2=3.
Therefore, the coefficients associated with the SMs units (gi

in Eq. (5)) will be 2=3 of the coefficient value from the GTX
Titan X. Regarding the memory hierarchy, it can be seen that
from Table 3 L2-Cache and DRAM components are actually
scaling in the same proportion as the number of SMs. There-
fore, their coefficients (gL2 and gmem) will also scale by the
same factor (naturally, on other GPUs the scalings for the
memory and SM components may differ).

Regarding the estimation of the new coefficients associ-
ated with the static and constant power of the V-F configura-
tions (a0; . . . ;a3 in Eqs. (5) and (6)) two possible approaches

Fig. 11. Dynamic power consumption breakdown for each modeled GPU
component on GTX Titan X. The values below benchmark names corre-
spond to the dynamic power at the reference V-F, where constant power
is predicted to be 87 W.

Fig. 12. Diagramdisplaying howamodel estimated for aGPU can be used
on a different GPU.
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were tested. The first one assumes the coefficients also scale
with the same factors as the components of each domain (e.g.,
for GTX 980 a0 and a1 would be 2=3 of the values inGTXTitan
X, etc.). However, this approach ignores the possibility that
between the two GPUs there are probably multiple (not
modeled) components that do not change (e.g., PCIe interface,
GigaThread Engine, etc.) and therefore their power consump-
tion remains the same. Therefore, this straightforward
approach will generally under-predict the power consump-
tion on the target GPUs, resulting in prediction errors greater
than the ones obtained on the source GPU. In particular,
for the fixed-frequency model, the mean absolute errors
obtained for the two GPUs were 14.2 percent (GTX 980)
and 15.4 percent (GTX 960). For the regular DVFS model
on the GTX 980, a mean absolute error of 14.3 percent was
obtained.

The second approach requires the measurement of the
idle power at the reference configuration and therefore
requires the existence of GPU power sensors. Using the mea-
sured idle power consumptions, the values of the new coeffi-
cients can be obtained in the followingway:

a
ðtargetÞ
i ¼ a

ðbaseÞ
i � P

ðtargetÞ
idle

P
ðbaseÞ
idle

; i 2 f0; 1; 2; 3g: (11)

The measured values for the idle power consumption at
the reference V-F configuration of each GPU device are 75W
(GTX Titan X), 65W (GTX 980) and 36W (GTX 960). As it was
previously mentioned, it can be seen that the idle power val-
ues at the target GPUs are greater than those obtained by
assuming it simply scales with the number of SMs (e.g.,
75W� 2=3 ¼ 50W < 65W).

By using this approach to determine the corrected coeffi-
cients, a much higher prediction accuracy is obtained, where
the fixed frequency prediction model has a mean absolute
errors of 7.7 percent (GTX 980) and 8.5 percent (GTX 960).
The DVFS model also has an error of 7.7 percent on the GTX
980 GPU.

5 DISCUSSION

The presented research represents an improvement and a
substantial extension over our previous work presented in
[14], where a DVFS power model was proposed, together
with a microbenchmark suite that allowed the modeling of
seven GPU components. The herein presented work pro-
poses three different variations of a GPU power model: 1)
fixed frequency, 2) DVFS and 3) DVFS with scaling-factors.

All three include the modeling of twelve GPU components,
allowing the models to provide either the total or per-
component GPU power consumption. Furthermore, this
extended work also presented a successful technique to
export power models estimated on a GPU device to GPUs
with different hardware configurations.

The newly proposed model was validated on five differ-
ent GPU devices (from three different NVIDIA microarchi-
tectures) with a set of 42 benchmarks. The results of the
different model usage scenarios are summarized in Table 5,
where the results obtained from the models trained in [14]
are also provided (applied to the new set of benchmarks). It
is important to recall that some of the model features herein
proposed were not supported in [14] (e.g., scaling-factors
model or portability of an estimated model). It can be seen
that even in a fair comparison scenario, i.e., comparing just
the regular DVFS power model between the two works, the
herein proposed model outperforms the former one on all
GPU devices. Furthermore, these predictions can even be
further improved on all devices by using the scaling-factors
model, which was not considered in the previous work.

5.1 Model Limitations

Despite achieving considerable improvements over thework
presented in [14], a few roadblocks were reached while try-
ing to develop the herein presented work, some of which
would equally limit the quality of any supervised regres-
sion/machine-learning based power model. In particular,
one factor that can limit the quality of the proposed model is
the accuracy of the GPU performance counters (or power
samples). Notwithstanding, as it was presented the pro-
posed model is still able to achieve very accurate power pre-
dictions on a diverse range of GPU devices.

On the other hand, by allowing to directly choose which
GPU components can be modeled, the proposed model
arises as in a more hardware-centric approach. However, it
becomes very important to consider the possibility for multi-
collinearity between utilization rates of the chosen compo-
nents [38]. Fig. 13a presents an example of the observed
correlation between the utilization rates of 10 GPU compo-
nents during the execution of the microbenchmark suite
(Section 3.2) on the Titan Xp GPU (for simplicity, this figure
aggregates the ADD, MUL and FMA components in the
FP32 and FP64 units). It can be seen that there is a very high
correlation (� 0:99) between the utilizations of the Load/
Store (LDST) unit and the shared memory. Similarly, there is
also a high correlation between the utilizations of the texture

TABLE 5
Summary of Proposed Model Results

Source Model Titan GTX GTX GTX Tesla
Type Xp Titan X 980 960 K40c

HPCA [14] DVFS 11.7% 6.75% - - 9.07%

Proposed
Fixed 8.75% 5.51% 14.2% (7.66%)y 15.4% (8.47%)y 7.09%
DVFS 9.91% 6.43% 14.3% (7.67%)y -z 8.60%
Scaling 3.54% 4.55% 3.07% (2.80%)y -z 2.39%

y Porting model trained on GTX Titan X. Errors without (with) constant
power correction.

z The GTX 960 only allows 1 frequency configuration.

Fig. 13. Model limitations.
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units and L2 cache. A similar behaviour was observed on the
GTX Titan X and Tesla K40c devices. For this reason, the
LDST units and Texture units were not considered as sepa-
rate units in the herein presentedmodel, since their inclusion
would result in a decrease of the model prediction accuracy.
In fact, the high correlation between their utilizations and
the utilization of an already modeled unit, means the pro-
posed regression-based model is already partially account-
ing for their power consumptions.

Another limitation arises from the fact that the same PTX
instruction can have different power consumptions depen-
ding on the used operands. For example, a FP32 ADD
instruction of the form Rc=Ra+Ra has a different power con-
sumption than one of the form Rc=Ra+Rb. This difference
can be seen in Fig. 13b, where it is presented the GPU power
consumption over the time for seven different 32-bit FP
instructions (using different number of register operands) on
the GTX 980 GPU. The encountered problem is the fact that
these different power consumptions are impossible to take
into account in the proposed power model, as there are no
performance counters that give insights on these differences
during the applications execution (i.e., how to distinguish
between FMA-3Regs, FMA-2Regs and FMA-1Reg). Simi-
larly, there are also no counters that allow distinguishing
between different types of integer instructions (ADD, MUL
or MAD), which were observed to also have different power
consumptions. Without being able to identify these differen-
ces, they are impossible to model and therefore there will
always be a baseline prediction in accuracy which cannot be
reduced. However, it is important to note that these different
power consumptions could be easily included in the model
if NVIDIA introduced new performance counters that
allowed identifying these different invocations of similar
instructions types.

6 CONCLUSIONS

This work presented a GPU power consumption model that
can be used to predict the GPU power consumption during
the execution of any application (and at any voltage and fre-
quency configuration). Tomodel the GPU, a novel estimation
algorithm is presented, which relies on careful benchmarking
of the GPU architecture. This algorithm not only is able to
estimate the contribution of twelve different GPU com-
ponents (FP32-ADD/MUL/FMA, FP64-ADD/MUL/FMA,
INT, SF, CF units, shared memory, L2-cache and DRAM) to
the total power consumption, but it also allows to determine
how the voltage of each separate GPU domain scales with its
corresponding frequency.

Three different model use cases were proposed (fixed fre-
quency, DVFS and scaling-factors) to obtain the total or per-
component GPU power consumption, as well as a way to
export models to a distinct GPU device than the one it was
estimated on. Each of these approaches was extensively vali-
dated on five different GPU devices from the three most
recent GPUmicroarchitectures (Pascal, Maxwell and Kepler)
with a set of 42 benchmarks fromfive commonly used bench-
mark suites. In particular, the scaling-factor power model
provided very accurate power predictions, with an average
error of 3.5, 4.6, 3.1 and 2.4 percent for the Titan Xp, GTX
Titan X, GTX 980 and Tesla K40c GPUs, respectively.
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ABSTRACT In the quest for exascale computing, energy-efficiency is a fundamental goal in high-
performance computing systems, typically achieved via dynamic voltage and frequency scaling (DVFS).
However, this type of mechanism relies on having accurate methods of predicting the performance and
power/energy consumption of such systems. Unlike previous works in the literature, this research focuses
on creating novel GPU predictive models that do not require run-time information from the applications.
The proposed models, implemented using recurrent neural networks, take into account the sequence of
GPU assembly instructions (PTX) and can accurately predict changes in the execution time, power and
energy consumption of applications when the frequencies of different GPU domains (core and memory)
are scaled. Validated with 24 applications on GPUs from different NVIDIA microarchitectures (Turing,
Volta, Pascal and Maxwell), the proposed models attain a significant accuracy. Particularly, the obtained
power consumption scaling model provides an average error rate of 7.9% (Tesla T4), 6.7% (Titan V), 5.9%
(Titan Xp) and 5.4% (GTX Titan X), which is comparable to state-of-the-art run-time counter-based models.
When using the models to select the minimum-energy frequency configuration, significant energy savings
can be attained: 8.0% (Tesla T4), 6.0% (Titan V), 29.0% (Titan Xp) and 11.5% (GTX Titan X).

INDEX TERMS GPU, DVFS, modeling, scaling-factors, energy savings.

I. INTRODUCTION
Over the past decade, the high-performance comput-
ing (HPC) area has observed a noticeable upsurge in the
utilization of accelerators, more specifically graphics pro-
cessing units (GPUs). The energy efficiency of these devices
can have a large impact on the total cost of large-scale com-
puter clusters. As an example, the Summit supercomputer
(number one system of June’2019 Top500 list [1]), uses
a total of 27 648 NVIDIA Volta GPUs to achieve a peak
performance of almost 200 petaflops. For that, it requires
a power supply of 13 million watts, which corresponds to
an estimated cost of 17 million dollars per year (on power
supply alone) [2]. The magnitude of such values highlights
the importance of effective mechanisms to maximize the
energy efficiency of these systems, as a mere 5% decrease

The associate editor coordinating the review of this manuscript and

approving it for publication was Shadi Alawneh .

in the energy consumption could generate savings of around
1 million dollars.

One example of such mechanisms is the dynamic voltage
and frequency scaling (DVFS), which allows placing devices
into lower performance/power states. When carefully applied
to match the needs of the executing applications, DVFS can
lead to significant power and energy savings, sometimes with
minimum impact on performance [3], [4]. A recent study
showed that using DVFS techniques in GPUs executing deep
neural networks applications can provide energy savings up
to 23% during training and 26% during inference phases [5].

However, an efficient use of energy management tech-
niques, such as DVFS, requires accurate models that can
predict how the energy consumption changes with the GPU
operating frequencies (and voltages). This type ofmodeling is
often done by separately modeling the performance and the
power consumption of the GPU, focusing on how each one
separately scales with DVFS [6], [7]. On the other hand, sev-
eral previous works have shown that the performance/power
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behavior of GPU applications considerably vary with the
application characteristics [8], [9], which makes these predic-
tive models to require some information from the application
to provide accurate predictions.

When performing DVFS management, the run-time uti-
lization of the GPU components1 can be used in the imple-
mentation of predictive models, significantly reducing the
overall search space of available voltage-frequency (V-F)
configurations. However, to obtain those utilizations levels,
most of the existing GPU modeling approaches require (at
least) one execution of the application. An alternative and
highly promising approach consists in providing predictions
of the DVFS impact on the application behavior, prior to its
execution. This alternative relies on using the GPU assembly
of the kernels2 [10]–[12] (described in the NVIDIA PTX
ISA [13]), which can be obtained at compile-time. Although
this approach is expected to yield less accurate results (when
compared with state-of-the-art run-time models), it allows
the first execution of an application to be done at a close to the
optimal V-F configuration. Additionally, new usage scenarios
occur from this type of static modeling, such as allowing
programmers to easily evaluate how changes in the source
code can affect the DVFS behavior of applications.

Accordingly, the goal of the herein proposed work is to
provide accurate predictions on how the GPU execution
time, power and energy consumptions of applications scale
when DVFS is applied, without requiring their execution. To
that end, the proposed methodology uses the PTX assem-
bly code given by the compiler. However, unlike previous
works that simply rely on general code statistics, such as
the histogram of instructions in the PTX code [12], [14],
the proposed approach takes a step further and considers
the specific sequence of kernel instructions, to improve the
prediction accuracy. To model how the pattern of instructions
stresses the GPU components, thus contributing to different
performance, power and energy scalings, a deep neural net-
work is used. In particular, the proposed research leverages
the recent advances in deep neural networks, particularly in
the field of natural language processing (NLP), by using a
recurrent encoder architecture, based on Long Short-Term
Memory (LSTM) blocks.

The proposed models were extensively validated on four
different GPU devices (Tesla T4, Titan V, Titan Xp and GTX
Titan X) from the four most recent NVIDIA GPU microar-
chitectures (Turing, Volta, Pascal and Maxwell). To assess
the accuracy of the trained models, a collection of 24 bench-
marks (not used in model training) was considered. These
benchmarks were selected from five commonly used suites
(CUDASDK [15], Parboil [16], Polybench [17], Rodinia [18]
and SHOC [19]). The obtained results show that the pro-
posed models are able to provide accurate predictions. In
particular, the power consumption scaling model provides

1Utilization: the ratio of the amount of time the unit is active over the total
kernel execution time.

2Kernel: routine to be executed in a massively parallel fashion on a GPU,
by multiple threads.

average errors of 7.9% (Tesla T4), 6.7% (Titan V), 5.9%
(Titan Xp) and 5.4% (GTX Titan X), which is comparable
to the accuracy achieved by run-time counter-based models.
Furthermore, when the proposed energy scalingmodel is used
to select the minimum-energy V-F, it allows achieving con-
siderable energy savings of 8.0% (Tesla T4), 6.0% (Titan V),
29.0% (Titan Xp) and 11.5% (GTX Titan X).

Accordingly, the most significant contributions of this
paper are the following:
• Novel deep learning network, implemented using recur-
rent neural blocks (LSTMs), which takes the sequence
of PTX assembly code of a GPU kernel and encodes it
into a latent space representation that characterizes how
the kernel utilizes de GPU components.

• Three new GPU predictive models: i) performance scal-
ing, ii) power consumption scaling, and iii) energy
consumption scaling, which can predict how the exe-
cuting time, power consumption and energy con-
sumption of an application changes for different V-F
configurations, based solely on the application PTX
assembly code (i.e., no execution of the application
is required).

• Validation of the proposed models with 24 appli-
cations (not used during training), by comparing
the predicted performance/power/energy scaling-factors
with the measured values on four different GPU
devices (including one from the most recent NVIDIA
Turing microarchitecture). The models can be used
in different ways, out of which two are analysed,
namely, for finding the minimum energy V-F con-
figuration and for finding the set of Pareto-optimal
configurations.

The complete source code of this framework is
publicly available online at https://github.com/
hpc-ulisboa/gpuPTXModel.

II. BACKGROUND AND MOTIVATION
A. PARALLEL THREAD EXECUTION (PTX) LANGUAGE
The NVIDIA Parallel Thread Execution (PTX) [13] is an
intermediate assembly language for NVIDIA GPUs, where
the program has not yet been fully assembled into the
device-specific code. NVIDIA provides the PTX instruction
set architecture (ISA) for the different generations of GPU
devices [13] and the nvcc compiler can be used to obtain the
PTX code (in plain-text) from CUDA programs.

This work leverages the PTX code as an effective way
of characterizing a given GPU application. Its adoption
(in favor of higher level CUDA code) was decided because
it is more specific to the GPU hardware, allowing a better
modeling of the device. From the PTX code of an applica-
tion, it is generally possible to make the connection between
each instruction and the GPU resource that is exercised
during its execution. Hence, the proposed approach uses
the PTX code to infer a information similar to the one
obtained from hardware counters (as used in previous GPU
modeling works).
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FIGURE 1. DVFS impact on the energy scaling and speedup of four applications executed on the GTX Titan X. Each point corresponds to a specific V-F.
Values are normalized to the values obtained at the highest V-F (maximum performance).

B. DVFS IMPACT ON APPLICATION BEHAVIOR
Modern GPU devices have two independent frequency
domains: the core (or graphics) domain, clocked at fcore, and
thememory domain, clocked at fmem. Each frequency domain
is associated with a specific voltage level. The existence
of these independent domains allows adapting their voltage
and frequency to the specific requirements of the executing
application — this is called DVFS. Depending on how a
given application exercises the GPU resources, DVFS can
have vastly different effects its performance/power consump-
tion, which can in some cases result in considerable energy
savings [3], [4], [20]–[22]. However, finding the best voltage-
frequency (V-F) levels for a given application is not a trivial
task [4], [9], [23]. To properly apply DVFS without harming
the execution of an application, onemust be able to accurately
predict how the changes to V-F can affect the application
behavior (execution time, power and energy consumption).

Fig. 1 presents an example of the execution of four
applications on the GTX Titan X GPU (NVIDIA Maxwell
microarchitecture). Each subplot presents the variation of
the application energy and performance normalized to the
values at the highest V-F configuration, which in this case
is Fmax = (fmem = 3505 MHz, fcore = 1164 MHz). Each
point corresponds to a different V-F, out of the considered
32 (2 memory levels, 3505 MHz and 810 MHz, and 16 core
levels in the range [595, 1164] MHz).

From this figure, it can be seen that the unique applica-
tion characteristics (used algorithm, data types, operations,
size of the input data, dimensions of the grid of threads,
etc.), lead to vastly different behaviors. For example, in the
MD5Hash benchmark, decreasing the memory frequency
from 3505 MHz to 810 MHz has a negligible impact on
performance (speedup does not change between the different
fmem levels), indicating that this application is not memory-
intensive. On the other hand, theBlackScholes benchmark has
a significant drop in speedup when the memory frequency is
changed to the lowest level, indicating that this application is
verymemory-intensive. In fact, for theBlackScholes, once the
memory is set to the lowest frequency, any changes in fcore,
within the range allowed by the device, does not lead to any
further changes in speedup.

These examples also confirm that it is not trivial to
find the best V-F configuration. On one hand, the V-F

that leads to the minimum energy significantly differs from
application to application. On the other hand, the perfor-
mance degradation associated with that V-F level can also be
highly application dependent.When considering theBlackSc-
holes and MD5Hash benchmarks, it can be seen that the
minimum-energy configurations (FOracle) are (3505,975) and
(810,709), for the two applications respectively. In the case
of the BlackScholes benchmark, this leads to energy savings
of 13.5% (vs. FMax) at a cost of only 2.2% drop in per-
formance. However, for the MD5Hash benchmark, using its
corresponding FOracle leads to much higher energy savings
(34.2%), at a much higher performance cost (37% perfor-
mance drop-off).

Considering that sometimes such performance drop-offs
cannot be tolerated, looking for the minimum-energy V-F
may not always be the best option. An alternative approach,
as suggested by Fan et. al. [12], is to consider a multi-
objective optimization problem, with a set of Pareto-optimal
solutions. In other words, one could search for the V-F con-
figurations that maximize the speedup and minimize the nor-
malized energy, i.e., the configurations that are not dominated
by any other configuration. In this case, not being dominated
in performance means that for the same energy, there are no
frequencies that lead to higher performance levels (higher
speedup). On the other hand, not being dominated in energy
means that for the same speedup, there are no frequencies that
lead to a lower normalized energy. The set of Pareto-optimal
V-Fs for a given application can be found by iterating between
all available configurations and seeing if it is dominated by
any other configuration.

Fig. 1 shows the Pareto-optimal set for the four consid-
ered example applications. As one might expect, not only
do the configurations in each Pareto-optimal set depend on
the application, but also the size of the set can vastly differ.
The most memory intensive benchmark (BlackScholes) has
five V-F configurations in the Pareto-optimal set (all with
fmem = 3505 MHz), while the most compute intensive one
(MD5Hash) has 10 Pareto-optimal V-Fs (all with fmem =

810 MHz). Between these two extremes are the Backprop
and 3MM benchmarks, with 15 and 16 Pareto-optimal V-Fs,
respectively (split across the two available memory levels).

These observations highlight the importance of accurate
DVFS-aware performance/power/energy models, since no
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matter the goal (e.g., findingminimum-energy V-F vs. Pareto-
optimal V-F set), it is imperative to be able to characterize
how these three metrics (performance/power/energy) change
with the V-F of the GPU domains.

C. RELATED WORK
There have beenmany research works that have addressed the
goal of improving the energy efficiency of GPU devices [21],
[24]–[32]. In particular, the work of Hong and Kim [33] was
one of the first to accurately characterize the performance
of GPU applications. They also proposed a power model
for a GTX280 GPU (Tesla microarchitecture) based on an
analysis of both the binary PTX and the device pipeline at
run-time [34], attaining highly accurate predictions. How-
ever, the trained model could not be replicated at different
core or memory configurations. Leng et al. [35] integrated
Hong’s power model inside the GPGPU-Sim [36] simulator,
creating the GPUWattch tool, which can estimate the cycle-
level GPU power consumption during application execution
(with support for the Tesla and Fermi microarchitectures).
Furthermore, cycle-level simulators are too slow to be applied
in run-time and predict the optimal V-Fs.

Nath and Tullsen [37] developed a run-time analytical per-
formancemodel able to predict the performance changes with
GPU DVFS, with an average prediction error of 4%. How-
ever, the proposed approach requires the addition of extra
logic to the GPU scoreboard, making it infeasible to be repli-
cated on real hardware. Alternatively, statistical models can
be developed using performance counters already available
on the GPUs, as it was done in the work by Wu et al. [38],
which studied how the performance and power consumption
of AMD GPUs scale with the core and memory frequencies.
The proposed approach groups applications based on their
performance/power scaling-factors. Properly trained neural
network classifiers are used to characterize new applications,
by predicting which scaling-factor better represents an appli-
cation. The proposed approach achieves average prediction
errors of 15% (performance) and 10% (power) on the consid-
ered AMD Radeon HD 7970 GPU.

Guerreiro et al. [7] proposed a DVFS-aware GPU power
consumption model, which predicts the GPU power con-
sumption for any V-F configuration, by using performance
counters gathered at a single configuration. To estimate the
model of each GPU device, the authors devised a suite of pub-
licly availablemicrobenchmarks. Themodel was validated on
three GPUs, achieving average errors of 7% (Titan Xp), 6%
(GTX Titan X) and 12% (Tesla K40c). This model was later
extended, by focusing on its different use-cases [39] (e.g.,
using the proposed model to predict only the scaling-factors
of the GPU power). This largely improved the predictions
accuracy, leading to average errors of 3.5% (Titan Xp), 4.5%
(GTX Titan X) and 2.4% (Tesla K40c).

By following a similar approach Wang et al. [6] proposed
a DVFS-aware GPU performance model. The authors esti-
mated the GPU architecture parameters using a collection
of microbenchmarks and a group a performance counters,

measured during their execution. Validated across a wide
range of core and memory frequencies, on a Maxwell GPU,
the model attains an average prediction error of 4.83%.

More recently, some works have started to tackle the topic
of GPU static analysis, specifically regarding modeling based
on the PTX code of a kernel. Arafa et al. [11] presented a
static GPU performance model. The authors converted the
PTX code to a list of tasks with known modeled behavior
(through microbenchmarking done by Andersch et al. [40]),
achieving prediction errors within 10% of the measured per-
formance. However, the work does not consider DVFS.

Other static models have been proposed that consider
DVFS. In particular, Alavani et al. [10] presented a way
to predict the execution time of an application prior to its
execution, with an average prediction error of 26.9% on a
Tesla K20 GPU (Kepler). On the other hand, Fan et al. [12]
developed DVFS-aware static models for performance and
energy of GPU devices. The two models are trained based
on a static vector of 10 features, where each component
represents the count of a type of instructions. As previously
mentioned, these authors suggest that the best V-F configu-
ration for a given application, should not be looked for in the
minimum-energy points, but in a set of Pareto-optimal V-Fs.
Validated on a GTX Titan X (Maxwell), with 12 benchmarks,
the proposed models can predict most of the frequencies in
the Pareto-optimal sets, and are able to predict the minimum-
energy V-F for two applications (out of 12).

Arunkumar et al. [14] addressed the topic of multi-module
GPUs. In their work, the authors propose an instruction-based
energy estimation framework, which is able to modulate its
corresponding energy-per-instruction value, for the different
types of PTX instructions. Similarly to what is herein done,
the authors also have to instrument the CUDA code of consid-
ered applications, in order to obtain PTX code that represents
the number of executed instructions.

As it can be seen, the majority of the research that has been
performed on GPU modeling requires at least one execution
of the application to obtain predictions. On the other hand,
the works that adopt static modeling techniques only consider
the count of each type of instructions, without any considera-
tion to the sequence/order they are executed in. Furthermore,
these works have not been properly validated on recent GPU
architectures (thework targeting themost recent GPU focuses
on a NVIDIA Maxwell GPU, which is from early 2015).
In contrast, the herein presented work proposes a different
approach to predict the scaling behavior of the performance,
power and energy consumption of an application before its
execution. Using a recurrent neural network (with LSTM
blocks), this new approach considers the sequence of PTX
instructions. This approach is validated on multiple GPUs
across four different NVIDIA microarchitectures, including
the most recent Turing generation.

III. PTX-BASED MODELING
The proposed model is based on the rationale that both the
GPU performance and power consumption depend on which
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FIGURE 2. Diagram of the proposed PTX-based characterization models.

GPU components are utilized during the execution of appli-
cations [9]. The utilization of a specific component is not only
dependent on the total number of instructions executed by the
component and its ratio over the other types of instructions,
but also on the order these instructions are executed on.
Hence, the proposed modeling framework takes into account
not only the different types of instructions of a given applica-
tion, but also their corresponding sequence. The goal of this
framework is to output simultaneously the scaling-factors for
three different metrics (execution time, power and energy)
at the different V-F configurations (vs. the selected reference
configuration).

A. DEEP STRUCTURED STATIC MODELING
The modeling methodology proposed in this work, presented
in Fig. 2, can be divided into two main learning blocks:
i) a recurrent neural network (RNN), and ii) three out-
put fully connected feedforward neural networks (FNNs).
To represent each instruction, an embedding step is used,
which encodes not only the PTX instruction, but also the
PTX instruction modifiers, the number of operands used,
the existence of operand dependencies and the type of depen-
dency, namely if the operand was produced by a previous
memory or compute instruction. Hence, the RNN works
as an LSTM-based encoder, taking as input the sequence
of embeddings (x) of a kernel and providing as output a
latent space vector that encodes that kernel (z) and, partic-
ularly, the way it utilizes the GPU components. The sec-
ond learning block is comprised of three separate, fully
connected, FNNs. These networks take as input the latent
space representation and are trained to provide, at their
outputs, the scaling-factors of the execution time, power
consumption or energy consumption for the different V-F
configurations.

Formally, a kernel code is represented as a sequence of N
instruction embeddings x = {x1, x2, . . . , xN } ∈ XN , where
xi ∈ X , with X denoting the space of possible instruction
embeddings. This sequence is given as input to an LSTM-
based encoder Eφ : XN → Z , where Z = RL is the

latent space and L denotes its dimensionality, extracting a
representation z = Eφ(x). The latent space representation is
then appended with the considered frequency configuration
F = (fmem, fcore), such that zF = [z,F], where zF ∈ Z2
(Z2 = RL+2). Finally, the frequency latent space represen-
tation is used by the three separate fully connected FNNs
W{T ,P,E} : RL+2

→ R to predict the scaling factors of the
execution time, power consumption and energy consumption.
As an example, and looking at the prediction given by the first
output FNN, i.e., the execution time scaling-factor, the whole
network is given by:

1̂T = WT (zF ) = WT (Eφ(x)). (1)

B. EMBEDDINGS
In order to feed the RNN layer with the sequence of PTX
instructions, first they have to be encoded into an appropriate
format. To that end, an embeddings stage is proposed, which
takes into account not only each specific instruction, but also
the context of past instructions. In particular, the embeddings
takes into account the following information from each spe-
cific instruction:
• instruction name, from the known list of instructions
defined in the PTX ISA (e.g., ld, add, fma, bra, etc.).

• state space specifier, also defined in the PTX ISA,
usually associated with memory instructions and cor-
responding to a specific storage area (e.g., .local,
.global, .shared, etc.).

• data type specifier, which specifies both the consid-
ered basic type and the size of the destination operand
(e.g., .u8, .f32, .f64, etc.).

• number of operands, corresponding to the num-
ber of register operands used by the instruction
(input + destination).

All this relevant information allows the model to clearly
identify the GPU components that are used during the execu-
tion of each instruction. Additionally, the embedding of each
instruction also takes into account the following information
based on past instructions, which are relevant to identify
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FIGURE 3. CUDA source code example and the corresponding PTX codes depending on the data type.

dependencies scenarios that can impact both kernel perfor-
mance and the average power consumption:

• closest input operand dependency, corresponding to
the closest previous instruction that had as a destination
register one of the registers used as input (0 if there are
no dependencies).

• dependency type, corresponding to the type of depen-
dency (if there is any), namely if it is a dependency to a
memory access or computational instruction.

C. TRAINING METHODOLOGY
To train the whole network, a specific procedure is pro-
posed that allows training the three output FNNs at the
same time. To this end, the set of training applications is
first separated into different batches, organized by kernel
length (e.g., batches of 8 applications). At each training
epoch, each batch is used to train only one of the output
networks. For example, the first batch is propagated forward
only through the execution time network (Encoder + FNN1
in Fig. 2). The considered optimization loss is the mean
absolute error (MAE) between the predicted values and the
measured ones. Then, based on the obtained errors, backprop-
agation is used to update the weights of both the Encoder
and FNN1. Afterwards, the next batch is propagated forward
only through the power consumption network (Encoder +
FNN2), followed again by backpropagation of the errors.
This process is repeated for all batches (in each training
epoch), interleaving them between the three output FNNs,
which are therefore being updated one at a time, while
the encoder is always being updated. Finally, the training
procedure implements a mechanism that ensures that, across
different epochs, the same batch of applications is not always
propagated forward to the same FNN.

One particular feature of the proposed training procedure
is the fact that, by allowing the three output FNNs to be
trained semi-simultaneously, it allows the encoder LSTM to
have information on the three target metrics (execution time,
power consumption and energy consumption). An alternative
approach would be to fully train an encoder + FNN for each
of the output metrics or even focus on a single output FNN

at each epoch. However, by interleaving the training of the
FNNs to each smaller batch of applications, the proposed
training procedure tries to ensure that the LSTM encoder
is able to learn and generate a more robust latent space,
capable of describing how the different GPU components
are stressed. Experimental validation confirmed that the pro-
posed approach provides better accuracy than if each network
was fully trained separately.

D. MICROBENCHMARKING THE GPU
Tomodel the usage of the different GPU components, a group
of publicly available microbenchmarks was used, namely the
ones proposed by Guerreiro et al. in [7]3 and Arunkumar
in [14]4. The considered benchmarks were carefully selected
not only to containmost of the PTX instructions defined in the
PTX ISA, but also to include a wide variety of code patterns
(different instruction mixes, GPU components utilizations,
arithmetic intensities, memory access patterns, etc.). Overall,
145 microbenchmarks were used.

Fig. 3 presents an example of a considered bench-
mark, illustrating its CUDA source and two corresponding
PTX codes depending on the defined data type. Specifi-
cally, it presents two examples, corresponding to the cases
when DATA_TYPE is single precision (float) and dou-
ble precision (double). It can be seen that the same
CUDA instruction r0 = r0 * r0 + r1 can be con-
verted into different PTX instructions. If r0 and r1 are
of type float, the corresponding PTX instruction is
fma.rn.f32 %f5,%f1,%f1,%f2, while if they are of
typedouble the corresponding instruction isfma.rn.f64
%f5,%f1,%f1,%f2. Hence, depending on the data type,
the same instruction is issued to different computational units
(32-bit floating-point or 64-bit floating-point, respectively).

Similarly, load (or store) instructions (e.g. r0 =
A[threadId]) can also map to different PTX instructions
depending on the data source (or destination). In Fig. 3,
data is loaded and stored back to global memory, hence

3https://github.com/hpc-ulisboa/gpupowermodel
4https://github.com/akhilarunkumar/GPUJoule_

release
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the .global modifier in the PTX ld and st instructions.
However, if, for example, the data had been written to shared
memory, they would use instead the .shared modifier.
Since the shared and DRAM memories have very distinct
characteristics (different latencies and peak power consump-
tions) and are even clocked at different operating frequencies,
this modifier is crucial to the proposed model and is therefore
taken into account in the proposed embeddings.

As an example of how the proposed embeddings can
be extracted from a PTX instruction, looking at the
fma.rn.f32 %f5,%f1,%f1,%f2 instruction (from the
float example presented in Fig. 3). The information con-
sidered in the embeddings is: i) instruction name (fma);
ii) state space specifier (none); ii) instruction type speci-
fier (.f32); iii) number of operands (3 input and 1 des-
tination); iv) closest input operand dependency (%f2 was
written 3 instructions before); v) dependency type (%f2was
changed by a memory instruction).

As it can be seen it is generally possible to infer from the
PTX code of an application which GPU resources will be
exercised during its execution. However, it is important to
stress that, unlike previous approaches, the proposed strategy
does not rely on any information obtained from the applica-
tions execution. Nevertheless, it is also important to mention
that there are some inherent limitations to using the PTX
code. For example, the nvcc compiler performs several code
optimizations before creating the lower-level code. One of
such optimizations is the unrolling of for loops a specific
number of times (usually 32, provided that the size of the
loop is greater than 32). After those 32 repetitions of the main
loop instructions, a branch instruction is placed to redirect the
program execution back to the beginning of the loop (bra
BA1 in Fig. 3). The number of times that this jump is taken
depends on the limit of the for loop (the value of LIM
in Fig. 3). This means that two applications with the same ker-
nel code, but different values of LIM, for example, LIM=64
and LIM=2048, can have the same optimized PTX code,
despite the actual number of executed instructions being
rather different. To further complicate matters, the number
of times the loop is cycled through can be dependent on the
data size, which can even be defined only at run-time. For
this reason, all the considered microbenchmark kernels (and
the applications later used to test the trained models) have
their loops manually unrolled, ensuring that the sequence of
instructions in the PTX code is the same as the sequence of
executed instructions.

Another potential limitation inherent to any static analysis
approach regards the global memory accesses. For example,
even though load (or store) operations can have the.global
modifier, it is unknown where exactly the data is coming
from. Depending on the data access pattern, the same instruc-
tion can result in data transfers from different hierarchy lev-
els (e.g., L1 cache, L2 cache or main DRAM). Since these
memory elements have very different characteristics, they
can have completely distinct impacts on both performance
and power consumption, despite the initial PTX instruction

TABLE 1. Summarized description of the used GPUs.

being the same. It is left for future work to infer more infor-
mation on the access patterns of the PTX kernel, in order
to improve the kernel characterization and the resulting per-
formance/power/energy prediction accuracy. A compromis-
ing approach could be to combine application information
obtained statically (PTX) and dynamically (hardware coun-
ters, e.g., cache miss ratios), to further improve modeling
accuracy. As an example, this could be achieved by com-
bining the latent-space representation with the counter-based
characteristics (in a similar way to what is herein done to
obtain zF ), which could then be provided to the output FNNs.

IV. EXPERIMENTAL RESULTS
A. EXPERIMENTAL SETUP
The proposed models were validated on four GPUs from
the most recent NVIDIA microarchitectures, namely the
Turing, Volta, Pascal and Maxwell family of GPUs (sum-
marized in Table 1). Experiments with the Volta, Pascal
and Maxwell GPUs were performed on a Linux CentOS
7.5 server, with CUDA 10.0 and NVIDIA driver v410, while
the most recent Turing GPUwas tested using Google’s Cloud
Platform [41], using a Debian GNU/Linux 9 server, also with
CUDA 10.0 and NVIDIA driver v410.

In order to obtain the PTX source code of each application,
the nvcc compiler was used with the -ptx flag. Additionally,
to adjust the version of the PTX ISA to the different genera-
tions of the devices, the flag-gencode=arch=compute_
70,code=compute_70 was also used (in this case for the
Titan V, which has a compute capability of 7.0). NVIDIA’s
NVML [42] library was used to change the GPU operating
frequencies, as well as to measure the GPU power consump-
tion. The power consumption of each kernel was computed
as the average of all samples gathered during the applica-
tion execution. Each kernel execution was repeated whenever
necessary, in order to achieve an execution time of at least
1 second at the fastest GPU configuration (Fmax, i.e., highest
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core and memory frequencies), given that some GPU power
sensors have a low sampling frequency [7].

To obtain all the required data points to train the proposed
models, the set of microbenchmarks (see Section III-D)
was executed on each GPU device at the available V-F
configurations. During the execution of each application,
the execution time and average power consumption were
measured. The proposed models predict the scaling-factors of
the time/power/energy in relation to a reference level, which
was defined as the maximum allowed frequency (Fmax)
of each GPU device (see Table 1). In order to guarantee
the accuracy of the presented results, all applications were
executed multiple times and the median value was recorded.

Finally, the accuracy of the estimated models was con-
firmed using 24 benchmarks from a set of widely used bench-
mark suites, as presented in Table 2. The testing benchmarks
were not used to train the models. Fig. 4 presents the mixture
of instructions of the considered testing applications (as read
from the PTX code), from which the variety of instructions
across the different benchmarks can be confirmed.

TABLE 2. Standard benchmarks used for model validation.

FIGURE 4. Different types of instructions for the testing benchmarks,
on the GTX Titan X.

B. MACHINE LEARNING SETUP
The implemented tool, used to obtain the results herein
presented, is provided online and is open-source.5 The
machine learning models were implemented using PyTorch
(v1.2.0), namely using the torch.nn.Linear and
torch.nn.LSTM functions. To find the best network topol-
ogy, i.e. during the hyperparameter optimization, 90% of the
microbenchmark set was used for training and the remaining
10% for validation of each obtained model. The accuracy

5https://github.com/hpc-ulisboa/gpuPTXModel

of each model was determined by the MAE between the
predicted value and the measured one (oracle), by using
the PyTorch SmoothL1Loss function. To maximize the
usefulness/ease-of-use of the models, the network topology
was optimized for one GPU device (GTX Titan X) and then
used for the other GPUs.

The best found hyperparameter configuration for the RNN
encoder results in LSTM blocks with 2 layers (unidirectional)
of size 50, with a learning rate of 0.005 and using the Adam
optimization algorithm. The considered batch size comprises
8 applications. The output FNNs have 2 hidden layers (with
sizes 100 and 70), with a learning rate of 0.01 and also using
the Adam optimization algorithm. After each hidden layer,
an activation function is applied (ReLU).

C. STATIC MODELS ACCURACY
The obtained results show that the accuracy of the predictions
obtained using the proposed static models is comparable to
the accuracy achieved by the best state-of-the-art run-time
models. Specifically, the power scaling model predictions,
which can be compared with state-of-the-art models such as
the ones presented in [28], [38], [39], are presented in Fig. 5,
across the four considered GPU devices. Each point corre-
sponds to a value of the predicted scaling-factor vs. its mea-
sured value (oracle), and different points represent different
applications and/or V-F configurations. For example, in the
GTX Titan X plot, the testing set is composed of 24 appli-
cations × 2 fmem levels × 16 fcore levels = 768 datapoints.
In this case, the model is capable of accurately predicting the
power consumption scaling-factors, on a frequency range of
up to 4.3× in memory frequency and 2× in core frequency,
with a mean absolute error (MAE) of 5.35%. It is important
to restate that these DVFS predictions are made prior to any
execution of benchmarks, and are based solely on the PTX
kernel code, i.e. without using any run-time information. The
power scaling model results in similarly accurate results in
the three other GPU devices, with MAE of 7.85% (Tesla T4),
6.68% (Titan V) and 5.86% (Titan Xp).

When compared with other state-of-the-art power mod-
els, in particular with the approach presented in [39], it is
observed that the GPU power scaling-factors model of such
proposal, based on performance counters, achieves a MAE
of 3.54% and 4.55% for the Titan Xp and GTX Titan X,
respectively. Even though the approach herein proposed can
be slightly less accurate than state-of-the-art power consump-
tion counter-based models, it should be stressed that very
accurate results can still be obtained based only on infor-
mation obtained at compile-time (without any application
execution).

Fig. 6 presents the overall accuracy of the three output
models for all considered GPU devices, by displaying the
cumulative error distribution of each model across the testing
benchmarks for all V-F configurations. The obtained results
show that the power models are (on average) the ones that
produce the best predictions, while the execution time mod-
els are the less accurate ones. Still, across the four GPUs,
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FIGURE 5. Results of the DVFS-aware power scaling model on different GPUs (Number of benchmarks: 130 for training, 15 for validation, 24 for testing).

FIGURE 6. Cumulative distribution of the prediction errors on the testing benchmarks, across all V-F configurations.

54% (Tesla T4), 70% (Titan V), 68% (Titan Xp) and 63%
(GTX Titan X) of the predicted time scaling-factors have
an absolute error below 10%. The percentage of predicted
values with an error below 10% for the power model are 74%
(Tesla T4), 78% (Titan V), 85% (Titan Xp) and 84% (GTX
Titan X), while for the energymodel are 77% (Tesla T4), 78%
(Titan V), 68% (Titan Xp) and 60% (GTX Titan X).

The accuracy of the 12 estimated models are summarized
in Table 3, where it can be seen that the MAE of the energy
scaling models are 19.3% (Tesla T4), 13.0% (Titan V), 9.9%
(Titan Xp) and 13.0 % (GTX Titan X).

D. PARETO-OPTIMAL SOLUTIONS
The main use-case of predictive models, such as the ones
herein proposed, is to perform the DVFS management to
maximize the energy efficiency of the computing system.
Considering a multi-objective optimization problem with a
set of Pareto-optimal solutions, similar to the one that was
proposed in [12], this technique can be a useful approach
to find the best V-F configurations for different applications.
Fig. 7 shows themeasured and predicted values of the normal-
ized energy and speedup for 14 different testing applications
(not used in training), when considering the GTX Titan X
GPU. Each plot not only presents the values of the normalized
energy in function of the speedup (measured and predicted),
but also which V-F configurations are in the Pareto-optimal
sets (measured and predicted) and their respective sizes. Here,
it is important to note that not all the considered GPU devices
allow a similar flexibility in choosing the V-F configuration.
Since the GTX Titan X is the GPU device that allows the
larger variation of the memory frequency, it is an interesting
situation to analyze.

In Fig. 7, applications were organized from the
most memory-intensive (eg., BlackScholes, FDTD-2D,
S3D_double) to the most compute-intensive (eg., ATAX,
MRI-Gridding, MD5Hash). The obtained results show that
the estimated models for the GTX Titan X can predict how
the decrease in Fmem, from 3505MHz to 810MHz, affects the
speedup of the more memory-intensive applications. How-
ever, as the DRAM intensity starts decreasing, resulting
in more transactions coming directly from the L2-cache
(eg., FFT_double, 2DConvolution, Backprop), the model is
gradually not as accurate in describing how the decrease in
Fmem affects the energy and speedup of applications. This
relates to the previously mentioned fact that there is no way to
infer from a PTX instruction where a data transaction is com-
ing from (see Section III-D). Finally, for the more compute-
intensive applications, the model successfully predicts that
decreasing Fmem has a small impact on speedup, leading to
large benefits in energy consumption.

E. ATTAINED ENERGY SAVINGS
The energy scaling predictions can also be evaluated based on
how well they can predict the minimum-energy V-F config-
uration. Fig. 8 shows the results of using the energy scaling
model to find the minimum V-F configuration on the GTX
Titan X GPU. On the top of Fig. 8 are presented, for each
testing application, the values of the frequency levels asso-
ciated with the measured minimum energy (FOracle) and the
predicted minimum energy (FPred.). It can be seen that FPred.
does not always match FOracle, which means the proposed
model does not guarantee optimal energy savings. However,
the results presented at the bottom of Fig. 8 show that, for
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FIGURE 7. Measured and predicted DVFS impact on the energy scaling and speedup of 14 testing applications, on the GTX Titan X. Each point corresponds
to a specific V-F configuration. Values are normalized to the values at the highest V-F.

FIGURE 8. Results of the proposed models to predict the minimum energy configuration on the GTX Titan X.

many applications, the difference between using FPred. and
FOracle (horizontal line at 1.0, representing the lowest energy
consumption) is negligible. In reality, across the 24 testing
benchmarks, the usage of FPred. results in an average energy
consumption only 8% higher than the optimal, while using
the maximum performance configuration (FMax) leads to (on
average) an energy consumption of 24% higher than the
optimal. Looking at the energy savings obtained at FPred.
(see Table 3), when compared to the energy at FMax,
the proposed energy model allows achieving average savings
of 8.0% (Tesla T4), 6.0% (Titan V), 29.0% (Titan Xp) and
11.5% (GTX Titan X).

Overall, the presented research, whose results are summa-
rized in Table 3, represents an important step forward in the
field of GPU modeling, by allowing very accurate compile-
time predictions of the scaling behavior of the execution time,
power consumption and energy consumption. This is a signif-
icant improvement over previous DVFS-aware static models,
like the one presented in [10], where the performance model
had a MAE of 26.9%. Furthermore, this novel approach
can be useful in other scenarios than the most commonly

TABLE 3. Summary of the obtained results for the proposed models on
the testing benchmarks.

considered case of DVFS management, such as in allowing
programmers to easily evaluate how changes in the source
code can affect the DVFS behavior of applications.

V. CONCLUSION
This work presented a novel approach to model the GPU
performance, power and energy. In particular, the proposed
approach can be used to predict how the frequency of GPU
domains will affect the execution time, power and energy

VOLUME 7, 2019 159159

8. GPU Static Modeling using PTX and Deep Structured Learning

128



J. Guerreiro et al.: GPU Static Modeling Using PTX and Deep Structured Learning

of applications, before they are actually executed, i.e. at
compile-time. To model the GPU, a suite of 145 microbench-
marks was used, carefully selected to exercise the different
GPU components. The proposed procedure results in three
output models that take into account the sequence of low-
level assembly (PTX) instructions of any unseen kernel to
predict its corresponding scaling behavior. Validated on four
different GPU devices from distinct microarchitectures (Tur-
ing, Volta, Pascal and Maxwell), the models achieve rather
accurate results. In particular, the power scaling one, which
is able to accurately predict the DVFS impact on the power
consumption of applications prior to their execution, offers
a mean absolute error of 10.2% (Tesla T4), 6.7% (Titan V),
5.9% (Titan Xp) and 5.4% (GTXTitan X). Using the obtained
models to select the minimum-energy frequency configura-
tion allows achieving (on average) energy savings of 8.0%
(Tesla T4), 6.0% (Titan V), 29.0% (Titan Xp) and 11.5%
(GTX Titan X).
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